Processing Networks

Fluid Models and Stability

J. G. “Jim” Dai
The Chinese University of Hong Kong, Shenzhen
and
Cornell University, New York

J. Michael Harrison
Stanford University, California


http://people.orie.cornell.edu/jdai/
https://www.gsb.stanford.edu/faculty-research/faculty/j-michael-harrison

To Ligin and Kevin, Elena and Sasha



1ii

3

Contents

Website . . . . . . e e e
Preface . . . . . . . . e
Guide to Notation and Terminology . . . . . . ... ... .. ... .....

Introduction

1.1 About the title of thisbook . . . . ... ... ... .. ... ......
1.2 Activity analysis . . . . . ... Lo
1.3 Two examples of queueing networks . . . . . . . ... ... ... ...
1.4 SPN examples with additional features . . . . . . .. ... ... ....
1.5 Stability . . . . ...
1.6 Illuminating examples of instability . . . ... ... ... .......
1.7  Structure of the book and intended audience . . . . .. ... ... ...
1.8 Sources and literature . . . . . . . . ... .o

Stochastic processing networks

2.1 Common elements of the two model formulations . . . . . . ... ...
2.2 Baseline stochastic assumptions . . . . . . .. ... ...
23 BasicSPNmodel . ... ... ... .. ... ... ... .. ...,
24 Relaxed SPNmodel . . . . ... ... ... ... ... ...
2.5 Recap of essential system relationships . . . . . .. ... ... .....
2.6  Unitary networks and queueing networks . . . . . . . ... ... ...
2.7 Moreontheconceptofclass . . ... ... ... ... ........
2.8 Sourcesandliterature . . . . . . . . ...

Markov representations

3.1 General framework and definition of stability . . . .. ... ... ...
3.2 Sufficient condition for SPN stability . . . . . . . ... ... ... ...
3.3 First examples of Markov representations . . . . . . ... .......
3.4 Examples with phase-type distributions . . . . .. ... ... .....
3.5 Canonical representation with a simply structured policy . . . ... ..
3.6 A mild added restriction on the CTMC representation . . . . . . .. ..
3.7 Sufficient condition for irreducibility . . . . .. . ...
3.8 Markov representations with general state space . . . . . . ... .. ..

iX
X1
XV

S N W N~ -

20
22

25
25
30
32
34
37
38
42
44



v

3.9 Sourcesandliterature . . . . . . ... ...

Extensions and complements

4.1 Markovian arrival processes . . . . . . ... ..o
4.2 Alternate routing with immediate commitment . . . . . . . .. ... ..
43 PSnetworks . . . . ...
4.4 Equivalent head-of-line model for a PS network . . . . . ... ... ..
4.5 Bandwidth sharingnetworks . . . . ... ... ... ..........
4.6 Queueing networks with HLSPS and HLPPS control . . . . .. .. ..
4.7 Parallel-server systems . . . . . . . . . .. ...
4.8 Example involving fork-and-joinjobs . . . . . ... ... ... ...
4.9 Sources and literature . . . . . . ..o

Is stability achievable?

5.1 Standard load condition for a unitary network . . . . ... ... .. ..
5.2 Defining criticality via the static planning problem . . . ... ... ..
5.3 Thesubcritical region . . . . . . ... ...
5.4 Only subcritical networks canbe stable . . . . . ... ... ... ...
5.5 Instability with multi-resource activities . . . . . . . ... ... .. ..
5.6 Instability with multi-input activities . . . . . . . .. . .. ... . ...
5.7 Stability region and maximally stable policies . . . . . ... ... ...
5.8 Sources and literature . . . . . . ... oo o Lo

Fluid limits, fluid equations and positive recurrence

6.1 OVerview . . . . . . ...
6.2 Fluidmodels . . ... ... ... ...
6.3 Standard setup for study of fluid limits . . . . . . ... ... .. ....
6.4 Definition and properties of fluid limits . . . . . . ... ... ......
6.5 Fluid model stability implies SPN stability . . . . . ... ... .....
6.6 Sources and literature . . . . . . ... Lo

Fluid equations that characterize specific policies

7.1 Queueing network with a non-idling policy . . . ... ... ... ...
7.2 Queueing network with non-preemptive static buffer priorities . . . . .
7.3  Queueing network with FCES control . . . . . . ... ... ... ...
7.4  Unitary network with specially structured control . . . . ... ... ..
7.5 Sources and literature . . . . . . . ..o L.

Proving fluid model stability using Lyapunov functions

8.1 Fluid model calculus and Lyapunov functions . . . . . ... ... ...
8.2 Advantage of fluid models over Markov chains . . . . ... ... ...
8.3 Feedforward queueing network (piecewise linear Lyapunov function)
8.4 Queueing network with HLSPS control (linear Lyapunov function) . . .

105
105
107
113
115
121
122

125
125
127
129
131
133

135
135
140
144
148



8.5 Assembly operation with complementary side business . . . . . .. ..
8.6 Global stability of ring networks . . . . ... ... ...
8.7 Global stability of re-entrant lines . . . . . .. ... ... .......
8.8 Sourcesandliterature . . . . . . ... ..o

9 Max-weight and back-pressure control
9.1 Leontiefnetworks . . . . . . ... ... . ... .
9.2 Basic back-pressure policy . . . ... ... oL
9.3 Relaxed back-pressure policy . . . . . .. ... ... ... ...,
9.4 More about max-weight and back-pressure policies . . . . . . ... ..
9.5 The characteristic fluid equation . . . . . . ... ... ... ......
9.6 Maximal stability of relaxed BP (quadratic Lyapunov function) . . . . .
9.7 Maximal stability of basic BP with single-server activities . . . . . ..
9.8 Sources and literature . . . . . . ... Lo

10 Proportionally fair resource allocation
10.1 A concave optimization problem . . . . . ... ... ... ... ..
10.2 Proportional fairness in a static setting . . . . . . . ... .. ... ...
10.3 Aggregation property of the PF allocation function . . . ... ... ..
10.4 Unitary network with PFcontrol . . . . . .. ... ... ... .. ...
10.5 Proof of fluid model stability using entropy Lyapunov function . . . . .
10.6 Maximal stability of the PF control policy . . . . ... ... ......
10.7 Sources and literature . . . . . . . ... ... L.

11 Task allocation in server farms
11.1 Datalocality . . . . . . . . . . . . . e
11.2 A map-only model with three levels of proximity . . . ... ... ...
11.3 Augmented SPN formulation . . . . . ... ... ... .........
11.4 Markov representation . . . . . . . . .. ...l e e
11.5 Simplified criterion for subcriticality . . . . . .. ... ... ... ...
11.6 Workload-weighted task allocation (WWTA) . . ... ... .. ....
11.7 Fluidmodel . . . . . .. .. .
11.8 Maximal stability of WWTA (quadratic Lyapunov function) . . . . ..
11.9 Sources and literature . . . . . . . ... ...

12 Multi-hop packet networks
12.1 General slotted-time model . . . . . . ... ... ... ... ......
12.2 Additional structure of links and link configurations . . . . . . ... ..
12.3 Fluid-based criterion for positive recurrence . . . . . . . . ... .. ..
12.4 Max-weight and back-pressure control . . . . . . ... ... ... ...
12.5 Maximal stability of back-pressure control . . . . . ... ... .....
12.6 Proportional scheduling with fixedroutes . . . . ... ... ... ...
12.7 Fluid limits and fluid model under random proportional scheduling . . .

150
151
154
161

163
164
167
170
171
173
176
177
182

183
183
187
191
193
196
206
207

209
209
210
211
214
214
215
216
219
221

223
224
228
234
237
240
243
249



vi

12.8 Maximal stability of random proportional scheduling . . . . . ... ..
12.9 Sources and literature . . . . . . . . . .. ... ...

Appendix A Selected topics in real analysis

A.l
A2
A3
A4

Absolutely continuous functions . . . . ... ...
Sequential compactness . . . . . . ...
Path spaces, u.o.c. convergence, and equi-continuity . . . . . . . . . ..
Dini derivatives . . . . . . .. ...

Appendix B Selected topics in probability

B.1
B.2
B.3
B.4

Uniform integrability, dominated convergence, and Vitali convergence .
Borel-Cantellilemma . . . . . ... ... ... ... ... .....
The maximum of many i.i.d. random variables . . . . . . ... ... ..
Propositions related to entropy-like functions . . . . . ... ... ...

Appendix C Discrete-time Markov chains

C.1
C2
C3
C4
C5
C.6
C.7
C38

Definitionof aDTMC . . . . . . ... .. .. ... ...
Strong Markov property . . . . . . ... o
Communicating classes and irreducibility . . . . ... ... ... ...
Recurrence and invariant measure . . . . .. ... ... ...
Positive recurrence and stationary distribution . . . . . . ... ... L.
Convergence to equilibrium and strong law of large numbers . . . . . .
A preliminary criterion for positive recurrence . . . . . . . . . .. ...
Foster-Lyapunov criteria . . . . . . . ... ... ... ... ...

Appendix D Continuous-time Markov chains and phase-type distributions

D.1
D.2
D.3
D4
DS
D.6
D.7
D.8
D.9

Generator Matrices . . . . . . . ... e e e e
Sample path construction of aCTMC . . . . ... ... ... .....
Transience, recurrence, invariant measures, and irreducibility . . . . . .
Strong Markov property . . . . . . . ... ...
Positive recurrence and stationary distributions . . . . . ... ... ..
Convergence to equilibrium and strong law of large numbers . . . . . .
Uniformization and the Foster-Lyapunov criterion . . . . . . . ... ..
Phase-type distributions . . . . . . ... ...
Joint phase-type distributions . . . . . .. .. oL 0oL

Appendix E Markovian arrival processes

E.1
E.2

General definition and examples . . . . . . . .. ... ... ...
SLLN and uniform integrability . . . . . ... ... ... .......

Appendix F Convergent square matrices

References

257
257
258
258
262

265
265
267
268
268

275
275
276
277
277
279
279
280
282

287
287
288
291
292
292
295
296
298
300

303
304
306

309

311



Index

vii

321



viii



1X

Website

http://www.spnbook.org

This book is accompanied by the above website. The website provides corrections
of mistakes and other resources that should be useful to both readers and instructors.


http://www.spnbook.org




X1

Preface

This book has two purposes. First, it describes a broad class of mathematical system
models, called stochastic processing networks (SPNs), that are useful as representations
of service systems, industrial processes, and digital systems for computing and com-
munication. The SPN models to be considered include such features as simultaneous
resource possession, multi-input operations, and alternative processing modes. No com-
parably general treatment of network models has appeared previously in book format.

Second, it develops a fluid model methodology for proving SPN stability, by which
we mean proving positive recurrence of the Markov chain describing the SPN. Specifi-
cally, we develop a theorem that can be informally paraphrased as follows: if the fluid
model derived from an SPN is stable (see below for the meaning of that phrase), then
the SPN itself is stable. The significance of that result lies in the relative tractability
of fluid models: proving fluid model stability is invariably easier than proving positive
recurrence of the Markov chain for which it serves as a surrogate.

As multiple examples will show, proving fluid model stability for a complex SPN
can still be challenging, requiring the construction of a suitable Lyapunov function. A
large part of the book is aimed at demonstrating how the theorem has been used and can
be used to analyze systems of contemporary interest, especially computing and commu-
nication networks.

arrivals —— Bl B{ S1 ——| B2 ~{ S2 —— departures

Tandem example. To understand the content of the theorem paraphrased above, it is
useful to consider a concrete example. The figure immediately above depicts a tandem
processing system with two servers, labeled S1 and S2. Jobs arrive from the outside
world one at a time. Each job is processed first by S1, then by S2, and then exits. If a
job arriving at either server finds that server idle, then the processing of that job begins
immediately. On the other hand, if a job arriving at either server finds that server busy,
then the job waits in a corresponding buffer (B1 or B2). Each server processes jobs from
its associated buffer on a first-in-first-out (FIFO) basis, and continues working at full
capacity so long as there is any job available for it to process. As a matter of convention,
when reference is made later to “jobs currently occupying B1,” that is understood to
include not only waiting jobs but also the job being processed by S1, if there is one,
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and similarly for B2. For concreteness, let us assume that the external arrival process
is Poisson with arrival rate A;, that S1 processing times, also called service times, are
independent and identically distributed (i.i.d.) with some phase-type distribution (see
Appendix D, Section D.8 for the meaning of that term) having mean m, and that S2
service times are i.i.d. and exponentially distributed with mean m,.

Tandem fluid model. Associated with this discrete-flow network is a continuous-flow
model, or fluid model, that consists of the following equations: for r > 0,

Zi(t)=Z,(0) + Mt — i Th (¢) >0, (1)
Zr(t) =Z>(0)+ Ty (t) — waTr(r) > 0, 2
T,(0)=0, O0<Ti(t)—Ti(s)<t—s for0<s<t, i=1,2, 3)
Zi(u) > 0 for all u € [s,t] implies that T;(¢) — T;(s) =t —s
for0<s<tandi=1,2. 4)

Here Z;(t) is interpreted as the fluid content in buffer i at time 7, and T;(¢) is the cumu-
lative amount of time that server i is busy up to time ¢ (i = 1,2). The parameter A, is
the arrival rate of fluid from the outside, and y; ;= m; !is the processing speed of server
i (i=1,2). Equations (1) and (2) are the flow balance equations, while (3) expresses
service capacity constraints, and (4) dictates that each server operate at full capacity
whenever its buffer is non-empty.

The fluid model is said to be stable if, for each solution Z of equations (1)-(4), there
exists a time & > 0 such that Z; () = Z,(¢) = 0 for t > §. One can prove that the fluid
model is stable if and only if the following conditions are satisfied:

7le1 <1 and llmz <1. (5)

Sequential decomposition of the tandem fluid model. There are many ways to prove
that statement. Perhaps the simplest is to analyze the tandem fluid model sequentially,
first for fluid in buffer 1, then for fluid in buffer 2. Given that A; < u, it is easy to show
that there exists a time &; > 0 such that Z; () = 0 for ¢t > ;. After time J;, the fluid
flowing into B1 instantaneously passes into B2, and thus the arrival rate to B2 is A;. One
can again analyze buffer 2 in isolation, showing there exists 6, > 6; such that Z,(¢r) =0
fort > 6.

Direct analysis of the discrete-flow model. Under the distributional assumptions sta-
ted earlier, we can model the tandem processing system as a continuous-time Markov
chain {X(r) = (Zi(¢),n(t),Zx2(t)),t > 0}, where Z;(¢) is the number of jobs occupying
buffer i at time ¢, and 7(¢) is a finite-valued phase indicator (see Section D.8) for the S1
service currently underway, if any. (When B1 is empty, 11(¢) = 0.) How does one prove
that the Markov chain X is positive recurrent under condition (5)?

The first thing to say is that there exists no analog of the sequential decomposition
approach described above. That is, in the discrete-flow setting, stability analysis is not



xiii

decomposable, despite the feedforward structure (that is, unidirectional flow) that is the
salient feature of our example. Rather, with rare exceptions, the approach adopted by
researchers is to apply the Foster-Lyapunov criterion described in Appendix D, Section
D.7. In this approach the analyst must identify a test function V, hereafter called a
Lyapunov function, that satisfies the Foster-Lyapunov drift condition (D.36). For our
tandem processing example one can construct a Lyapunov function of the quadratic form

V(Z1,M,2) = Zt +a(Z1 + 2,)?,

where a is any constant satisfying 0 < a < p;/A; — 1. An analysis undertaken in Sec-
tion 8.2, culminating in the inequality (8.19), will show that this function V satisfies the
Foster-Lyapunov drift condition, thus proving the positive recurrence of X.

Lyapunov functions for fluid models. The sequential decomposition described earlier
to prove stability for our tandem fluid model extends in a direct way to any feedforward
fluid model. For a general fluid model, however, one proves stability in very much the
same way as for a general Markov chain, namely, by identifying a Lyapunov function
that satisfies an appropriate drift condition. That general theory will be developed in
Chapter 8.

As an example, the simple linear function V (Z) = Z; + Z; satisfies the drift condition
for our tandem fluid model, given that (5) holds. However, for reasons explained in Sec-
tion 8.2, it does not satisfy the drift condition for the discrete-flow tandem model. Thus
the simplest known Lyapunov function for the discrete-flow tandem model is quadratic,
while that for its fluid analog is linear. This illustrates a phenomenon that has often been
observed in the analysis of particular model structures: in cases where a Lyapunov func-
tion is known both for a discrete-flow SPN model and for the fluid model derived from
it, the latter function is substantially simpler.

Control policies and stability conditions. In the paragraphs above, we have discussed
the stability problem for processing networks as if it were simply one of analysis, that is,
as if the central problem were to rigorously prove stability under a given control policy.
In general, however, a system designer or system manager first confronts a problem of
synthesis, namely, he or she must first devise a dynamic control policy, which may be
called a network protocol or network algorithm in a digital system context.

In our tandem example we have specified FIFO processing by both servers, but the
same fluid equations are valid for other non-idling policies as well. (Here the term “non-
idling” means that each server works at full capacity whenever there is accessible work
for that server to do.) Specifically, the fluid model equations (1) and (2) remain valid
under any policy such that the number of partially completed jobs at any given time is
bounded by some constant L, (3) is valid under any policy, and (4) is valid under any
non-idling policy, as will be shown in Section 7.1.

In this book, virtually all effort and attention is directed to the analytical problem
of proving stability for a given policy. As a preliminary, we develop in Chapter 5 a
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general stability condition analogous to (5), based on what is called a static planning
problem. That condition involves only first order system data (average arrival rates,
average processing times, and routing probabilities or average output quantities), and
it is shown to be necessary for stability under any control policy. One tends to feel
intuitively that the condition is also sufficient for existence of a policy that achieves
stability, but examples will show that expectation is not always correct.

Dominance of the fluid approach. Over the last 25 years, fluid model methodology
has come to dominate in studies of network stability, allowing successful treatment of
model families that have defied direct analysis. Notable in this regard are the feedfor-
ward networks referred to earlier. The method of sequential decomposition makes fluid
model stability proofs almost trivial for such networks (see Section 8.3 for elaboration),
whereas the feedforward structure may be of little or no help in direct analysis. This con-
trast is illustrated well by the recent work of Massoulié¢ and Xu (2018) on information
processing systems.

There are also important families of non-feedforward networks for which fluid mod-
els have been analyzed successfully to prove stability, but no method is known for di-
rect analysis. Another way of saying this is that, for some important families of non-
feedforward networks, Lyapunov functions have been successfully devised for their fluid
model analogs, but not for the discrete-flow models themselves. This is true, for exam-
ple, of the FIFO Kelly networks analyzed by Bramson (1996a), also treated in Section
5.3 of the monograph by Bramson (2008). Another example is a packet switched com-
munication network with what Walton (2015) called random proportional scheduling,
to be treated in Chapter 12 of this book. In both those cases, an entropy-type Lyapunov
function (see Section 10.5) provides the key to fluid analysis, and there is no known
analog for the discrete-flow model itself.

Acknowledgements In writing this book we have benefitted from consultations with
many colleagues, including Sgren Asmussen, Anton Braverman, Mor Harchol-Balter,
Maury Bramson, Doug Down, Sergey Foss, Peter Glynn, Frank Kelly, Sunil Kumar,
Yi Lu, Andre Milzarek, Balaji Prabhakar, Devavrat Shah, R. Srikant, Jean Walrand,
Neil Walton, Ruth Williams, Qiaomin Xie, Kuang Xu, Lei Ying, Elena Yudovina, Yuan
Zhong and Bert Zwart. Shuangchi He helped with some figures in the book, and Cor-
nell PhD students Chang Cao and Mark Gluzman helped with finalizing the format of
references.

Jim Dai
Michael Harrison

October, 2019
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Guide to notation and terminology

We use R to denote the set of real numbers, R the set of non-negative real numbers,
Z the set of non-negative integers, and N the positive integers. A prime is used to
denote the transpose of a vector or matrix, and vectors should be envisioned as column
vectors unless something is said to the contrary. For an integer d > 0 and a vector
x = (x1,...,%7) € R, we define the norm |x| = Y'¢_,|x;|, and for two vectors x,y € RY,
we define the inner product x-y = Zflzl x;y;. For two vectors x € R? and y € R?, we write
x < ytomean that x; <y; foreachi=1,....,d.

The relationship A := B means that A equals B by definition. The letter e is occa-
sionally used to denote the vector (1,...,1), and we denote by e/ a vector with a 1 as its
Jjth component and all other components equal to zero; in each case, the dimension of
the vector should be clear from context. For x,y € R, we use xV y to denote max(x,y),
and x Ay to denote min(x,y).

A square, non-negative matrix is said to be substochastic if each of its row sums is
< 1, and to be stochastic if each of its row sums is = 1. The spectral radius of ad x d
substochastic matrix P is max;<;<4|A;|, where A4,, ..., A, are the eigenvalues of P. A
substochastic matrix P is said to be transient if its spectral radius is < 1, or equivalently,
if P" — 0asn— oco.

Throughout the book, we denote by () the probability measure underlying a net-
work model, and by E(-) the corresponding expectation operator. That is, P(A) denotes
the probability of an event A, and E(X) is the expected value of a random variable X. For
an event A and random variable X, we define the partial expectation E(X;A) = [, XdP.

Phase-type distributions are defined and discussed in Appendix D, Section D.8,
where we introduce the following notation for three specific families of non-negative,
univariate distributions: exp(r) denotes an exponential distribution with rate parameter
r > 0; Erlang(2,r) denotes an Erlang distribution with shape parameter 2 and rate pa-
rameter r > 0; and H,(p, y) denotes a hyperexponential distribution (see Section D.8 for
details).

Stochastic processing networks, also referred to frequently as SPN models, are for-
mally defined in Chapter 2, Sections 2.1 through 2.4, where we introduce notation for
model data and model-related processes that continues throughout the entire book. In
particular, the upper case Roman letters A, B,D,E,F,1,J,K,N,S,T and Z are given more
or less permanent meanings in those sections, but such symbols may be reused with new
meanings in the appendices. Sets are most often denoted by upper case script letters;




XVvi

three that appear frequently are . = {1,...,I}, # ={1,...,J},and # ={1,...,K}.

For a function f : R, — R?, we use f (¢) to denote the derivative of f atz. A point
t > 0 is said to be a regular point for f if f is differentiable at t. When the functon
f is clear from the context, we sometimes call £ > 0 a regular point without further
qualification. Whenever the symbol f (1) is used, it is assumed that ¢ is a regular point of
f. Occasionally we also use % £(t) to denote f(r).



Introduction

This book considers a broad class of stochastic system models, focusing on questions
and methods related to long-run “stability.” To be more precise, we consider stochastic
models of multi-resource processing systems, assuming throughout that average input
rates and average processing rates are time-invariant, and we focus on the following
questions: Do the processing resources have enough capacity to handle the given or
hypothesized load, and if so, how can the resources be deployed dynamically to ensure
that statistical equilibrium is achieved over the long run?

The first five sections of this introductory chapter strive to explain the breadth and
variety of models considered, beginning with the question of how to name them. Sec-
tions 1.5 and 1.6 elaborate on the notion of system stability. Section 1.7 describes the
structure of the book and its intended audience, and Section 1.8 contains brief comments
about sources and literature.

1.1 About the title of this book

Our focus is on models of man-made systems in which servers (that is, capacity con-
strained processing resources) undertake various activities to satisfy the needs of exter-
nally generated jobs. Emphasizing the purpose for which such systems exist, we call
these models processing networks . The “jobs” to be processed may be digital files re-
quiring transfers, telephone calls from customers seeking information, manufacturing
lots that require a particular factory operation, or other possibilities, depending on the
application domain.

There is a large literature in applied mathematics concerned with the performance
degradation caused by stochastic variability in the functioning of such systems. In
that literature mathematical models are used to explicate the perplexing phenomenon
whereby some arriving jobs experience lengthy delays before their processing is com-
pleted, even though naive calculations based on average arrival rates and average pro-
cessing rates indicate that resource capacities are adequate to handle the offered load.
Such models are described throughout most of this book as stochastic processing net-
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works (SPNs), but for brevity the modifier has been dropped in the book’s title.
Queueing theory is a branch of applied mathematics that deals with performance
degradation due to stochastic variability, and virtually all of the literature to which this
book refers can be placed beneath that very broad umbrella. In fact, “queueing network”
might seem to be a reasonable substitute for “stochastic processing network,” but the
former term has an established meaning in the literature of applied probability (see Sec-
tions 1.3, 1.4, and 2.6 for elaboration), and it is narrower than what we mean by the latter
term. In particular, the term “queueing network™ is generally understood to not allow
simultaneous resource possession (as occurs in models of bandwidth sharing), nor to
allow simultaneous input requirements (as occurs in models of assembly and matching),
but those two features are allowed in our conception of a stochastic processing network.
What does the word “network” mean in our context? The non-mathematical defini-
tion of that word involves multiple distinct entities, such as power plants or supermar-
kets, that are connected in some way. Adapting that definition to our setting, one may
safely say that all the models encountered in this book involve two or more distinct pro-
cessing resources (or servers, or server pools) that are connected by a workflow. That
is, all our models involve a network of capacity-constrained resources that differ in their
capabilities and are connected by the need to collaborate, either sequentially or simulta-
neously, in processing jobs of different types. That high-level characterization is rather
vague, and applied mathematicians often attach to the word “network” a narrower mean-
ing that involves arcs and nodes in a graph structure. Indeed, many important stochastic
network models, notably models of communication networks, do involve an underlying
graph structure. Such models are somewhat special, however, and in other application
domains, the arcs-and-nodes framework of classical network theory is overly restrictive.

1.2 Activity analysis

Our conception of a stochastic processing network is derived from, and seeks to extend,
the deterministic linear model of an operation or enterprise that was developed in the
mid-20th century by mathematicians and economists working in the area that Koopmans
(1951) called “activity analysis.” Today that term is viewed as an old-fashioned synonym
for “linear programming” (LP) or “linear optimization,” but the emphasis here is not
on optimization per se. Rather, we seek to develop stochastic analogs of the linear
input-output models that define the “feasible region” in various classical LP problem
formulations.

In the version of activity analysis that we shall adopt, an economic system or sub-
system is characterized in terms of three basic elements: processing resources with fixed
capacities per time unit; processing activities that may be undertaken using those re-
sources; and units of flow, initially referred to as materials, that are created, destroyed
or modified by processing activities. In the standard treatment, activity levels and ma-
terial quantities are treated as continuous variables, but the time parameter (in the case
of dynamic models) is discrete. Thus one might say that classical activity analysis uses
deterministic fluid models with discrete time parameter.

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.
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1.3 Two examples of queueing networks 3

The term “server” is commonly used as a synonym for “resource,” and we shall
follow that practice. However, in many applications a “resource” consists of multiple
distinct but functionally interchangeable entities, such as electronic testers, vertical turret
lathes, or customer service representatives. Thus we shall formulate and analyze models
involving multi-server “pools,” with the understanding that servers belonging to the same
pool are identical.

Unfortunately, there seems to be no single term that is appropriate in all applications
for what were called “materials” in the model description above. For example, one might
want to model and analyze activities in which the “materials” processed are telephone
calls from customers seeking different kinds of airline reservations, or to model and an-
alyze activities in which the “materials” produced as outputs are electronic components
of various types.

Because the word “material” is generally interpreted to have a meaning more narrow
than required in these examples, we shall more often use the abstract term “units of flow,”
or else use concrete terms like “customer” or “job” or “packet” that relate to particular
application domains. The important point here is that units of flow will be called by
different names at different points in this book. We are confident that readers, having
been alerted to this phenomenon, will find that it causes no confusion.

In his discussion of model formulation in linear programming, Dantzig (1998) de-
scribed an “activity” as a black box, into which flow inputs and out of which flow out-
puts, defining “black box” as “any system whose detailed internal structure one willfully
ignores” (page 32). In the introductory chapter of that same text it is said that “the first
step [in model formulation] consists in regarding a system under design as composed of
a number of elementary functions that are called ‘activities’ ... The different activities in
which a system can engage constitute its technology” (page 6).

Obviously, there is modeling discretion involved in the definition of resources, activ-
ities and units of flow. Different levels of aggregation are possible, and the right choice
depends on what decisions are to be supported or informed by the analysis.

1.3 Two examples of queueing networks

Most past research on stochastic processing networks has focused on a narrow class of
models called queueing networks, the general definition of which is postponed to Sec-
tion 2.6. Here we consider two relatively simple examples, using the language of activity
analysis to establish parallels with the classical input-output model of linear program-
ming. This discussion provides a stepping stone to the general notion of a stochastic
processing network, and allows us to introduce in a concrete setting some concepts and
terminology that will be used in more general contexts later.

We begin with the same example used in the preface of this book, namely, the ar-
rangement of two servers in tandem that is pictured in Figure 1.1. There are two servers,
labeled S1 and S2 in the figure, that play the role of processing resources. Following
standard usage in queueing theory, we call the units of flow customers, and assume that
new customers arrive from outside the system according to a Poisson process with arrival
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rate A; > 0. (The reason for the subscript 1 will become apparent shortly.) There are two
storage buffers (or waiting rooms) in Figure 1.1, labeled B1 and B2, where customers
wait for service if they cannot be processed immediately, and where they continue to
reside as they are being processed. (The verbs “to serve” and “to process” will be used
interchangeably throughout this book, as will the nouns “service time” and “processing
time.”)

New arrivals enter buffer 1, are processed by server 1 on a first-in-first-out (FIFO)
basis, then proceed to buffer 2, are processed by server 2 on a FIFO basis, and then
depart from the system. Customers who have not yet completed their first service are
designated as class I customers, and those who have completed their first service but not
the second one are designated as class 2. Thus it is class 1 customers that occupy buffer
1, and class 2 that occupy buffer 2. We assume that the service times or processing
times for class i customers are independent and identically distributed (i.i.d.) random
variables with mean m; > 0 (i = 1,2), and that the arrival process and the two service
time sequences are mutually independent.

arrivals —— Bl B{ S1 ——| B2 { S2 —— departures

Figure 1.1: Tandem queueing network

There are only two processing activities in this system, namely, the processing of
class 1 by server 1 and the processing of class 2 by server 2. A crucial notion for
stochastic processing networks generally is that of a control policy, by which we mean
a rule or set of rules that determine which activities will be undertaken when, based on
dynamic observations of system status. (Hereafter the term “control policy” will be rou-
tinely shortened to just “policy.” It is common in the literature of applied probability to
distinguish among various categories of dynamic control, such as routing, sequencing,
and input control. Here the term “control,” occasionally expanded to “dynamic control”
for emphasis, is understood to include all such categories.) For the tandem queueing ex-
ample pictured in Figure 1.1 there are no meaningful control decisions to be made, given
the restriction to FIFO processing stated above: under most commonly used performance
criteria one wants each server to devote its full capacity to processing the first-arriving
customer in its associated buffer, as opposed to idling the server or having it work at less
than full capacity, which would simply delay completion of the customer’s service.

Can we expect the system to achieve long-run stability (see Section 1.5 for an ex-
planation of that term) under this non-idling policy? The first thing to consider in that
regard is the adequacy of server capacity. Because arrivals occur at an average rate of 4,
jobs per time unit, the expected time required from server i to complete the processing
of jobs that arrive within one time unit is A;m; (i = 1,2). That product, hereafter called
the load factor for server i, expresses the load imposed on the server as a percentage of
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capacity, and it will later be shown that stability is achieved if and only if

A,]ml <1 and l]ﬂ’lz < 1. (1.1)

Figure 1.2 pictures a more complicated model, commonly called the criss-cross net-
work, where there are meaningful control decisions to be made. As in the tandem queue-
ing example, we have two servers and a stream of customers who require one processing
operation from each server, but there is also a second stream of customers, and they re-
quire just a single processing operation from server 1 before they depart. Customers in
the latter stream, whether waiting or being processed, are referred to as class 3, and we
imagine them as being stored in their own dedicated buffer, as pictured in Figure 1.2. In
addition to the assumptions stated earlier for class 1 and class 2 customers, we assume
that class 3 customers arrive according to a Poisson process at rate A3 > 0, that their
service times are i.i.d. with mean m3 > 0, and that the class 3 arrival process and service
time sequence are independent both of one another and of the class 1 input process and
the service time sequences for classes 1 and 2.

class 3
l arrivals
class 1 = class 2
arrivals % departures
— Bl »(S1 — B2 ~»{S2 ———
class 3 l
departures

Figure 1.2: The criss-cross network

The criss-cross network is an example of a multiclass queueing network, which
means that there is at least one server (in this case server 1) that has responsibility for
processing two or more distinct customer classes. If we require that customers within
each class be processed on a FIFO basis, which is a reasonable restriction in many set-
tings, then the choice of a control policy amounts to specifying whether class 1 or class 3
customers are to be processed first by server 1, based on the numbers of customers cur-
rently occupying the three buffers, and possibly also on other aspects of the system’s
history or current status. There is no uniquely “best” control policy, because generally
speaking, choices that reduce the waiting times of class 3 customers will increase waiting
times for customers that require processing from both servers, and vice versa.

With regard to the potential for long-run stability, we first observe that on average,
server 1 must work for A3m3 time units to process the class 3 jobs that arrive in one time
unit, so the total load factor for server 1 is A;m; + A3m3, while the load factor for server
2 is the same as in our tandem queueing example. Thus we have the following analog of
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the stability condition (1.1):

Amp+A3mz <1 and Aymp < 1. (1.2)

The criss-cross network is a feedforward queueing network, which means that ser-
vers can be numbered in such a way that customers never move from higher numbered
servers to lower numbered ones. As a consequence, any noniidling dynamic control
policy (that is, any policy that requires each server to work at full capacity except when
all its associated buffers are empty) will achieve long-run stability if both inequalities in
(1.2) hold. This will be proved in Chapter 8 under mild additional assumptions. In con-
trast, Section 1.6 below provides examples of non-feedforward networks where long-run
stability is not achieved by a particular non-idling policy, even though stability is achiev-
able using other, more intelligent policies. Examples of this kind, which first came to
light in the early 1990s, provided the motivation for much of the research recounted in
this book.

1.4 SPN examples with additional features

As we shall see in future chapters, multiclass queueing networks can be much more
complicated than the examples discussed above, but our conception of a stochastic pro-
cessing network (SPN) further allows various interesting and realistic structural features
that are not allowed in the queueing network framework. Some of those features are il-
lustrated by the four examples discussed in this section, each of which falls within some
model family treated later in the book.

Alternate routing example. The system pictured in Figure 1.3 differs from the criss-
cross network (Figure 1.2) in that either server 1 or server 2 can provide the single
processing operation needed by class 3 customers; the processing time distribution may
or may not be different depending on which server is chosen. (We are assuming here
that the decision about which server will process a class 3 arrival need not be made

class 3
l arrivals

B3
class 1 class 2

arrivals departures
— Bl (Sl —— B2 (2 ——

class 3 class 3
departures departures

Figure 1.3: A system with alternate routing
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class 3 class 3
arrivals departures
S1 S2
’—> B1 — —l l— —1 B2 <—‘
class 1 class 1 class 2 class 2
arrivals departures departures arrivals

Figure 1.4: A two-link bandwidth sharing network

until the service is about to begin, so class 3 arrivals are held in a single buffer while
awaiting service. Alternatively, one might assume that a commitment must be made at
the moment of arrival; see Section 4.2 for further discussion.) In that case there are four
distinct activities: the processing of class 1 by server 1, of class 2 by server 2, of class 3
by server 1, and of class 3 by server 2. Thus a control policy must allocate the capacity
of each server to two potential activities over time, based on observed system status.

In the simple example of alternate routing just described, class 3 customers depart
from the system after being processed, regardless of which server does the processing.
But more generally, when a customer class can be processed by any of several different
servers, one may allow the future routing of such customers to depend (in the probabilis-
tic sense) on which server is chosen. Obviously, alternate routing capabilities create a
rich and complex environment for dynamic system control.

Bandwidth sharing example. Figure 1.4 pictures a network with two servers, labeled
S1 and S2, that process jobs of three classes. Servers 1 and 2 have capacities by and b,
respectively, the significance of which will be explained shortly. The long-run average
arrival rate for class i is A;, and each class i arrival has a size that is drawn from a class-
specific distribution with mean m; > 0 (i = 1,2,3). Job sizes for the three classes form
mutually independent sequences of i.i.d. random variables that are also independent of
the arrival processes. For concreteness one may assume that arrivals of the three classes
occur according to independent Poisson processes.

The processing of a job is accomplished by allocating a flow rate to it over time:
newly arriving jobs are stored in a class-specific buffer, and a job departs from the sys-
tem when the integral of its allocated flow rate equals its size. Processing a class 1 job
consumes the capacity of only server 1, and processing a class 2 job consumes the capac-
ity of only server 2, but processing a class 3 job consumes the capacities of servers 1 and
2 simultaneously and at equal rates. (Expressing this last feature in generic language, it
may be said that there are three processing activities in the model under discussion, one
of which involves simultaneous resource possession.) To be more precise, if we denote
by x; the flow rate allocated to class i at a given point in time, those allocations must

To be published by Cambridge University Press. (©J. G. Dai and J. Michael Harrison 2019



8 Introduction

arrivals Bl departures
to input *>o< from output
port a B2 port ¢
arrivals B3 departures
to input —>< from output
port b B4 port d
switching
fabric
Figure 1.5: A 2 x 2 data switch
satisfy the following capacity constraints:
x1+x3<by and xp+x3<bs. (1.3)

Finally, a crucial model assumption is that the flow rate x; at any given time is divided
equally among all the class i jobs then present in the system. The flow rate received by
any one job may vary over time, depending on the contents of the three buffers and on
the resource allocation policy followed, and jobs of a given class will not necessarily
finish processing in the order of their arrival.

Interpreting this example as a data communication model, one may equate servers
to links of a communication network, and jobs to files that require transmission over
different routes: jobs of class 1 traverse only link 1, those of class 2 traverse only link 2,
and those of class 3 traverse both links without intermediate storage. Job sizes might then
be expressed in bits, with flow rates x; and link capacities (or bandwidths) b; expressed in
bits per second. Our “equal sharing” assumption, whereby all jobs seeking transmission
over a given route at a given time share equally in the flow rate allocated to that route,
is in fact a common feature of communication networks, motivated by considerations of
fairness. Section 4.5 describes and analyzes a class of bandwidth sharing models that
generalize the example portrayed in Figure 1.4.

Data switch example. The 2 x 2 data switch pictured in Figure 1.5 consists of two
input ports (also called ingresses) labeled a and b, two output ports (egresses) labeled ¢
and d, and a switching fabric that connects them. (More generally, an m x n switch has
m input ports and n output ports.) This system operates in discrete time, the units of time
being called timeslots, and its units of flow are data packets of uniform size.

During each timeslot a random number of packets arrive at each ingress (that random
number may be zero), and packets arriving at each ingress are logically separated into
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two virtual buffers according to the egress through which they must exit. Thus there
are four virtual buffers on the input side of the switch, one for each combination of
ingress and egress. For reasons we need not go into, this system may be referred to
as an input-queued switch, an input-buffered switch, or a crossbar switch. The ingress-
egress combinations, which may also be called paths through the switch, are numbered 1
through 4 in Figure 1.5. We denote by B1 the virtual buffer (also called a virtual output
queue, abbreviated VOQ) containing packets that follow path 1, and similarly for the
other VOQs.

One timeslot is required to transfer a packet from its associated ingress to its associ-
ated egress, and such transfers are subject to the following capacity constraints: at most
one packet can be transferred from each ingress per timeslot, and at most one packet
can be transferred to each egress per timeslot. Thus there are effectively just two modes
or matchings that characterize the switch’s function during any given timeslot: ingress
a can be matched with egress ¢ (that is, the first-arriving packet in B1 will be served
during that timeslot), while ingress b is simultaneously matched with egress d; or else
ingress a is matched with egress d, and ingress b with egress c.

During each timeslot the system manager may choose between these two matchings,
taking into consideration the backlogs accumulated in the four virtual buffers. Of course,
it will not always be possible to fully exploit the capabilities created by the choice of a
particular matching. Suppose, for example, that the first matching described above is
chosen, and that B1 is empty; then no packet will be transferred from ingress a or to
egress ¢ during the timeslot. Similarly, if both B1 and B3 are empty, then at most one
packet can be transferred during the timeslot, regardless of which matching is chosen.

One way to describe a 2 x 2 data switch in the language of activity analysis is to
identify each ingress and each egress as a different “server,” and to identify four different
activities, each of which consists of serving a packet from a particular virtual buffer (that
is, transferring a packet from a particular ingress to a particular egress). Taking that
view, each activity operates on a single input packet of a particular class and requires the
simultaneous use of two particular servers, giving us another example of simultaneous
resource possession.

Alternatively, one may view the entire switch as a single “server,” and define a dif-
ferent activity for each set of virtual buffers that can be served simultaneously during a
timeslot, such as {1,3}, {2,4}, {1}, and {3}. Taking that view, all processing activities
involve a single server, but some of them operate on multiple input packets simultane-
ously. Chapter 12 is devoted to slotted-time models (that is, discrete-time models) that
generalize this example in various ways.

Example with alternative processing modes. Figure 1.6 pictures a single-server sys-
tem with a single external input process. Newly arrived jobs are designated as class 1,
and each of them can be processed in one of two ways: the server can employ a slow but
steady processing mode (this is designated as activity 1, denoted Al in the diagram), or
can employ a fast but error-prone processing mode (activity 2, denoted A2). Services of
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arrivals
@ departures
Bl 90%
@ departures
Server 10%
B2 @ departures

Figure 1.6: System with alternative processing modes

the former kind have a longer mean duration and are always successful, whereas those
of the latter kind have a 10 percent chance of failing, after which the job is designated as
class 2 and must return for a later “rework” operation (activity 3). Assume for concrete-
ness that the external arrival process is Poisson and all three service time distributions
are exponential.

Let us denote by 77 the service time of a job that is processed via Al, and by T;
the rotal service time required by one that is processed via A2, including the rework
operation if it is needed. A plausible scenario is that where 7, has a smaller mean but
larger variance than 77. Let us suppose that is the case. If the system manager wants
to minimize the long-run average number of jobs in the system, is it true that he or she
should either use A1 to process all new arrivals or else use A2 to process all new arrivals,
irrespective of system status? Perhaps surprisingly, the answer is negative: there exist
parameter values for which an optimal control policy uses both processing modes, with
the choice depending on how many jobs are waiting to be processed.

1.5 Stability

In this book we focus exclusively on time invariant operating environments, which
means that resource capacities and first-order system data (arrival rates, mean processing
times, and routing probabilities) remain constant over time. In such an environment the
most basic question is that of stability: Does the system achieve statistical equilibrium
over the long run? In choosing a dynamic control policy (that is, a policy that routes new
arrivals and schedules processing activities dynamically, based on current system status),
one wants to first ensure stability, after which attention can be directed to more refined
aspects of performance, such as the long-run average number of jobs in the system. We
now consider several alternative notions of “stability” for stochastic systems.
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Positive recurrence. Consider a single-server processing system in which arrivals oc-
cur according to a renewal process, service times are i.i.d. and independent of the arrival
process, and arriving jobs are served in the order of their arrival. This is commonly
called a G/G/1 queueing system, or G/G/1 queue; the first G in that designation means
that a general distribution of inter-arrival times is allowed, and the second one means
that a general distribution of service times is allowed. A special case of interest is a
so-called M /M /1 system, in which the arrival process is assumed to be Poisson (that is,
inter-arrival times are exponentially distributed), and the service time distribution is also
exponential. (The letter M in that designation may be viewed as mnemonic for either
“memoryless” or “Markov.”)

Let us denote by Z(¢) the number of jobs present in an M /M/1 system at time ¢,
assuming for concreteness that Z(0) = 0. It follows from the memoryless property of
the exponential distribution that the job count process Z = {Z(t),t > 0} is a continuous-
time Markov chain (CTMC), and a natural notion of stability for such a model is positive
recurrence; that is, we say that the M /M /1 system is stable if Z is positive recurrent.

For an M /M /1 queueing system, and for a broader but still very restrictive class of
Markovian queueing networks, one can prove stability (that is, prove positive recurrence)
by explicitly solving for the stationary distribution of the job count process. For more
complex Markovian models, however, one must establish stability by indirect means,
and the Foster-Lyapunov method is the overwhelmingly dominant tool for that purpose.
Using that method effectively is an art that often involves creativity. To be more specific,
it requires the construction of a Lyapunov function that is suitable for the case at hand.

Positive Harris recurrence. For the G/G/1 queueing system described above, the
job count process Z is not in general a Markov process. A Markov representation of
the system can be achieved by adding to Z certain “supplementary variables,” but the
resulting Markov process X = {X(¢),# > 0} does not have a discrete (countable) state
space. Such a construction will be spelled out in Section 3.8, where the result is a
continuous-time Markov process X that lives in the uncountable space Z; x Ry x R,.
In this case one can define system stability as positive Harris recurrence of X. There is a
Foster-Lyapunov criterion for proving positive Harris recurrence, but the success of that
approach with non-discrete state spaces has been limited. Even in the case of a so-called
generalized Jackson network, which has a simple structure but general inter-arrival and
service time distributions, it took many years before a Foster-Lyapunov proof of stability
was devised by Meyn and Down (1994), and that proof is by no means simple.

Phase-type distributions. To circumvent the technical complexities that arise with
general state spaces, we shall restrict attention in this book to stochastic structures and
distributional families that allow a discrete (but possibly complicated) Markov repre-
sentation of the system under study. In particular, we assume that service times have
phase-type distributions. This modeling choice allows an elementary and self-contained
mathematical exposition with very little sacrifice in terms of practical relevance, since
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phase-type distributions are known to be dense in the space of non-negative distribu-
tions (see Appendix D). This feature should be attractive to students of engineering and
operations research. Positive Harris recurrence will be discussed briefly in Section 3.8,
mainly to emphasize that the added generality does not provide much additional insight.

Rate stability. One may generalize the G/G/1 queueing model by relaxing the re-
quirement that either the inter-arrival times or the service times be i.i.d. In the absence
of such structure, Markov process theory is not a useful framework for studying stability,
but it may still be possible to prove rate stability of the single-server processing system.
The system is said to be rate stable if, with probability one,

lim @ =0 1.4)
t—oo f
for any initial configuration. In words, rate stability means that the backlog of unpro-
cessed jobs does not accumulate at a positive rate.

To establish rate stability of a stochastic processing system, one typically assumes
that the model’s primitive stochastic elements (arrival processes, service time sequences,
and routing or output sequences) each satisfy a strong law of large numbers (SLLN). In
the case of a single-server processing system, those strong laws establish the existence
of a long-run arrival rate A and a long-run service rate y. If A < p it can be shown that
(1.4) holds; that result can be expressed verbally by saying that the server’s long-run
average output rate equals the long-run average input rate A. In general, rate stability
can be studied under the minimal assumption that all relevant long-run averages are well
defined.

Fluid model stability. For a single-server processing system, let us assume that the
long-run arrival rate A and long-run service rate p are well defined and strictly positive.
The corresponding fluid model is a deterministic, continuous-time system defined by the
following equations and conditions, in which T'(¢) represents the amount of time that the
server spends working (rather than idle) over the interval [0,¢]:

=Z(0)+ At —uT(tr) forz>0,

Z(t)>0 forr>0,

T(0)=0and0<T(t)—T(s)<t—s fort>s>0,

Z(u) >0 for all u € [s,¢] implies T (1) —T(s) =t—s fort>s>0.

These relationships are valid under most control policies that are non-idling, by which
we mean policies that keep the server working so long as there are unfinished jobs in the
system. They have a unique solution for a single-server system, but fluid model solutions
are not unique for most systems studied in this book. A fluid model is said to be stable
if there exists a constant y > 0 such that, for any fluid model solution Z = {Z(z),7 > 0},
one has Z(t) = 0 for all r > y|Z(0|.
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There are two primary motivations for studying fluid models and their stability. (a)
Fluid model stability is sufficient for positive recurrence, positive Harris recurrence,
and rate stability, provided that the system primitives satisfy certain natural conditions;
proving and exploiting that linkage is the main focus of this book. Moreover, fluid model
stability is often necessary for stochastic model stability, or very nearly so. Consider, for
example, a single-server processing system. The condition

A<u (1.5)

is necessary and sufficient for positive recurrence in the M/M/1 case, necessary and
sufficient for positive Harris recurrence in the G/G/1 case, and necessary and sufficient
for fluid model stability. It is also a sufficient condition for rate stability. In the “criti-
cal” case where A = (1, the system is not positive recurrent or positive Harris recurrent,
but it is still rate stable, and the fluid model is weakly stable, meaning that if Z(0) = 0,
then Z(¢) remains at zero for all + > 0. (b) In addition to providing a unified framework
for the study of system stability, a fluid model is more easily analyzed than its discrete
counterpart, thanks to the elegant and powerful fluid calculus that will be developed in
Chapter 8. Constructing an appropriate Lyapunov function in a fluid model context typ-
ically requires some ingenuity, and sometimes requires a great deal of it, but doing so in
a discrete stochastic model context is invariably more difficult, often much more diffi-
cult. When Lyapunov functions can be found for both the fluid and discrete models, the
Lyapunov function for the former is often simpler and more elegant. For some stochastic
processing networks, Lyapunov functions have been found for the corresponding fluid
model but not for the discrete stochastic model itself.

Necessary conditions for stability. Throughout the remainder of this section we use
the term “stability” to mean positive recurrence, restricting attention to system models
that can be represented as CTMCs. (That restriction involves both the primitive stochas-
tic elements of the model, including arrival processes and service time distributions, and
the control policy that is assumed. See Chapter 3 for elaboration.) Of course, stability
is not always achievable. For multiclass queueing networks, such as the two examples
discussed earlier in Section 1.3, an obvious necessary condition is that the long-run av-
erage load imposed on each resource by the external arrival processes be less than the
resource’s capacity. Conditions (1.1) and (1.2) express that requirement for our two
queueing network examples. For a general stochastic processing network, we develop
an analogous condition in Chapter 5, expressing it solely in terms of the first-order data
referred to in the first sentence of this section.

Maximally stable control policies. Assuming that the necessary condition is satisfied,
how does one synthesize a control policy that achieves long-run stability? The examples
provided in the next section show that reasonable looking policies may fail to do so.
In Chapter 9, however, we consider the back-pressure policy propounded by Tassiulas
and Ephremides (1992), and show the following: if the system’s first-order data satisfy
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Figure 1.7: N-model example

the necessary condition referred to in the previous paragraph, and if certain additional
restrictions are met, then the SPN is stable under the back-pressure policy. Because
the class of models embraced by that result is so extremely broad, the control policy is
necessarily expressed in rather abstract terms: it chooses at each point in time a vector
of activity levels that solves a linear optimization problem, the objective coefficients of
which involve current buffer contents.

The result described in the previous paragraph is one that establishes, under certain
restrictions, the maximal stability of the back-pressure policy: that is, the back-pressure
policy achieves stability if any policy can do so. In addition to that general result, we
prove the maximal stability of various other control policies that are tailored to particular
network structures. For example, it is shown in Section 8.3 that any non-idling control
policy is maximally stable in a feedforward queueing network, and in Chapter 10 that
proportionally fair capacity allocation is maximally stable in a bandwidth sharing net-
work (see Section 8.2).

1.6 Illuminating examples of instability

In this section we present three SPN examples, each of which has the following char-
acteristics: (a) analysis of first-order data indicates that resource capacities are adequate
to handle the load imposed by external arrivals; and (b) a control policy is specified
that looks reasonable, even attractive; but (c) simulation results indicate that the system
is nonetheless unstable under the specified policy. These examples show that stability
questions can be subtle, thus motivating material to come in future chapters.
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N-model example. The stochastic processing network portrayed schematically in Fig-
ure 1.7 has two servers and two job classes, with members of each class residing in their
own dedicated buffer. Jobs of class i arrive according to a Poisson process at an average
rate of A; per minute (i = 1,2), and the two input streams are assumed to be indepen-
dent. As indicated in Figure 1.7, we take the average arrival rates to be A; = 1.3p and
A>» = 0.4p, where p is a parameter to be specified. Each job requires a single service
before it departs, and class 1 can be processed by either server 1 or server 2, whereas
class 2 can be processed only by server 2. (This is called an N-model, because of the
pattern formed by the arrows that indicate routing options in Figure 1.7.) It is not nec-
essary to decide which server will process a class 1 job until the service actually begins.
For concreteness, we assume that a service must be completed without interruption once
it has begun. We identify three different processing activities, as follows:

activity 1 = processing of class 1 jobs by server 1,
activity 2 = processing of class 1 jobs by server 2,
activity 3 = processing of class 2 jobs by server 2.

To be concrete, let us assume that service times for activity j are exponentially dis-
tributed with mean m; minutes, where m; = m3 = 1 and m; = 2, as shown in Figure 1.7.
That is, it takes an average of one minute for server 1 to process a job of class 1 or for
server 2 to process a job of class 2, but it takes an average of two minutes for server 2 to
process a job of class 1. To assess the adequacy of available capacity, let us consider the
case p = 1. Devoting all its time to class 1, server 1 can handle only one of the 1.3 class
1 jobs that arrive per minute, and server 2 must spend 60% of its time processing the
class 1 jobs that are left over (0.3 jobs per minute X 2 minutes per job = 0.6). Server 2
has 40% of its time left for class 2 jobs, which is just adequate to handle the arrival rate
of A, = 0.4. Thus it appears that stability is achievable (that is, capacity is more than
adequate to handle the offered load) if p is strictly less than 1. To complete the model
specification, let us assume that holding costs are continuously incurred at a rate of A;
dollars per minute for each class i job that remains within the system, with the specific
numerical values

hiy=3 and hy=1. (1.6)

Each time a service is completed, the system manager must decide which job class the
newly freed server will process next, if there is in fact a choice, or the manager can
choose to keep the server idle if he or she chooses; a similar control decision must be
made each time a new job arrives to find one or both servers idle. In making these control
decisions, the manager strives to minimize holding costs. Let us denote by u; = 1/m;
the average service rate for activity j, and further define

C1 :/’ll = 3, (6 :hl :3, and C3 :hg =1. (1.7)

Thus c; is the holding cost rate for the job class that is served in activity j. When the
system contains z; jobs of class 1 and z; jobs of class 2, holding costs are continuously
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Figure 1.8: Job counts in the N-model with greedy control (p = .95)

incurred at a total rate of h;z; + hyzp, and activity j decreases this total at an average rate
of c;u; per minute spent in the activity.

The following is a “greedy” control policy that makes each decision so as to drive
down as fast as possible the total holding cost rate. First, server 1 should spend as much
time as it can processing class 1, going idle only when buffer 1 is empty. Second, when
server 2 completes the processing of a job and finds new jobs waiting in both buffer 1
and buffer 2, it should choose between activities 2 and 3 so that the chosen activity j
maximizes c;u;. (If there are waiting jobs in only one buffer, the server should take one
of them, and if both buffers are empty it must go idle.) Since e, =3/2 and c3uz =1,
this means that server 2 will always choose to serve class 1 when confronted with a
choice.

System behavior under the greedy control policy has been simulated for the case
p = 0.95, and the results are presented in Figure 1.8, which shows the simulated job
counts for class 1 and class 2 (including any jobs that may be in service) as a function
of time. One sees from this plot that the greedy rule is disastrously ineffective. In fact,
the system fails to achieve a statistical equilibrium: the number of class 2 jobs grows in
roughly linear fashion as a function of time.

Upon reflection, the source of this instability becomes obvious. When server 2 gives
priority to class 1 jobs, it has too little leftover capacity to handle the flow of class 2
jobs, and it also leaves server 1 with no work to do some of the time. (In 5000 minutes
of simulated operation, server 2 spent 71% of its time on class 1 jobs, while server 1 ex-
perienced 13% idleness.) To achieve stability, one must balance the desire for immediate
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Figure 1.9: The Rybko-Stolyar network

cost reduction with a concern for efficient use of available capacity.

Rybko-Stolyar example. Figure 1.9 pictures a multiclass queueing network made fa-
mous by Rybko and Stolyar (1992). It has two servers, which will occasionally be
referred to as single-server processing stations, and four job classes. Jobs of class 1
arrive according to a Poisson processes at rate A; = 1 and are processed by server 1
(hereafter abbreviated S1). When that service is complete they become class 2 jobs and
are processed by server 2 (similarly abbreviated S2), after which they leave the system.
In similar fashion, class 3 jobs arrive according to a Poisson process at rate A3 = 1, are
processed by S2, then transition to class 4 and are processed by S1, after which they
leave the system. Service times for class 7 jobs are exponentially distributed with mean
m; >0 (=1,...,4). Each server works on jobs one at a time, and the service of a job
must be completed without interruption once it has begun. Given that ; = A3 = 1, the
load factor for S1 (that is, the expected amount of time required from S1 to complete the
processing of all jobs that arrive within one time unit) is m; + m4, and the corresponding
figure for S2 is m; + mj3, so the obvious analog of the stability conditions (1.1) and (1.2)
is the following:

mi+my <1 and my+my<l. (1.8)

Suppose that the system manager, seeking to minimize the total number of jobs in the
system, adopts a greedy strategy in pursuit of that objective, meaning that each control
decision is made so as to drive down as quickly as possible the total system job count.
Thus S1 gives priority to class 4 over class 1, because jobs of the former class leave the
system immediately upon completion of their impending service, whereas those of the
latter class must complete another service before exiting; in similar fashion, the greedy
policy dictates that S2 give priority to class 2 over class 3.

Figure 1.10 presents simulation results using the greedy control policy and the fol-
lowing mean service times: m; = 0.3, mp = 0.6, m3 = 0.3, and m4 = 0.6. Thus the
simulation focuses on a symmetric case where newly arrived jobs have relatively short
service times and those about to exit have relatively long service times. Condition (1.8)
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Figure 1.10: Job counts at the two stations of the Rybko-Stolyar network

is satisfied, but Figure 1.10 shows that the system is nonetheless unstable: job counts at
each station build and dissipate in a cyclic fashion, with the cycles getting longer and
the build-ups getting larger as time passes. This result is even more surprising than the
instability of our N-network example under greedy control, because the current exam-
ple involves so little control discretion: there are no decisions to be made about which
server will do which kinds of work, only decisions about the order in which jobs will
be processed from the two buffers for which a server is responsible. The greedy pol-
icy is non-idling (that is, it never holds a server idle when there is work available for
that server to do), and (1.8) suggests that each server has enough capacity to handle its
responsibilities, and yet the system spirals out of control.

The instability evident in Figure 1.10 derives from a phenomenon called mutual
blocking, which is most easily seen in the following modified version of the Rybko-
Stolyar model. Let us suppose that servers 1 and 2 give preemptive-resume priority to
classes 4 and 2, respectively. This means, for example, that if S1 is processing a class 1
job at the moment of a class 4 arrival (due to a class 3 service completion by S2), then
S1 will put aside the class 1 job, proceed with service of the newly arrived class 4 job,
and return to the interrupted class 1 service only when it has emptied buffer 4 (hereafter
abbreviated B4, and similarly for other buffers). We assume in this variant of the model
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that the class 1 service is resumed at precisely the point where it was interrupted, with
no efficiency loss. That is, the total service time required by a class 1 customer is the
same, no matter how many times or for how long its service may be interrupted.

In the preemptive-resume version of the Rybko-Stolyar model, let us suppose that
both B2 and B4 are initially empty. We denote by 7; > O the first time at which a job
of either class 2 or class 4 is created, those being the two “exit classes” that are given
priority by the greedy policy. For concreteness, suppose that a class 2 job is created first,
so it begins service at time Tj. (There is a precisely similar story in the opposite case.)
B4 is thus empty at time 7j, and it will remain so until the first time 7, > 7 at which
B2 is emptied, because S2 is continuously occupied with serving class 2 jobs over the
interval [7], 7], which means that no class 3 services can be completed over that interval,
and it is class 3 service completions that create class 4 arrivals.

To repeat, B4 remains empty over the interval 7], 7,], during which S2 is continu-
ously occupied with class 2 services. Both B2 and B4 will be empty at time 7, and then
the whole story will repeat: there will be an interval (1, 73) during which both B2 and
B4 remain empty, followed by an interval 73, 74] during which exactly one of them will
be empty, followed by an interval (74, T5s) during which both of them will be empty, and
so on ad infinitem. Thus we see that class 2 jobs and class 4 jobs can never be served
simultaneously. Given that A1 = A3 = 1, and that each class 1 arrival eventually necessi-
tates one class 2 service, and that each class 3 arrival eventually necessitates one class 4
service, we conclude that the following must be added to (1.8) as a necessary condition
for stability:

my +my < 1. (1.9)

The numerical values assumed for our simulation study included my = myq = 0.6, so
(1.9) is not satisfied: one simply cannot complete all class 2 and class 4 services using
the alternating cycles described above, which leads to the increasingly long cycles and
increasingly large build-ups that we see in Figure 1.10. Of course, the stability condi-
tion (1.9) was derived for the preemptive-resume version of the Rybko-Stolyar model,
whereas Figure 1.10 shows simulation results for the original (non-preemptive) version,
but the large-scale behavior of the two models is the same.

A FIFO re-entrant line. Figure 1.11 pictures a multiclass queueing network with
three single-server processing stations and a single external arrival process. Each arriv-
ing customer follows the same deterministic route, receiving a total of seven services at
various stations, as indicated in the figure, and then leaving the system. Models like this,
with a single input flow, deterministic routing, and jobs revisiting some servers as they
progress through their routes, were called re-entrant lines by Kumar (1993), whose study
was motivated primarily by semiconductor manufacturing applications. Customers seek-
ing the ith service on their route are designated as class i. As usual, we denote by A; >0
the external arrival rate into buffer 1, and by m; > 0 the mean service time for class i jobs.
We shall assume the following numerical values: m; = 0.1, my = 0.5, m3 = mg = 0.05,
nmy = 0.9, nms = 0.45, my = 0.8, and A] =1.
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Figure 1.11: A FIFO re-entrant line

For simplicity we assume the external arrival process to be Poisson and all seven
service time distributions to be exponential. We also assume FIFO control, which means
that jobs at each station are processed in the order of their arrival to their current buffer
(as opposed to the order of their arrival from the outside world, for example). To en-
sure that each server has adequate capacity, we restrict attention to parameter values
satisfying the following conditions:

7L](m1+m3+m7)<1, ll(m2+m5)<1, and ll(m4+m6)<1. (1.10)

The quantities on the left sides of these three inequalities are the load factors for server
1, server 2 and and server 3, respectively. With the numerical values assumed above, the
left side of each inequality is 0.95, so we expect stability.

The simulation results presented in Figure 1.12 show that is not the case. Rather, one
sees there a cyclic pattern with increasingly long cycles and increasingly large build-ups,
as in our earlier analysis of the Rybko-Stolyar example. This suggests that FIFO control
somehow produces a “mutual blocking” phenomenon in the re-entrant line, similar to
what was explained earlier for the Rybko-Stolyar model with preemptive-resume prior-
ities, but the interactions in the current example are more complex and subtle.

1.7 Structure of the book and intended audience

Chapter 2 lays out our general formulation of a stochastic processing network (SPN)
and describes special cases of interest. There we also define what are called “simply
structured” control policies, on which attention will be focused in later chapters. In
Chapter 3 we impose additional assumptions that allow our study of SPN stability to
be undertaken within the framework of continuous-time Markov chain (CTMC) theory.
Chapter 4 describes several important extensions of our basic theoretical framework,

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

1.7 Structure of the book and intended audience 21

—— Station 1
—— Station 2
—— Station 3

800
|

600
|

Job count

R

10000

Figure 1.12: Job counts for the FIFO re-entrant line

which are suppressed in Chapters 2 and 3 to simplify the exposition, and elaborates on
that framework in various ways.

Chapter 5 concerns the necessary condition for stability that was mentioned in Sec-
tion 1.5 above, along with several related topics. Chapters 6 through 8 develop the basic
fluid model methodology, and demonstrate its relevance for the study of SPN stability.
Chapter 9 focuses on max-weight and back-pressure control polices, while Chapter 10
treats policies based on the notion of “proportional fairness,” or “proportionally fair”
resource allocation; in each case it is shown that policies of the kind being studied are
maximally stable given certain restrictions on network structure.

Our last two chapters have a somewhat different character, each being focused on
an application domain that has risen to prominence in the digital age. Chapter 11 is
concerned with work flow management in server farms, or data centers, with particular
emphasis on the issue of data locality, and Chapter 12 is devoted to specially structured
models of digital communications, exemplified by the 2 x 2 data switch discussed earlier
in Section 1.4. In addition to those application-specific final chapters, there is a substan-
tial treatment of another digital-age topic, commonly referred to as bandwidth sharing,
embedded in earlier chapters (specifically, see Sections 4.5 and 8.2).

Target audience. This book is aimed at researchers and graduate students in engineer-
ing and applied mathematics, especially electrical engineering and computer science,
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where stochastic network models generally, and stability analysis specifically, have be-
come mainstream topics over the last twenty years. As mathematical background, we
assume that readers know the basics of real analysis, stochastic process theory, and lin-
ear optimization. Our continuous-time models are based on phase-type distributions
and Poisson arrival processes (later generalized to Markovian arrival processes), so all
stochastic processes encountered in the book are Markov chains with either a discrete or
continuous time parameter.

It should be acknowledged at the outset that parts of this book are mathematically
demanding. To be specific, the following three segments are likely to test the patience
of readers who are unaccustomed to mathematical formalism.

(1) To achieve a suitable level of generality, the development of our SPN framework
in Sections 2.1 through 2.4 is necessarily abstract. In particular, our initial definition of a
“control policy” is expressed in terms far removed from practical engineering language.
In later chapters, however, attention is focused on specially structured policies described
in operationally meaningful terms.

(i1) An elaborate mathematical setup is required to define fluid limits in Section 6.4,
and the associated notation in Sections 6.3 and 6.4 is daunting. In particular, fluid limits
are defined in the almost sure sense, and a full understanding requires a constant aware-
ness of the probability space underlying the model under study. Here again, the reader’s
tolerance for mathematical abstraction will be tested.

(iii) The most difficult proofs of fluid model stability involve lengthy forays into real
analysis, with a profusion of deltas and epsilons seldom seen in applied work. In this
book, the apotheosis of that phenomenon occurs in the proof of Theorem 10.5 (Sec-
tion 10.5), where we study proportionally fair resource allocation using an entropy Lya-
punov function. Some readers will want to skip that lengthy and elaborate argument, but
those seeking mastery of fluid-based methods will find value in its study.

For ease of reference we have included appendices that recapitulate essential results
from real analysis, probability and Markov chain theory, plus the basic theory of phase-
type distributions and Markovian arrival processes. Most chapters end with a section
on sources and literature, in which we identify the original research on which our treat-
ment is based, and in some cases give pointers to books and articles that provide useful
background or develop the topic more fully.

1.8 Sources and literature

The general notion of a stochastic processing network propounded in this book is a
somewhat restricted version of the framework developed in a sequence of papers by
Harrison (1988, 2000, 2003); the restrictions will be explained in the final paragraph of
Section 2.1. Section 1.2 is adapted from a related expository article by Harrison (2002).

The criss-cross network (Figure 1.2) first appeared in a paper by Harrison and Wein
(1989), and the alternate routing model in Figure 1.3 was introduced by Wein (1991).
The three examples of unstable networks that we discuss in Section 1.6 are drawn from

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

1.8 Sources and literature 23

the work of Harrison (1998), Rybko and Stolyar (1992), and Dai and Wang (1993),
respectively. Lu and Kumar (1991), Rybko and Stolyar (1992), and Bramson (1994) are
among the pioneering papers that stimulated a wave of stability research in the 1990’s,
of which this book is an outgrowth.
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2

Stochastic processing networks

This chapter develops a general model of a stochastic processing network (SPN), filling
out the sketchy picture provided in Chapter 1. Actually, we develop two such models,
called the basic and relaxed formulations. They will be described in Sections 2.3 and 2.4,
respectively, after elements common to the two models have been laid out in Sections
2.1 and 2.2. In each of our two model contexts, attention will be focused on what we
call simply structured control policies, but the analytical framework developed in this
chapter and the next one can accommodate policies of a more general form; a policy that
is not simply structured will be analyzed later in Section 7.3.

Units of flow are initially called “items” in this chapter, but are later called “jobs” in
contexts where that term seems more natural. Also, as a matter of linguistic convention,
we imagine each item class as having its own dedicated storage buffer; the terms “class”
and “buffer” are used essentially as synonyms throughout this book. As in Chapter 1, an
item of any given class is viewed as occupying that class’s buffer regardless of whether
it is waiting or being processed. What we call a “buffer” might better be described as
a “virtual buffer,” because what matters is that items of different classes are logically
distinguished from one another, regardless of whether they are physically separated. See
Section 2.7 for elaboration on the important modeling concept of an item class, or job
class.

2.1 Common elements of the two model formulations

Each of our models has 7 buffers (or item classes), J activities (also called service types),
and K resources. For notational convenience let .# = {1,...,I}, # ={l,...,J}, and
A ={l,...,K}.

Capacity vector b. There is given a strictly positive K-vector b = (by), elements of
which have different interpretations in our basic and relaxed model formulations. In the
basic SPN model (Section 2.3) components of b are positive integers, and by assumption,
resource k is a pool of by identical, interchangeable servers (k € %"). In the relaxed SPN
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model (Section 2.4), resource k is by assumption a single server (or perhaps several
servers with fungible capacity, which are therefore functionally equivalent to a single
server), and by is the capacity of server k (a positive number, not necessarily integer),
expressed in units like megabytes per second or gallons per hour (k € J%").

Services. We shall speak in terms of a system manager who undertakes processing
activities in a centralized fashion, but that is just a convenient expository device: many
of the control policies to be considered in this book are in fact amenable to decentralized
implementation, and that consideration will be explicitly discussed at various points. The
only role of the system manager in our basic model (Section 2.3) is to initiate services of
types 1,...,J, each of which requires certain inputs and certain resources, as specified
below. The system manager also initiates services in our relaxed formulation, but then
has decisions to make about allocation of service effort; see Section 2.4 for elaboration.

A service is said to be open at a given time if (a) it was initiated at or before that
time, but (b) it has not been completed by that time. In our basic model, a synonym for
“open” might be “ongoing,” but the latter term is potentially misleading in our relaxed
formulation, where partially completed services can be suspended.

Initial system state. We take as given an [-vector Z(0) and a J-vector N(0), both
deterministic, that have non-negative integer components Z; (0), ..., Z;(0) and N;(0),
..., Nj(0), respectively; one interprets Z;(0) as the number of class i items that reside in
buffer i at time zero, and N;(0) as the number of type j services that are open at time
zero. In addition to Z(0) and N(0), the initial state of our model may include remaining
service times and corresponding output vectors for services that are open at time zero;
see below for elaboration.

It is important for our purposes to allow a general initial state (see Chapter 6, espe-
cially Section 6.3), but to grasp the main ideas with a minimum of distractions, readers
may focus initially on the special case where the initial state is given by Z(0) and N(0)
only.

Core stochastic elements. There is given a right-continuous, /-dimensional exter-
nal arrival process E = {E(t),t > 0} with components E; that are non-decreasing and
integer-valued with E;(0) = 0, i € .#. We allow batch arrivals in our general formula-
tion, including batches that contain items of several different classes, but assume that
arrival batches all come from some finite space Ag. That is, the /-dimensional arrival
process E is a pure jump process whose jumps all belong to a finite set Ag. The stan-
dard case in queueing theory is that where all arrivals are singletons, so Ag is a subset
of {e',...,e'}. (Here ¢’ denotes the I-vector with a 1 as its ith component and all other
components equal to zero.)

There are also given, for each j € ¢, strictly positive service times {v;({),{ =
1,2,...} and I-dimensional output vectors {¢@’(¢),f = 1,2,...} that are non-negative
and integer-valued, taking values in some finite set A;. Service times and output vectors
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will be referred to collectively as processing variables. The core stochastic elements of
an SPN model are its external arrival process E and the processing variable sequences
introduced in this paragraph.

For the basic SPN formulation developed in Section 2.3, one can interpret v;(¢) sim-
ply as the time required for completion of the ¢th type j service initiated after time 0, but
for the “relaxed” formulation developed in Section 2.4, it is more accurately described
as the cumulative service effort required for completion of that service. For example,
v;(€) can be the size (in megabytes, say) of the ¢th type j file that needs to be transferred
over a communication link. The time to complete the transfer depends on the bandwidth
(a portion of the link capacity) that is allocated dynamically to the file.

Components of the random /-vector ¢/ (/) are denoted @] (¢),..., ] (¢), and we in-
terpret (pl.j (¢) as the number of class i items that are created upon completion of the ¢th
type j service. For concreteness, let us agree that the numbering of services of any given
type corresponds to the order in which those services are begun. As we shall see, two or
more services of the same type may be conducted simultaneously, so services of a given
type need not finish in the same order they were begun.

By assumption, the core stochastic elements of our SPN model are exogenously
specified (that is, unaffected by the system manager’s decision making), but up to now
nothing has been said about their joint distribution. In the next section we shall impose
strong distributional assumptions that remain in force unless something is said to the
contrary, but those “baseline stochastic assumptions” are motivated in large part by ex-
positional considerations, and extensions that allow more general stochastic structures
will be discussed in Section 4.1.

Initial processing variables. The processing variables introduced earlier in this sec-
tion, which are indexed by £ = 1,2, ..., correspond to services that are initiated after time
zero. In addition, there are N;(0) type j services open at time zero, and those will be

indexed by £ = —N;(0) +1,...,—1,0. (This notation is admittedly ungainly, but every
alternative seems to be worse.) To simplify typography now and later, we define
L0 = {-N;(0)+1,...,—1,0}, 2.1
(thus .Z,° is the empty set if N;(0) = 0), and then set
Z=200{1,2...}. (22)

If Nj(0) > 0, then there are given strictly positive random variables v;(¢) and non-
negative, integer-valued random /-vectors ¢/ (¢) for £ € .#,"; in the obvious way, v;(¢) is
interpreted as a remaining service time, or residual service time, for non-positive integers
¢, and @/(¢) is the corresponding output vector. Remaining service times for services
ongoing at time zero, together with their associated output vectors, will be referred to as
the initial processing variables of the SPN model. For later purposes (see specifically
Section 6.3) we establish the following notation for the complete set of initial processing
variables:

Y= {(v;(0),0/(0),j€ 7.t ZL ). (2.3)
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Hereafter, W will be called the model’s IP set, and the pairs of initial processing variables
(v, ¢) that belong to ¥ will be called IP pairs. We assume that the IP pairs are mutually
independent, although dependence is allowed between the components v and ¢ of any
one such pair, and are also independent of the core stochastic elements introduced above.

Resources and inputs required for processing activities. There are given a K x J
server requirements matrix A = (Ay;) and an I X J material requirements matrix B =
(Bij), both of which are binary (that is, each element is either O or 1). In each case the
value B;; = 1 is interpreted to mean that an item from buffer i is required for execution
of a type j service. If a column of B contains more than a single 1, it means that the
corresponding service type requires input items from two or more buffers, as occurs in
the modeling of assembly and matching operations.

In our basic SPN model the value A;; = 1 is interpreted to mean that a server from
pool k is required for execution of a type j service. In the relaxed SPN model, where
we have only single-server pools, the value A;; = 1 similarly means that execution of a
type j service involves server k. However, in the relaxed setting a type j service can be
conducted at a variable rate 8; > 0, and the amount of server k capacity consumed varies
in proportion to that service rate.

In either the basic or relaxed model context, an activity is said to involve simultane-
ous resource possession if the corresponding column of A contains two or more positive
elements. To avoid trivialities we assume that no column of either A or B consists entirely
of zeros.

In our basic SPN model (Section 2.3) the associated servers are committed through-
out the service time, being released only when the service is complete, but in our relaxed
formulation the situation is more complex; see Section 2.4. In both of our formulations
the input items required for a service are committed from the moment of its initiation to
the moment of its completion, and they disappear from their respective buffers upon its
completion; also, at the moment when the /th type j service is completed, @/ (¢) “new”
items appear in buffer i (i€ .,j € #.,¢=1,2,...). (In most application contexts, a
service completion does not really create any “new” items; rather, an “old” item moves
from one buffer to another, receiving new class designation in the process.) The comple-
tion of a service may either decrease the total number of items in the system, as when the
associated output vector has all components zero, or increase the total number if there
are multiple output items.

General notation and system equations. The two model formulations described in
Sections 2.3 and 2.4 differ with regard to the type of control exerted by the system man-
ager. In both cases, however, the system manager directly determines a J-dimensional
cumulative service starts process S = {S(¢),t > 0} whose jth component S;(¢) is the
number of type j services initiated over the time interval (0,¢]. This process S must be
right-continuous, nondecreasing and integer-valued with S(0) = 0. The last of those re-
strictions reflects the view, adopted throughout this book, that the system state at t =0
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already incorporates decisions made at time zero, if any. More will be said later about
the logic used to determine service starts.

For je€ #Z and? =1,2,... we denote by 7;(¢) the time at which the /th type j
service is initiated. These service initiation times satisfy

0<7ti(l)<rti(2)<... foreachje 7, (2.4)
and for completeness we set
Tj(0):==0 forje ¢ and (€ .Z}. (2.5)

Service initiation times can be determined from cumulative service starts via the obvious
relationship

Ti({) =inf{r >0:S;(r) > ¢} forje ¢ andle & (2.6)

We denote by F = {F(t),t > 0} the right-continuous, J-dimensional processes whose
Jjth component F;(¢) is the number of type j services completed (or finished) over (0,1].
In our basic SPN model (Section 2.3), where the system manager’s only means of control
is choosing when to initiate services, F' is completely determined by S and the service
time random variables that are taken as primitive. In our relaxed formulation, however,
the timing of service completions is further influenced by allocation-of-effort decisions.
Those relationships will be explicated in Section 2.4 below.

Let N = {N(t),t > 0} be the J-dimensional process whose jth component N;(r) is
the number of type j services that are open at time . We then have

N;(t) = N;j(0)+S,(t)— Fj(r) forje # andt>0. 2.7)

Our next step is to construct /-dimensional processes D = {D(t),t > 0} and Z =
{Z(t),t > 0} whose components have the following interpretations: D;(z) is the number
of items departing from buffer i over (0,¢], and Z;(¢) is the number of items residing in
buffer i at time 7. (One can think of Z as mnemonic for zahl, which means ‘“number” in
German.) For that purpose it will be convenient to define the /-dimensional sums

®/(n):=¢’(1)+...+¢/(n) forje Zandn=12,..., (2.8)

so that ®/(n) represents the (random) /-vector of cumulative output flows created by the
first n type j service completions. We denote by ®!(n) the ith component of ®/(n). The
following two equations define D and Z in terms of the service completion process F
and primitive model elements:

J
Di(t):=Y BjjFj(r) fori€.#andt>0, (2.9)
j=1
and
‘, .
Zi(t) == Z:(0) +Ei(1) + Y, ®/(Fj(r)) —Di(t) forie .# andt>0. (2.10)
j=1
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The two processes of greatest interest in studies of system performance are N and Z.
They will be called the service count process and buffer contents process (or item count
process), respectively. Readers may verify that, because the external arrival process E is
right-continuous by assumption, all of the other continuous-time processes we have de-
fined, including N and Z, are right-continuous as well. In our basic SPN model (Section
2.3), constraints will be imposed on the system manager’s control decisions to ensure
that the following capacity constraints and item availability constraints are satisfied:

AN(t) <b forallt >0, (2.11)

and
BN(t) <Z(t) forallz>0. (2.12)

As noted earlier, (2.12) also applies in our relaxed formulation, but (2.11) is replaced by
other requirements that involve service effort levels.

Limitations of the general framework. The notion of a stochastic processing net-
work advanced in this book is one where exogenous input flows (external arrivals) are
processed to completion, perhaps with delays and interruptions along the way, and then
they leave. The input flows in our models are not controllable in any sense. Another
important limitation of our framework is that it disallows reneging or abandonment: the
jobs or items that flow through the network do not become impatient and leave of their
own accord. This last feature particularly limits the value of our framework for model-
ing telephone call centers, where caller abandonment is a ubiquitous phenomenon. Of
course, there is still insight to be gained by analyzing a call center model in which aban-
donment is ignored; one would like to know, for example, whether resource capacities
are adequate to achieve stability even in the absence of abandonment, and if so, what
policies for call routing and operator allocation are able to achieve such stability.

2.2 Baseline stochastic assumptions

The following probabilistic assumptions are imposed throughout the remainder of this
chapter, and except as noted to the contrary, throughout the following chapters as well.
They are made in the interest of tractability, and more particularly, to ensure a Markov
representation of the SPN under study (see Chapter 3). In Section 4.1 it will be shown
that these “baseline” assumptions can be weakened to allow a much more general exter-
nal arrival process. However, doing so complicates both notation and exposition, so we
shall first develop the baseline scenario and explain later how to extend it. Readers are
reminded (see Section 2.1) that we use £ = 1,2,... to index services initiated after time
zero, so the following does not restrict in any way the distribution of initial processing
variables. Also, recall that we use primes to denote transposes of vectors and matrices,
so I'/ is being defined as a column vector in Assumption 2.1 below.
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Assumption 2.1 (baseline stochastic assumptions). (a) The external arrival processes
E1,...,E; are independent Poisson processes with arrival rates A4y, ..., A, respectively;
when A; = 0, there are no external arrivals into buffer i. (b) For each activity or service
type j € _#, the matched pairs of processing variables {(v;(£), @/ (¢)) ,¢ =1,2,...}
form an i.i.d. sequence with finite means

E(v;j(€)):==m;>0 and E(¢/(¢)):=T>0, (2.13)

where IV = (T'yj,...,T;). (Here prime denotes transpose as usual, emphasizing that I'/
is to be viewed as a column vector.) (c) For each j € ¢ the matched pairs of processing
variables referred to in part (b) have a joint phase-type distribution, as defined in Ap-
pendix D.9. (d) The initial processing variables in (2.3), the external arrival process E,
and the J different sequences of processing variables referred to in part (b) are mutually
independent.

Given that Assumption 2.1 holds, it will be convenient to define the mean service
rates [ := m;l for j € _# and to denote by I the 7 x J matrix whose (i, j)th component
is I';;. Thus I'V is the jth column of I".

Assumption 2.1 allows dependence between v;(¢) and ¢/(¢). That is, we do not
require that service times and their corresponding output vectors be independent. More-
over, as noted in Appendix D.9, any joint distribution of service time and output vector
can be approximated to an arbitrary degree of accuracy by a joint phase-type distribu-
tion. Thus our baseline stochastic assumptions allow very general processing variable
sequences, but are restrictive with respect to external arrivals. The more general class
of arrival processes referred to in the first paragraph of this section are the Markovian
arrival processes defined in Appendix E.1, which can be used to approximate, to any
desired degree of accuracy, any stationary marked point process.

Parts (a) and (b) of Assumption 2.1 immediately imply the following strong laws
of large numbers (SLLNs) for core stochastic elements of the SPN model. Our fluid
model methodology relies on these strong laws in an essential way, whereas the full
force of Assumption 2.1 is not required in principle. To be more precise, the essential
requirements for our methodology are the strong laws (2.14) and (2.15) below, plus
Assumption 3.1 in the following chapter, which ensures that the system under study
has a time-homogeneous Markov representation; our baseline stochastic assumptions,
together with suitable restrictions on the control policy employed, are sufficient but not
necessary for those three requirements to be satisfied.

Proposition 2.2 (SLLN for external arrivals). For each i € ., with probability one,
1
;Ei(t) — A ast—» oo, (2.14)

Proposition 2.3 (SLLN for processing variables). For each activity or service type j €
Y, with probability one,

1& . .
vaj(E)—>mj and ;Z([)J(f)—)rj as n — oo. (2.15)
(=1
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2.3 Basic SPN model

In this basic version of our model, services cannot be interrupted once they have begun,
servers work either at full capacity or not at all, and there is no concept of server sharing;
that is, a processing activity either proceeds at full speed or not at all, and its associated
servers and input items are unavailable for other purposes throughout the service. Thus
the system manager’s only role is to determine the cumulative service starts process S, or
equivalently, to determine the service initiation times 7;(¢) defined in Section 2.1. Com-
ponents of the cumulative service completion process F are then given by the following
relationship, where #{-} denotes the number of elements in a finite set:

Fi(t)=#{{e &L :1;({)+v;({) <t} forje # andt>0. (2.16)

Simply structured control policies. Throughout this book attention is focused pri-
marily on what we call simply structured control policies. For the basic SPN model,
such a policy is defined by two features, the first of which is easy to state: new services
are initiated only at decision times t > 0 when either an external arrival occurs or a ser-
vice completion occurs. Under our baseline stochastic assumptions (Section 2.2), the
probability of two service completions occurring simultaneously is zero, as is the prob-
ability of an arrival and a service completion occurring simultaneously. But even if such
simultaneous events were possible, the proposed definition of a decision time would still
be meaningful.

A bit more notation is needed to state the second defining feature of a simply struc-
tured policy. For an arbitrary decision time ¢, let us denote by # and z the service count
vector and buffer contents vector, respectively, just before time ¢; that is, n = N(t—)
and z = Z(t—). Then let /i and Z be the corresponding quantities after we account for
whatever arrivals or service completions may occur at ¢, but before we account for new
services that may be initiated at ¢. If, for example, there is a class i arrival at the decision
time and there are no simultaneous service completions, then we have

A=n and 2=Z+ei, (2.17)

where ¢’ is the I-vector with a 1 as its ith component and all other components equal to
zero. Alternatively, suppose that a single service completion occurs at the decision time,
the service type being j € ¢ and the associated output vector being 6 € A;, and there
is no simultaneous arrival. Then we have

A=n—e/ and 2=z—B/+3, (2.18)

where e/ denotes the J-vector with a 1 as its jth component and all other components
equal to zero, and B/ is the jth column of the input requirements matrix B. The corre-
sponding accounting relationships when two or more events occur simultaneously can
be resolved sequentially, one event at a time; one can verify that the final pair (4,2) is
independent of the order in which simultaneous events are resolved. (Here, an “event”
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is either a service completion or an external arrival.) Hereafter 7 and Z will be referred
to as the updated service count vector and updated buffer contents vector, respectively,
at decision time ¢.

For each j € ¢ let us denote by u; the number of type j services to be initiated
at the decision time 7, and let u = (uy,...,uy). To satisfy the capacity constraints and
material availability constraints specified in (2.11) and (2.12), our control policy must
choose u to lie in the set

U (A,2) = {ueZ :A(i+u) <b, B(i+u) <z} (2.19)

The second defining feature of a simply structured policy is that it chooses u as a function
g of 71 and Z (only) such that

u=g(n,z) e w#z). (2.20)

Completing the notational system begun above, let us denote by 71 and 7 the service
count vector and buffer contents vector, respectively, after we account for new services
that may be initiated at . Then we have

i=h+g(h,2) and Z=32 (2.21)

Construction of sample paths. Suppose we are given a function g that defines a sim-
ply structured control policy via (2.20), plus initial data N(0) and Z(0), plus realizations
of the processing variables {v;(¢)} and {¢/(¢)} for both services ongoing at time zero
and services initiated thereafter, plus the sample path of the arrival process E. It is then
a simple matter to construct the corresponding sample paths of all the network processes
defined in Section 2.1, such as Z, F and D. This is a recursive process that begins with
determination of the first decision time o7 > 0, followed by determination of the pairs
(n,z) and (71, %) that describe the system state immediately before and immediately after
that decision time, followed by determination of the second decision time 6, > &7, and
so forth. It follows easily from Assumption 2.1 (baseline stochastic assumptions) that
0, — o as n — oo with probability one.

In that recursive construction, the policy function g comes into play as part of the
logic that determines (71,Z) from (n,z) at each decision time. Except for brief comments
made in passing, this book treats just one example of a control policy that is not sim-
ply structured, namely, a queueing network where service is by order of arrival at each
station, without regard to the class designations of the jobs being served (see Sections
3.3 and 7.3). In that case readers will see that a similar recursive procedure is obviously
available for constructing sample paths.

General control policies. Removing the restriction to simply structured policies, one
may object that the general definition of a “control policy” advanced in this section is
overly broad for purposes of application. Specifically, readers familiar with the the-
ory of stochastic control will be expecting a requirement that control actions be “non-
anticipating” in some appropriate sense, but we have not imposed such a restriction in
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this initial development. Rather, a requirement of that type will be added in Section 3.1,
where we assume that the SPN has a time-homogeneous, discrete-state Markov repre-
sentation.

The cumulative service effort process 7. A central task in future chapters is to de-
termine the fluid limit of a given SPN. For that purpose it will be useful to introduce
a non-decreasing J-dimensional process 7 = {T'(¢),r > 0} whose jth component T;(t)
represents the cumulative amount of service effort (expressed in service-hours, for exam-
ple) devoted to activity j over the time interval (0,¢]. For the basic SPN model currently
under discussion, this is expressed mathematically by the following definition:

t
T;(t) ::/ Nj(u)du forje # andt>0. (2.22)
0

Analogous definitions for the relaxed formulation will be provided in Section 2.4. Given
definition (2.22), the capacity constraint (2.11) can be alternatively expressed in terms
of T as follows:

A(T(1)—T(s)) <b(t—s) forany0<s<r1. (2.23)

There are two reasons for introducing the cumulative service effort process 7. First,
T captures the essence of a control policy for purposes of our fluid model methodology,
as will become apparent in Chapter 6. Second, it follows from (2.23) that each sample
path of T is Lipschitz continuous (see Definition 8.1), and therefore the set of its fluid-
scaled paths is automatically pre-compact (see Corollary A.9); this fact allows us to
easily define a fluid limit in Section 6.4.

2.4 Relaxed SPN model

In this section we define a class of control policies that are “relaxed” in two regards.
First, we allow services to be conducted at continuously variable rates, with capacity
consumption varying in proportional fashion. In particular, the system manager can
temporarily suspend a service by reducing its associated service rate to zero (this is
commonly called a service interruption), and then resume the service later. The second
relaxation is to allow server sharing, which means that a server may divide its capacity
among two or more ongoing services. As noted earlier in Section 2.1, the processing
resources in our relaxed SPN model are single-server pools, and components of the
K-vector b are interpreted as capacities of the various servers, expressed in units like
megabytes per second.

Recall that elements of the K x J server requirements matrix A are binary, and a
type j service can be conducted at a continuously variable rate 3; > 0; by definition,
activity j consumes server k capacity at rate 3; if Ax; = 1, and consumes none of that
capacity if Ay; = 0. (The service rate 8; may also be referred to a service effort level.) By
assumption, the /th type j service concludes when the integral of its associated service
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rate first equals the “service time” random variable v;(¢), which we take as primitive
(see Section 2.1). Readers may prefer to think of v;(¢) as a “service size,” expressed
in units like megabytes or gallons, interpreting the service rate f3; as a rate at which the
remaining service size is reduced as a result of service effort.

Relaxed SPN formulations of the kind discussed here are motivated primarily by
digital system applications in which either computers or communication links (or possi-
bly both) play the role of servers. A notable application of our relaxed SPN formulation
is the bandwidth sharing model discussed in Section 4.5. Actually, as readers will see
in that section, the more precise statement is as follows: a bandwidth sharing network is
stochastically equivalent to a head-of-line relaxed SPN, which is a particular case of the
general model formulated in this section.

Simply structured control policies. The relaxed policies to be considered are all sim-
ply structured, which means that they have the following three features. First, for each
service type j € ¢, no more than one type j service can be open at any given time.
This is essentially equivalent to requiring that all of the service effort allocated to any
given service type at any given time be directed to the oldest service of that type then
open. Note that we do not impose any bound on the service rate that can be allocated to
any one service, except for bounds that may be implied by the capacities of the servers
involved.

Second, as in our basic SPN formulation (Section 2.3), decisions are made only at
times ¢t > 0 when an external arrival occurs or a service completion occurs. At each
decision time ¢, the system manager observes the updated service count vector 7i and
updated buffer contents vector Z that were defined in the previous section. In the current
context, 7; = 1 if a type j service has been initiated before time 7 but is not yet completed,
and otherwise 71; = 0. Also, Z; is the number of items in buffer i at time #, possibly
including newly arrived items, and some or all of them may be committed to currently
open services. To be specific, the ith component of the /-vector Bii is the number of type
i items already committed to open services at time ¢, excluding any new services that
may be initiated at . (Here B is the material requirements matrix introduced in Section
2.1,

The third defining feature of a simply structured relaxed control policy is that, at
each decision time 7, the system manager chooses a non-negative J-vector 3 of service
rates, based solely on the updated state descriptors (7,2). That is,

B = h(#,3) € R, (2.24)

where A(-,-) is a policy function satisfying both material availability constraints and
capacity constraints (see below). One interprets [3; as the service rate applied to the
open type j service, if there is one, going forward from ¢ (that is, to be maintained until
the next decision time). As in the previous section, let us denote by u; the number of
type j services to be initiated at the decision time ¢, and let u = (uy,...,u;). The choice
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of a service rate vector 3 determines u via the following obvious rule:

1 ifB;>0and7si; =0,
uj = if B; > 0and, (2.25)
0 otherwise.

The material availability and capacity constraints that 4 must satisfy are the following:
B(A+u) <% (2.26)

and
AB <b. (227)

Remark 2.4. All of the analysis to follow remains valid if elements of A are allowed to
take arbitrary non-negative values. In that case Ay is simply a constant of proportionality
that one uses to translate the service rate for activity j into a rate of consumption for
server k capacity. (Thus a better name for A in the general case would be capacity
consumption matrix.) In Section 5.5 of their paper, Kang et al. (2009) explain how the
more general setup can arise in the treatment of bandwidth sharing models with multi-
path routing. Here we have assumed a binary A matrix for ease of exposition, and more
specifically, to minimize differences between our basic and relaxed SPN formulations.

Construction of sample paths. Given the function 4 that defines a simply structured
relaxed control policy, plus initial data N(0) and Z(0), plus realizations of the processing
variables {v;(¢)} and {@/(¢)} for both services that are open at time zero and services
initiated thereafter, plus the sample path of the arrival process E, one can construct the
corresponding sample paths of all other network processes exactly as in our basic SPN
model (Section 2.3).

The cumulative service effort process 7. As for the basic SPN model (Section 2.3),
we denote by T = {T'(t),7 > 0} a non-decreasing J-dimensional process whose jth com-
ponent Tj(z) represents the cumulative amount of service effort devoted to activity j over
the time interval (0,7]. In the relaxed model context this is expressed mathematically as

Ti(t) == /Ozﬁj(u)du forje _Zandt >0, (2.28)

so the capacity constraints (2.27) can again be expressed in terms of 7" via (2.23), which
we rewrite here for ease of reference:

A(T(1)—T(s)) <b(t—s) forany0<s<r1. (2.29)
Also, the cumulative service completion process Fj can be represented in terms of 7; as

follows (j € 7,t > 0):

(2.30)

)

Foif) — sup{¢>1:Tj(t) >v;(1)+v;(2)+...+v;(£)} if Nj(0) =0,
! sup{€ > 1:T;(t) > v;(0)+v;(1) +...+v;(— 1)} if N;(0)=1
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where the supremum in each case equals zero by convention if the indicated set is empty.
Equation (2.30) expresses in mathematical terms a model assumption that was stated
verbally above, namely, that the ¢th type j service concludes when the integral of its
associated service rate first equals v;(¢).

2.5 Recap of essential system relationships

In Chapter 6 we shall define and characterize fluid model analogs of the multidimen-
sional processes D, F, T and Z that were defined in Sections 2.1, 2.3 and 2.4. In this sec-
tion we recapitulate the key properties of those processes, and key relationships among
them, that will be needed in that later analysis. These properties and relationships involve
the model data and primitive stochastic elements that were introduced in Section 2.1.

First, the system equations (2.9) and (2.10) will be used directly in their stated form.
Second, for our basic SPN formulation, it follows from the definition (2.22) of the cu-
mulative service effort process T that

T(-) is non-decreasing with 7'(0) = 0, (2.31)

and the same is true for the relaxed formulation with 7" redefined via (2.28). Also, we
shall use the relationship

A(T(t)—T(s)) <b(t—s) forany0<s<t, (2.32)

which was displayed as (2.23) for our basic SPN formulation, and again as (2.29) for
the relaxed formulation. Finally, for both our basic and relaxed SPN formulations, the
relationship between the cumulative service effort process 7 and cumulative service
completion process F' can be expressed in the form

Ti(t) =V;(Fj(t))+¢€;(t) forall je # andt>0, (2.33)

where, for an integer n > 0, V;(n) is the sum of the first n type j service times, and €;(t)
is a quantity that is negligible for purposes of our fluid model derivation; see (6.51) for
a precise statement of that property.

Bounded service counts. We conclude this section by stating a bound that plays an
important role in future analyses. Recall that N;() denotes the number of type j services
that are open (that is, initiated but not yet completed) at time 7 > 0, and N(¢) is a J-vector
having those service counts as its components. Under the assumptions imposed in this
chapter, one has the following for both our basic SPN formulation (Section 2.3) and the
relaxed formulation (Section 2.4):

N(t) <xe forallt>0, (2.34)

where e is the J-vector of ones and k > 0 is a constant to be specified. In the relaxed
formulation we have stipulated that no more than one service of each type can be open at
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any given time, so (2.34) holds with ¥ = 1. For the basic formulation, where every open
service must proceed at full speed until it is completed, our capacity constraints require
AN(t) < b forall t > 0. Thus, defining

o ={neZ) :An<b},
it follows that (2.34) holds with

K = maxmax 7;.
ned je ¢
It will be shown in (6.51) that the term €;(¢) in (2.33) is closely related to N;(z); the
bound (2.34) then plays a critical role in proving that £;(¢) is negligible under the fluid
limit scaling to be developed in Section 6.2.

Unbounded service counts with processor sharing. The validity of (2.34) in the re-
laxed SPN formulation depends on our assumption, as part of the restriction to “simply
structured” control policies, that the following holds: if there is a service of a given type
currently open, then no second service of that type can be initiated until the one currently
open has been completed. Are there any relaxed control policies of either practical or
theoretical interest which violate that restriction, and hence fail to satisfy (2.34)?

At least superficially, the answer is affirmative, as follows. Consider a single-server
queueing model with Poisson arrivals and a general phase-type distribution of service
times, in which the server, at each time ¢ > 0, divides its capacity equally among all
jobs present in the system. This is the classical processor sharing (PS) control policy,
introduced by Kleinrock (1967) as an idealized model of round-robin processing in a
time-shared computer system.

Under this policy a new service is opened every time there is a new arrival, and one
has N(t) = Z(t) at every time 7 (that is, the number of open services equals the number
of jobs in the system), so (2.34) is eventually violated for any choice of k. However, in
Section 4.4 it will be shown (in a more general model context, but still under our baseline
stochastic assumptions) that classical PS is equivalent, in a distributional sense, to a
policy called head-of-line proportional processor sharing (HLPPS), which does satisfy
(2.34) and will be analyzed later in the book (see Sections 4.6 and 8.2). A similar
distributional equivalence for bandwidth sharing models is discussed in Section 4.5.

2.6 Unitary networks and queueing networks

In this section we first define the family of models that are called unitary networks in
this book. (Unfortunately, that terminology is not standard.) As we shall explain, such
models have a special structure that allows one to compute a unique “load factor” for
each server pool, and to define a unique “route” for each job or item passing through the
system, both of which substantially simplify analysis.

A still narrower family of models, also defined in this section, are the queueing
network models, or multiclass queueing networks, that dominate the scholarly literature
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on stochastic processing networks. A second important sub-class of unitary networks
are bandwidth sharing networks, which were discussed briefly in Section 1.4 and will
be treated systematically in Section 4.5 below. One particular control policy for unitary
networks, called proportionally fair capacity allocation, will be discussed in Chapter 10
(see in particular Section 10.4), where we also give an example (see Figure 10.1) of a
unitary network that is neither a queueing network nor a bandwidth sharing network, as
those terms are used in this book.

Unitary networks. For purposes of this book, an SPN will be called unitary if it sat-
isfies four assumptions, numbered (i)-(iv) in the paragraphs that follow.

(i) The first assumption is that J = I, which means we have a one-to-one relationship
between processing activities on the one hand, and job classes (or buffers) on the other.

(i1) Second, the input requirements matrix B is simply the / x I identity matrix, which
means that each activity i € .# requires as its input a single item or job from buffer i.
Thus each activity consists of one or more servers from specified pools processing a
single job from a specified class, and there is only one way to process jobs of any given
class.

(iii) The third assumption defining a unitary network is the following: with probability
one, each of the output vectors ¢/(£) consists either of a single 1 and the rest zeros, or
else all zeros. This means that when the processing of an item or job of any class is
complete, the item or job either proceeds to a randomly selected output buffer to await
further processing, or else it leaves the system. Thus the assumptions defining a unitary
network forbid activities that require multiple inputs or produce multiple outputs.

When we speak of the route followed by a job in a unitary network, this means
the ordered sequence of buffers visited by the job, starting with the buffer into which
it arrives from the outside world; the system manager has no control over the routes
followed by jobs in a unitary network, and routes may be stochastic. In networks where
processing activities can have multiple inputs or multiple outputs, the notion of a route
is not well defined.

Under the assumptions stated thus far, there is no guarantee that the routes followed
by jobs in a unitary network will all be finite. That is, given only the assumptions stated
so far, there may be jobs that remain in the system forever under some control policies,
or even under all control policies, but such phenomena will be ruled out by the final
assumption defining a unitary network.

Given an SPN that satisfies our baseline stochastic assumptions (Assumption 2.1
in Section 2.2), plus assumptions (i)-(iii) above, it is meaningful to define P;; as the
probability that a class i item or job, upon completion of its service, next becomes a class
J item or job, independent of all previous history. Then the routing matrix P = (P;;) is
an I x I substochastic matrix.

(iv) As the fourth assumption defining a unitary network, we require that P be transient
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(that is, P" — 0 as n — oo, or equivalently, the spectral radius of P is < 1), because
otherwise stability is not achievable.

It is often assumed in the study of stochastic networks that P; = 0 for all i € .¥
(this is described as the case with no self-feedback), but that restriction is not generally
required for our purposes. The matrix I', which was defined for a generic SPN model
in Section 2.2, has the following special form for a unitary network (here prime denotes
transpose as usual):

r=r. (2.35)

One can study unitary networks in the context of either our basic SPN framework (Sec-
tion 2.3) or the relaxed SPN framework (Section 2.4). The phrases “relaxed unitary
network,” and “unitary network with relaxed control” will both be used in reference to
the latter setting. Unitary networks include both the queueing network models described
later in this section and the bandwidth sharing models defined in Section 4.5.

The load vector p for a unitary network. Given a unitary network with routing ma-
trix P, we define a corresponding K-vector p as follows. First, for each i € .¥ let o; be
the total arrival rate into buffer i, including both external arrivals and transitions of jobs
into class i from other classes. Thus the vector o = (o, ..., 04)" satisfies the following
system of linear equations, which are commonly referred to as traffic equations:

a=A+Pa. (2.36)

Because P is transient by assumption, Theorem F.1 says that (I — P’) is non-singular
(here and immediately below, I/ denotes the identity matrix), and its inverse has the
Neumann expansion

(I-P)Y '=I1+P+P)+... (2.37)

The unique solution of (2.36) is then
a=I-P)'A. (2.38)
We now define p = (p1,...,pxk)’ by setting

Pr = Z Ariogm;, (2.39)
i€y

which can be written more compactly as

p =AMa, (2.40)

where
M :=diag(my,...,my). (2.41)

In our basic SPN model, m; is unambiguously a mean service time, that is, the ex-
pected amount of time for which the required servers must be committed. Thus one
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interprets py as the total service effort required from pool k per time unit, in units like
server-hours per hour, to complete the processing of all jobs passing through the net-
work. In the relaxed SPN model, it is more natural to view m; as a mean service size,
in units like megabytes, and one interprets p; as the average amount of server k capac-
ity, in units like megabytes per second, required to process all jobs passing through the
network.

In each case py, is expressed in units appropriate for comparison against the resource
capacity by, and we call it the load on resource k. A key point is the following: in a uni-
tary network, this quantity does not depend on the system manager’s control decisions.
In contrast, there may be discretion in a general SPN as to which processing activities
are used, and the amount of work that must be done by a given resource will then depend
on how that discretion is exercised.

Queueing networks. For purposes of this book, a queueing network is a unitary net-
work whose capacity consumption matrix A has a single 1 in each column and the rest
zeros. Thus, in a queueing network each job class is processed by servers from a single
specified pool, and each such service is accomplished by a single server from that pool.

Note that our definition of a queueing network allows a many-to-one relationship
between buffers and server pools (that is, we allow I > K), so it embraces what are
usually called multiclass queueing networks (see Section 1.3); we delete the modifier
simply to save words. In a queueing network context, when we say that a given buffer
or job class is associated with a particular server pool, we mean that servers from that
particular pool are able to process jobs from the given buffer. For a queueing network,
the definition (2.39) of p; takes the slightly simpler form

=Y, om, (2.42)
i€.v (k)

where .# (k) is the set job classes (or buffers) associated with server pool k, that is,
F(k)y={ie I:A;=1}. (2.43)

A useful additional term for queueing networks is station, which is used in this book
(and elsewhere) to mean a server pool and all of its associated buffers. A commonly cited
control policy for queueing networks is first-come-first-served (FCFS), which directs
servers at each station to process jobs in the order of their most recent arrival to that
station. (In a multi-server context it is not correct to describe this policy as first-in-
first-out, because job A may start service later than job B but still leave earlier than B.
Specifically, this can happen if the two jobs are processed by different servers and A
happens to have a shorter service time than B.) One can call this control policy station-
level FCFS, or local FCFS, to distinguish it from network-level FCFS, or global FCFS,
in which jobs are processed at each station in the order of their arrival to the network.

It may be worth noting that Kelly (1979) used the term “queue” for what we have
called a station. Not surprisingly, given the prominence of both that book and its au-
thor, one still encounters that usage occasionally, although it conflicts with the common
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understanding of “queue” as a group of waiting jobs. We generally try to avoid using
“queue” in this book, either as a noun or as a verb, except in the references to “queueing
theory” and “queueing networks.”

2.7 More on the concept of class

Item class (or job class) is an informational concept, and modeling discretion is involved
in the definition of classes. The class designation attached by a model builder to an
item at a particular point in its processing history may communicate not only immutable
characteristics of the item, but also whatever is relevant from the item’s processing his-
tory for purposes of future decision making, and for assessing the likelihoods of future
processing outcomes. In this regard the following points deserve emphasis.

Interchangeability. Items bearing the same class designation are interchangeable as
inputs to processing activities. By assumption, the joint distribution of service time and
outputs from a service of any given type does not depend on which particular item or job
of a given class is used as input to that service.

Service types and job classes. Modeling discretion is also involved in the definition of
processing activities (that is, in the definition of service types). Activity definitions are
intertwined with class definitions, and there may be more than one viable representation
of a given physical system. Consider, for example, a single-server processing system in
which red jobs and green jobs arrive according to independent Poisson processes, each
with arrival rate A > 0, and jobs queue up for service on a FCFS basis without regard
to color. Suppose that service times for red jobs are i.i.d. and exponentially distributed
with mean 1, while those for green jobs are i.i.d. and exponentially distributed with
mean 2, and the two service time sequences are independent of one another and of the
two Poisson arrival processes.

The total arrival process for jobs of both colors is Poisson at rate 24, and the service
times for successive arrivals (ignoring their colors) are i.i.d. with a hyperexponential
distribution (see Appendix D.8) having mean 1.5. Moreover, the Poisson arrival process
and the service time sequence are independent of one another. Thus, if we model this
system as one with a single undifferentiated job class and a single service type, the
baseline stochastic assumptions imposed in Section 2.2 are all satisfied. On the other
hand, we can model the system as one with two job classes (namely, red jobs and green
jobs) and two activities or service types (namely, serving red jobs and serving green
jobs), specifying that service is by order of arrival without regard to color. (See Section
3.3 for a more detailed discussion of essentially this same example, but with two servers
rather than one.) Once again our baseline stochastic assumptions are satisfied.

Defining job classes to achieve independence. Extending this example, now suppose
that the single server just described is followed by another one in tandem fashion (see
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Figure 1.1), where jobs again queue for service on a FCES basis without regard to color.
Also, assume that the service times for each color at the second server are i.i.d. with
the same exponential distribution as at the first server, but independent of the first-stage
service times and of the arrival processes.

Suppose that we model this tandem system by defining just two job classes, namely,
jobs seeking their first service and jobs seeking their second one, and define two activities
in the obvious way. Then all of our baseline stochastic assumptions are satisfied except
that first-stage service times and second-stage service times are not independent. On
the other hand, if we define four job classes and four service types in the obvious way,
specifying service by order of arrival at each server, without regard to color, then all of
the baseline stochastic assumptions hold.

This example shows that the independence assumptions imposed in Section 2.2 are
specific to a given set of class and activity definitions. By allowing the model builder
to proliferate job classes and service types, we make it easier to satisfy the baseline
stochastic assumptions, but the resulting class designations may not be observable for
purposes of system control (see below for elaboration).

Markov representations. Proliferating job classes to achieve independence, as in the
preceding example, is a variant of a common modeling practice in applied probability
generally. The practice to which we refer is the inclusion of “supplementary variables” in
the definition of system “state” so as to achieve a Markov representation. See Chapter 3
for examples, specifically Sections 3.4 and 3.8.

Class designations and control decisions. A class designation may be a modeling
artifice rather than an observable property of an item or job. Consider, for example, the
tandem system described earlier in this section, in which some jobs are red and others
are green. If job color is not observable by the system manager, or if we simply wish to
forbid the use of color as a basis for prioritizing service, then the set of allowable control
policies must be restricted accordingly, but we may still attach different class designa-
tions to jobs of different colors in order to satisfy our standard stochastic assumptions.

Class as a (route, stage) pair. The classic book by Kelly (1979) is devoted primarily
to queueing network models, and its use of the word “class” is consistent with, but
narrower than, our use of that term in this book. Kelly treats models in which (i) each
arriving job or customer follows one of finitely many deterministic routes, (ii) customers
following the various routes arrive according to independent Poisson processes, and (iii)
the “class” designation attached to a customer at any given time consists of the route
it is following (an immutable characteristic) and the stage of service to which it has
progressed (an indicator of current status).

On pages 57-58 Kelly observes that, thanks to the “random splitting” property of the
Poisson process, this model is more general than it first appears. In particular, one can
analyze a system with Poisson arrivals and complex stochastic routing as if the complete
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route of a customer were known at the moment of its arrival: each Poisson arrival stream
in the original formulation is separated into independent Poisson sub-streams according
to the customers’ future routes, and the complete route of a customer is retained as part
of its class designation thereafter.

Notational efficiency. Readers will find that the modeling style used in this book,
whereby all relevant information about an item, job, or customer is summarized in a
single class designation, leads to a compact and efficient notation. That is, our class-
centered notational system allows a compact presentation of both SPN system equations
and the corresponding fluid models.

2.8 Sources and literature

The SPN formulation in this chapter is similar in spirit, and in many of its details, to
the one proposed by Dai and Lin (2005), which is based in turn on work by Harrison
(2000, 2003), although we diverge from the Dai-Lin treatment in several significant
regards. In particular, we do not include the “input activities* of the Dai-Lin formulation,
whose primary purpose was to allow the formulation of models with alternate routing
and immediate commitment; Section 4.2 provides an alternative approach to formulation
of such models.

The term “unitary network* (see Section 2.6) was used by Bramson and Williams
(2003), but our definition differs substantially from theirs; in most regards, their defini-
tion is more general than ours, but they restrict attention to single-server pools, whereas
we allow multi-server pools. Our conception of a queueing network (see Section 2.6) is
essentially the one propounded by Harrison (1988), which is substantially more general
than the classical formulations by Baskett et al. (1975) and by Kelly (1979); see pages
152-153 of Harrison (1988) for elaboration.
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Loosely speaking, a stochastic processing network (SPN) is said to be stable under a
specified control policy if it approaches a statistical equilibrium as t — . (See Section
3.1 for a formal definition.) Of course, one would not expect such limiting behaviour
unless both the core stochastic elements of the SPN and the policy chosen by the system
manager are in some sense time homogeneous, or time invariant. The first section of this
chapter describes the approach taken in this book to ensure such time invariance, and
to provide a tractable but still very general mathematical setting in which to address the
substantive issue of stability.

Our key requirement is that the SPN be representable as a continuous-time Markov
chain (CTMC), under the control policy that we wish to evaluate, by including enough
“supplementary variables” in the definition of system state. Assumption 2.1 (baseline
stochastic assumptions) plays an important role in meeting that requirement, but restric-
tions on the control policy are equally important. In the latter regard, our attention will
be focused primarily on the “simply structured” control policies introduced in Chap-
ter 2, but the analytical framework developed here can accommodate policies of a more
general form.

Our general framework is described in Section 3.1, and an important result on SPN
stability is proved in Section 3.2. Sections 3.3 and 3.4 present a series of simple, con-
crete examples for which CTMC representations are and are not achievable. Moving
from the specific to the general, Section 3.5 develops a canonical CTMC representation
for the basic and relaxed SPN models formulated earlier in Chapter 2, assuming that a
simply structured policy is adopted. Sections 3.6 and 3.7 expand upon the CTMC frame-
work assumed at the chapter’s outset, and Section 3.8 discusses briefly the more general
(non-discrete) Markov representations that may be needed if our baseline stochastic as-
sumptions are relaxed.
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3.1 General framework and definition of stability

The following development applies equally well to the basic SPN model (Section 2.3)
and to the relaxed model (Section 2.4). In it we take as given a control policy, and con-
sider the buffer contents process Z that is constructed from primitive stochastic elements
and the given control policy. (See Appendix D for a review of definitions and basic
theory related to continuous-time Markov chains.)

Assumption 3.1 (Markov representation). There exists an irreducible Markov chain X =
{X(t),t > 0}, with countable state space 2, and a function f: 2~ — Z’_x Z!_ such that

(N(t),Z(1)) = f(X(1)), =0, (3.1

on every sample path. Also, the set B(z) C 2 is finite for each z € Z. , where
B(z):={x€ 2 : f(x) = (n,z) for some n € Z, }. (3.2)
Finally, there exists at least one state x* € 2~ such that
f(x) = (0,0). (3.3)

Remark 3.2. One may paraphrase (3.1) by saying that the service count process N and
buffer contents process Z can be embedded in an ambient Markov chain X, or more
simply, that the SPN can be embedded in an ambient Markov chain. Alternatively, one
may say that the SPN is embedded in a Markovian environment.

Remark 3.3. The definitions and assumptions advanced in Chapter 2 imply the follow-
ing: If Z(¢r) = 0 at any given time ¢, then it must also be that N(z) = 0. That is, there
cannot exist any open services when all buffers are empty. Thus the first zero on the
right side of (3.3) is actually redundant.

Hereafter, the state x* in (3.3) will be called an empty state. Section 3.5 will consider
an SPN with Poisson arrivals (as required by our baseline stochastic Assumption 2.1) and
a simply structured control policy, and describe a “canonical” Markov representation in
which the empty state is unique. In contrast, the more general case with a Markovian
arrival process (MArP) will be considered in Section 4.1, and in that setting the empty
state is typically not unique.

Of course, the assumed irreducibility implies that the empty state x* in (3.3) is reach-
able from any other state. See Section 3.7 for further discussion of the irreducibility
assumption.

Remark 3.4. In Section 3.6 a mild additional assumption will be imposed (this is As-
sumption 3.8) regarding the Markov representation.
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Initial state X (0) Assumption 3.1 remains in force throughout the remainder of this
book, and henceforth the “initial state” of an SPN will be understood to mean an initial
state x = X(0) € 2" for the CTMC in which the SPN is embedded. From (3.1) we
know that the vector Z(0) is recoverable from X (0). Typically, the joint distribution of
processing variables for services that are open at time zero will be different for different
initial states, but part of Assumption 2.1 is the stipulation that processing variables for
services started after time zero be independent of X (0).

Proposition 3.5 (equivalent definitions of stability). Under Assumption 3.1, the follow-
ing statements are equivalent: (a) X is positive recurrent; (b) X has a unique station-
ary distribution ; (c) Z(t) converges in distribution to a non-defective limit as t — oo.
Moreover, when any one of the above conditions is satisfied, the following strong-law-
of-large-numbers (SLLN) holds for any bounded function h : 2~ — R and any initial
distribution for X (0):
t
IP’{ limi/O h(X(s))ds = l_z} =1,

t—ro0
where h:=Y .. 9 T(x)h(x).

Proof. The equivalence of (a) and (b) follows from Theorem D.17 in Appendix D. Now
we prove the equivalence of (a) and (c). If X is positive recurrent, then P{X(r) = x}
converges to 7(x), a positive constant as, t — oo for each x € 2~ (see Part (i) of Theo-
rem D.24 in Appendix D). For each z € Z. , B(z) is a finite set. It follows that

P{Z(t) =z} =P{X(t) € B(zx)} = Y, 7(x)>0

x€B(z)

as t — oo, which implies (c¢). Conversely, if X is either null recurrent or transient, it
follows from part (ii) of Theorem D.24 in Appendix D that

P{Z(1) =z} =P{X (1) € B(z)} = 0
as t — oo, and hence (c) cannot hold. The SLLN follows from Theorem D.25. O
Definition 3.6. An SPN satisfying Assumption 3.1 is said to be stable if the equivalent

statements in Proposition 3.5 hold.

3.2 Sufficient condition for SPN stability

The lemma proved in this section will allow us to connect SPN stability with the fluid
limit theory to be developed in Chapter 6. For an initial state x € 2", following standard
practice in Markov process theory, we use [E, to denote an expectation conditioned on
X (0) = x. Also, for each x € 2" we define

=1zl =) 7, (3.4)

i€y

where z = f(x).

To be published by Cambridge University Press. (©J. G. Dai and J. Michael Harrison 2019



48 Markov representations
Lemma 3.7. If there exists a 6 > 0 such that

lim iEx\z(|x|5)} =0, (3.5)

x|—eo ||
then the ambient Markov chain X is positive recurrent.

Proof. By Theorem D.22, it suffices to prove that the skeleton DTMCY ={Y,:n€Z}
is positive recurrent, where for eachn € Z

Y, :=X(nd).

By Assumption 3.1, X is irreducible. Therefore, by Lemma D.20, Y is irreducible.
By Theorem C.27, to prove Y is positive recurrent, it suffices to prove that the state-
dependent Foster-Lyapunov drift condition (C.24) is satisfied. Namely, there are func-
tions V(x) : 2" — R, and n(x) : £ — N, constants a,b > 0, and a finite set C C 2~
such that

EV (Y) <V(x) - én(x) +Dblc(x) foreachxe 2. (3.6)

where 1¢(x) is the indicator function of the set C. In the rest of this proof, we check that
(3.6) is satisfied. By assumption (3.5), there exists an integer ng > 0 such that

1
mEx’X(MB)’ <1/2
for x € 2 with |x| > ng. Equivalently,
1
E| X (1x]6)] < |x| - §|x] for |x| > no.

For each initial state x € 2, the number of jobs in system at time & is bounded by the
initial number plus the number of external arrivals in (0,4]. Thus, for eachx € 27,

IEX’X(S)‘ < |x|+e,

where
c=Y E[E,.(a)} < oo,
i€y
Define
By, :={xe 2 :|x| <no}.

By Assumption 3.1, By, is a finite set. For x € 2", define V (x) := |x| and
if |x| >
n(x) = i 1 bl > o .
1 if x| <ng

Then we have 1
E. |V (Y)| £ V()= 30(0)+ (c+1/2)1s,,

proving (3.6) witha =2, b = (c+1/2), and C = B,,. O
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3.3 First examples of Markov representations

In the remainder of this chapter we consider a variety of SPN models, progressing from
simple examples to general model families; the treatment will then be further general-
ized in Chapter 4. Our purpose is to show how, for various control policies of interest,
a Markov representation can be obtained under Assumption 2.1 (baseline stochastic as-
sumptions).

To completely specify the transition structure of the relevant Markov chain X can be
a daunting task, especially when dealing with a general model family, but such details are
largely irrelevant for our purposes. To avoid an oppressive accumulation of mundane de-
tail, our strategy is to introduce basic ideas via simple examples, demonstrate selectively
how they apply in more general settings, and omit most of the detailed specification.

In preparation for the verbal descriptions of different control policies that follow,
readers are reminded that, according to the linguistic convention established in Sec-
tion 2.1, a “buffer” may contain both waiting jobs and in-service jobs at any given time;
for us “buffer i’ is a place where all class i jobs reside, including both the ones that are
currently in process and the ones that are waiting.

Temporary non-standard use of semicolons. Throughout this section and the next
one, semicolons will be used in expressions like x = (n;z) and x = (1,0;0,1;2,3) to di-
vide components of a vector into intuitively meaningful groups, or to emphasize that the
items being separated in the specification of a vector are vectors themselves. Such semi-
colons are mathematically equivalent to commas. This practice will not be continued
beyond Section 3.4.

Single-pool example with static buffer priorities. Figure 3.1 pictures a single-hop
processing system with two job classes and a pool of two identical servers. For class
i = 1,2 the arrival process is assumed to be Poisson with rate A;, and class i service
times form an i.i.d. sequence distributed exp(u;); thus the mean service time for class
iis m; = 1/u;. Also, the two arrival processes and the two service time sequences are
assumed to be mutually independent.

If one or both of the servers are idle when a class i job arrives, that job is processed
immediately by an idle server, and it leaves the system when its service is complete. (If
both of the servers are idle at the time of an arrival, it is immaterial which one does the
processing.) Otherwise, the job waits in buffer i. If a server completes the processing of
a job and finds that only one buffer contains waiting jobs, the server takes whichever of
the waiting jobs arrived first and immediately begins its service. If both buffers contain
waiting jobs, we assume that the server chooses the first-arriving job that is waiting in
buffer 2. This is an example of a (non-preemptive) static buffer priority (SBP) policy.
Specifically, it is the SBP policy that gives top priority to class 2.

Recall that N and Z denote the service count process and buffer contents process
(or job count process), respectively, for a generic SPN. In our current context there is
a one-to-one correspondence between processing activities and job classes, so a “type
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i service” is interpreted simply to mean the service of a class i job, and hence N;(7) is
interpreted as the number of class i services underway at time ¢. To implement the SBP
policy that we have assumed, it is sufficient to know, at each time ¢, the current values n =
N(t) and z=Z(t). Thus, given the memoryless character of the Poisson arrival processes
and exponential service time distributions that we have assumed, { (N(r),Z(t)),t > 0} is
itself Markov under the assumed SBP policy, so a Markov state description is obtained
by simply taking

x:=(n;z), 3.7

where n € Z2 and z € Z2 .. Each state x = (n;z) must satisfy
n<z, ni+ny<2, (3.8)
and hence the continuous time Markov chain X = {X(¢),# > 0} has state space
2 ={(n;z) € Z2 x 72 : (n;2) satisfies (3.8) }. (3.9)

To describe the transition rates of X in general, one must consider each state x =
(n;z) € 2, identify the set of “next” states ¥ = (7;Z) € 2~ that are reachable from x in
one jump, and specify the transition rate from x to X for each such combination. This is
done for three representative states in Figure 3.2. In each case the reachable next states
X are shown on the right side of the figure and transition rates are indicated by symbols
above the arrows. Trusting that these examples illustrate the general mechanisms at work
in this example, we delete the comprehensive specification.

Single-pool example with FCFS control. Let us now consider the same system op-
erating under the first-come-first-served (FCFS) control policy, that is, the policy which
processes jobs in the order of their arrival. (As noted earlier in Section 2.6, it is not
correct in a multi-server context to describe this policy as first-in-first-out.) Effectively,
then, jobs in buffers 1 and 2 are merged into a single (logical) buffer according to the
order in which they arrived.

class 2
l arrivals
class 1 B2
: J
arrivals class 1
—— Bl ~{ S1
departures
class 2
departures

Figure 3.1: A multiclass single pool system
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Figure 3.2: Transition rates under the SBP policy from three states

The content of the merged buffer can be described by a finite string of class desig-
nations, such as (1,2,2,1,2). This string indicates that there are five jobs either being
processed or waiting to be processed by the two servers in the pool. The first-arriving
job is from class 1, and it is being processed by one of the servers. The second-arriving
job is from class 2, and it is being processed by the other server. The other three jobs, in
order of their arrival, are from classes 2, 1 and 2, respectively; they are all waiting in the
buffer. In general, a Markov state description under FCFS control is obtained by taking

X = (61,62,...,Cq),

where ¢ € Z and ¢, € {1,2} for £ = 1,...,q. Here g is the total number of jobs in the
system, ¢y is the class of the one that arrived first, ..., and ¢, is the class of the one that
arrived last. The function f : x — zin (3.1) is given by

q
i = Zl{q:i} fori: 1,2
(=1

Figure 3.3 specifies transition rates from state (1,2, 2, 1,2), which was considered at the
beginning of this paragraph.

This FCFES control policy is not “simply structured,” as we defined that term in Sec-
tion 2.3, because the choice of a next service type to initiate at a decision time does not
depend solely on the pair (7, 2) for the decision time. In fact, this example and the one
that follows it (which involves “global FIFO” control) are the only non-simply-structured
policies that appear anywhere in this book, although it is easy to generate other examples
of such policies.
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M (1,2,2,1,2,1)
)
_— (1,2,2,1,2,2)
(1,2,2,1,2)
i
2 J(12,1,2)
Figure 3.3: Transition rates under FCFS from an illustrative state

Modified criss-cross network with global FIFO control. Figure 3.4 pictures a queue-
ing network with two servers and three job classes. It is similar to the criss-cross net-
work (Figure 1.2) but here it is the “downstream” server (server 2) that has two buffers to
serve. We assume that classes 1 and 3 arrive according to independent Poisson processes
at rates A; and A3, respectively, and that class i service times are i.i.d. and distributed
exp(y;) fori=1,2,3.

class 3
l arrivals
class 1 B3 class 2
arrivals + departures
— Bl (Sl —— B2 (2 ——
class 3 l

departures

Figure 3.4: Modified criss-cross network

The only control decisions to be made for this system concern the order in which
server 2 will take jobs from buffers 2 and 3. The policy we want to consider is global
FCFS (which can also be called global FIFO, since this example has only single-server
pools), which dictates that server 2 process jobs from buffers 2 and 3 in the order of their
arrival to the network, not in the order of their arrival to that server. To implement this
policy it will suffice to track the age of each job currently in the system, defined as the
elapsed time since the job arrived from the outside world. A Markov state description is
obtained by defining

X:i= (al(l),...,al(ql); c(l),az(l),...,c(qz),az(qz)),

where ¢q; € Z is the number of jobs in buffer 1, a;(1),...,a;(q1) are the ages of those
jobs, g2 € Z, is the total number of jobs in buffers 2 and 3 together, and the pair

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

3.4 Examples with phase-type distributions 53

(c(€),ax(€)) specifies the class designation and the age, respectively, of the /th job in
the latter population. Unfortunately, the state space 2" is uncountable when states are
defined in this way. In Section 3.8 we shall discuss Markov processes with general state
space.

3.4 Examples with phase-type distributions

In the preceding three examples we have assumed exponential service time distributions
and independent Poisson arrival processes. To achieve a Markovian state description
under those assumptions, one starts with the basic processes N(¢) and Z(z), then asks
(only) what supplementary variables are needed to support the chosen control policy,
such as the queue positions required for FCFES control in a multi-class environment. The
following example shows how, with more general service time distributions, a Markov
state description can still be achieved by appending more supplementary variables. Here
and later, we assume the reader’s familiarity with notation and terminology developed in
Sections D.8 and D.9, such as “Erlang(2, o¢)” and “service regulating Markov chain.”

Single-pool example with phase-type distributions. Consider again the system pic-
tured in Figure 3.1, with two job classes and a pool of two identical servers, but now
suppose that service times for class 1 are distributed Erlang(2, &) and service times for
class 2 have the two-phase hyperexponential distribution that is denoted H(p, ) in
Section D.8. Thus a class 1 service time v; has the representation

vi=& +& where & and &, are i.i.d. and distributedexp(a), (3.10)

and a class 2 service time v, has the representation

(3.11)

£y with probability p1,
v g
: {,  with probability ps,

where §; and {; are independent random variables and  is distributed exp(f;), s = 1,2.
Therefore, the expected service time for class 1 jobs is 2/c, and the expected service
time for class 2 jobs is

p1/Bi+p2/Be.

Both (3.10) and (3.11) are examples of phase-type service time distributions (see Sec-
tion D.8). In the former case the associated “service regulating Markov chain” Y begins
in service phase 1 with probability 1, stays there for &; time units, then transitions to
phase 2 and stays there for &, time units, at which point Y is absorbed into a terminal
phase and the service is complete. In the latter case Y begins in service phase s with
probability py and stays there for {; time units (s = 1,2), at which point Y is absorbed
and the service is complete. (Here, as in Section D.8, we use the term “service phase,”
or just “phase,” in preference to “state” when referring to service regulating Markov
chains.)
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Assume as before that the system is operating under the SBP policy that gives pri-
ority to class 2. Because service times of different jobs are independent by assumption,
completion times for services in process at any given time are viewed as the absorbtion
times of independent service regulating Markov chains. Then a Markov state description
is the following:

x:=(Mm(1),m2);m2(1),m(2);21,22), (3.12)
where 7n;(s) denotes the number of class i jobs whose service regulating Markov chains

are in service phase s. The constraints (3.8) still apply with

ni=m(1)+m(2) and ny=m(1)+m(2).

Figure 3.5 specifies the transition rates from state (1,0; 0,1;2, 3). Red coloration is used
in this figure to indicate components of the state description that are changed by the
transition.

M
(1,0; 0,1; 3,3)

)
o

(1,0; 0,15 2,3) (0,1;0,1; 2,3)

w}
(1,0; 1,05 2,2)

ﬁzpz

(1,0; 0,1; 2,2)

Figure 3.5: Transition rates with phase-type service time distributions

A queueing network with dependence between service time and route. Figure 3.6
portrays a simple queueing network similar to the one pictured earlier in Figure 1.1, with
two single-server pools arranged in tandem. Now, however, we suppose that routing is
stochastic: some class 1 customers exit the system after their initial service, while others
go on for a second service as class 2 customers. Modifying the notation that was used in
Chapter 2, let us denote by v a service time for a generic class 1 customer, and denote by
¢ the output vector associated with that service. Thus the range of potential values for
v is [0,00) and the two possible values for ¢ are (0,0) and (0,1). To be more specific,
suppose that each time server 1 begins processing a new customer, a fair coin is flipped
to determine the service phase s of that customer: if a head is observed (s = 1), then
the customer’s service time is distributed exp(f3;) and it exits after completing service;
if a tail is observed (s = 2), then the customer’s service time is distributed exp(f3;) and
it continues as a class 2 customer after completing its initial service. Thus the marginal
distribution of v is hyper-exponential, and the marginal distribution of ¢ gives equal
probability to the two possible values identified above, but v and ¢ are not independent
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class 1 class 2
. — B1 —{ S1 B2 = S2 ——
arrivals departures
class 1
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Figure 3.6: Tandem system with stochastic routing
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Figure 3.7: Transition rates from two illustrative states for the system in Figure 3.6

in general. Rather, v and ¢ have what is called a joint phase-type distribution in Sec-
tion D.9. Completing the system specification, assume that the external arrival process
into buffer 1 is Poisson with parameter A; and service times for class 2 customers are
distributed exp(uy). A Markov state description is

x:=(s;21,22),

where z = (z1,22) is the vector of buffer contents (or customer counts) as usual, and s is
the service phase of the the customer currently being processed by server 1. (We can set
s = 0 as a matter of convention when z; = 0.) Figure 3.7 shows transition rates from two
illustrative states of this system.

3.5 Canonical representation with a simply structured policy

Throughout this section we focus primarily on the basic SPN model formulated in Sec-
tion 2.3, assuming a simply structured control policy. Under such a policy one defines
the updated service count vector 7 and updated buffer contents vector Z at each decision
time ¢ as in Section 2.3, and the vector u of new service starts at 7 is u = g(#, %), where g
is a given policy function in (2.20). That logic determines the number of open services
of each type going forward from ¢, and all services proceed at full speed until they are
completed.

We develop a Markov representation of the SPN model, hereafter called the canon-
ical Markov representation, which has two parts: specification of the Markov state de-
scription, and specification of the corresponding generator matrix. In each case we first
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treat the basic SPN model, as stated above, and then indicate the minor changes that are
required to treat the relaxed SPN model laid out in Section 2.4. Readers are reminded
that a simply structured relaxed policy is defined by a function /4. At each decision time
t one calculates a vector 3 of service rates or service intensities via 8 = h(,2), which
is equation (2.24), and the vector u of new service starts at ¢ is determined from f via
(2.25). Thus one can again write u = g(#,2), as in the basic SPN model, but in the
relaxed SPN setting g is actually derived from £ via (2.24) and (2.25).

Notation related to joint phase-type distributions. To begin, we introduce the fol-
lowing notation in conjunction with Assumption 2.1. Extending in an obvious way the
notation of Section D.9, for each j € # we denote by (-},A},p;,Fj, fj) the phase
space, output space, initial distribution, and transition rate functions of the joint phase-
type distribution for type j services, and denote by s; a generic element of .%;. Thus
Fj(sj,§;) is the rate at which the service regulating Markov chain for a type j service
makes silent transitions from s; to §; (s;,5; € 7},§; # s;), and f;(s;,0) is the rate at
which it makes transitions from service phase s; that terminate the service and trigger
output vector § (s; € 7,0 € Aj).

Markov state description. Under Assumption 2.1 the probability is zero that an exter-
nal arrival and a service completion will ever occur simultaneously, or that two service
completions will ever occur simultaneously. Given that service initiation decisions at
each decision time are based solely on 7 and Z, a suitable Markov state description in
either the basic or relaxed SPN setting is

xi=(n,2), (3.13)

where elements of x are defined as follows. First,

n=(n(s)),s; € 71,j € F), (3.14)

with 1;(s ;) being the number of type j services currently open whose service regulating
Markov chain is in service phase s; (j € #,s; € .%;); hereafter we shall refer to n
as a phase count vector. Second, z = (z1,...,z;) is the buffer contents vector as usual.
With the possible exception of irreducibility (see Section 3.7 for elaboration), all aspects
of Assumption 3.1 are satisfied with this definition of system state. Also, denoting by
n = (ny,...,ny) the service count vector as usual, one sees that n can be recovered from
n as follows:

Unique empty state. Recall from (3.3) and Remark 3.3 that an empty state is one for
which z = 0. In our current setting that further implies 7 = 0, so we conclude that there
is exactly one empty state in the canonical Markov representation, namely, x* = (0,0).
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We turn now to specifying the generator matrix A (that is, specifying non-zero tran-
sition rates) for the ambient Markov chain X. As in Section 3.1, the state space of X
is denoted 2". Here a generic element of A will be denoted A(x, %), as opposed to the
subscripts used to denote elements of A in Appendix D, because the states x, % that we
wish to consider are themselves vectors with subscripted components.

Transition categories and basic accounting relationships. Transitions fall into the
three categories listed in the tabular display immediately below. For each category we
denote by (n,z) the service count vector and buffer contents vector immediately before
the transition, and indicate in the tabular display the updated values (7,Z2) after new
arrivals and service completions are accounted for, but before accounting for new service
starts; this extends in an obvious way notation that was established earlier in Section 2.3.
Of course, the pair (n,z) does not constitute a complete state description immediately
before the decision time; in this display and the one that follows it, we are merely noting
some “accounting” relationships that are helpful in describing state transitions.

silent transition of a service regulating Markov chain:  (4,2) = (n,z)
external arrival into buffer i (i € .%): (7,2) = (n,z+¢')
type j service completion triggering
output vector § € A; (j € 7 ): (7,2) = (n—e/,z— B/ +§)

Finally, denoting by (7i,Z) the service count vector and buffer contents vector after we
account for new services that may be initiated at the transition time, one has the following
accounting relationships for the three transition categories identified above.

silent transition of a service regulating Markov chain:  (7,Z) = (4,2)
external arrival: (7,2) = (n+g(A,2),2)
service completion: (,2) = (1 +g(A,2),2)

Everything said in this paragraph applies equally well to the basic and relaxed SPN
model formulations, with the understanding that g is derived from # in the latter setting
via (2.24) and (2.25).

Transition rates in the basic SPN setting. In the basic SPN setting, transition rates
A(x,X) for the ambient Markov chain X are determined by two types of model data: the
arrival rates A; for the various classes i € .#; and the transition rate functions for the
model’s service regulating Markov chains. Consider, for example, the first transition
category in the tables above. More specifically, consider a silent transition from s; to §;
for a type j service regulating Markov chain. This takes the ambient chain from state
x=(n,z) tostate X = (7],z), where 7] ;(s;) =n;(s;) — 1, 7;(5;) = n;(5;) + 1, and all other
components of 7] equal those of 1. The transition rate from from s; to §; is Fj(s;,§;)
for each of the 1;(s;) type j service regulating chains now in state s;, so the overall
transition rate is A(x,%) = n;(s;)F;(s;,5;).
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Transition rates are more complicated for the second transition category, but still
straight-forward in principle. Let us consider, for example, state x = (1, z) for the am-
bient Markov chain, modified by an external arrival into buffer i; such arrivals occur at
rate A;. As noted earlier, the vector u of new service starts is u = g(#,2), and we shall
consider the specific scenario where g(#,2) = e'; this means that a single new service of
type £ is dictated by the policy under consideration.

Completing specification of that transition scenario, let us suppose that the service
regulating Markov chain for a type ¢ service has random initial state (that is, its initial
distribution p, puts positive mass on two or more states), and let us consider a particular
state sy € .7 of the service regulating chain such that p;(sy) > 0. Then the new state
of the ambient Markov chain will be X = (7,2), where fj¢(s¢) = n¢(s¢) + 1 and all other
elements of 7] equal those of 1; the associated transition rate is simply A(x,X) = A;py(s¢).
If we modify the scenario by supposing that the decision function g calls for initiation
of two or more new services, all of whose service regulating Markov chains might have
random initial states, then the specification of A(x,X) will be more involved, but it is not
conceptually subtle or difficult.

Turning finally to the third transition category, let us consider a state x = (1,z) for
the ambient Markov chain, modified by a service-completing transition of a type j ser-
vice regulating Markov chain. More specifically, suppose that the transition is from
service phase s; € ./}, and that the service completion triggers output vector 0 € A;.
The overall rate at which such transitions occur from the hypothesized state x = (1,z)
is n;(s;)fi(s;,0), the updated system status vector (7,Z) is as stated in the “accounting”
relationships above, and the vector u of new service starts is u = g(,2). We shall con-
sider the specific scenario where g(#,2) = e (that is, the service completion triggers a
single service start that is of type £) and ¢ # j, and consider a particular service phase
sy € 7 such that py(s¢) > 0. Then the new state of the ambient Markov chain will be
%= (R,2), where };(s;) = n;j(s;) — 1, fle(se) = Ne(s¢) + 1, and all other elements of 7
equal those of n; the associated transition rate is simply A(x,%) = n;(s;)f;(sj, 8)pe(se).

Transition rates in the relaxed SPN setting. In a relaxed SPN model, transition inten-
sities A(x, %) involve not only the model data indicated above, but also the service rates
B = (Bj,j € #) that are calculated at each decision time via the formula 8 = h(#,Z).
Specifically, for the first and third transition categories identified earlier, one must mul-
tiply both Fj(s;,5;) and fj(s;,8) by B; wherever they appear in a transition intensity
formula for the basic model; no other changes are needed.

The finite space H of phase count vectors. In either the basic or relaxed SPN formu-
lation, we denote by H the set of all phase count vectors 7] that can occur in the canonical
Markov state description (3.13) under a simply structured control policy. It follows from
(3.15) and the service count bound (2.34) that this is a finite set.
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3.6 A mild added restriction on the CTMC representation

Recall from (2.3) that we use the capital Greek letter ¥ to denote the complete set of
initial processing variables for an SPN model. ¥ contains a number of pairs (v, §) that
have the following role in our model. First, v is a positive random variable representing
the remaining service time, or residual service time, for a service of some type j € ¢
that is open at t = 0. Second, ¢ is the output vector for that same service, so it takes
values in the output space A’ identified in Section 2.1. We call ¥ the model’s IP set, and
its elements (v, ¢) are called IP pairs.

As a supplement to Assumption 3.1, we add the following very mild restriction,
with justification to follow. This assumption will be used in Section 6.3 to establish the
finiteness of a certain set IT°, leading to the stochastic bound (6.36), which is needed in
our analysis of fluid limits.

Assumption 3.8. As x ranges over the countable state space .27, there are just finitely
many possible conditional distributions of IP pairs (v,¢) in ¥, given that X (0) = x.

To make clear the content of this assumption, it may be helpful to consider again
the first example discussed in Section 3.4. The network structure for that example is
pictured in Figure 3.1, where the buffers occupied by the two job classes are labeled B1
and B2, and the single pool of two identical servers is labeled S1. To begin, we consider
the same static buffer priority policy (hereafter, SBP policy) that was assumed earlier,
but first-come-first-served processing will be considered shortly. There is a one-to-one
correspondence between job classes and service types in this example, so we shall speak
solely in terms of job classes in the discussion immediately below.

Service times for class 1 are distributed Erlang(2, &), and those for class 2 have the
two-phase hyperexponential distribution that is denoted H>(p, 8) in Section D.8. Thus,
for each class i = 1,2 the current service phase of a class i job is either s = 1 or s = 2, and
the conditional distribution of a job’s residual service time is determined by its current
service phase. Specifically, denoting by Z(i,s) the residual service time distribution
for a class i job in service phase s, we have the following: Z(1,1) = Erlang(2, &),
2(1,2) =exp(a), 2(2,1) = exp(P1), and 2(2,2) = exp(f2).

The SBP policy that we have assumed is an example of a simply structured control
policy, so we can adopt the canonical Markov state description x = (1,z) that was pro-
posed in Section 3.5. No more than two services can be open at r = 0, and W consists of
the residual service times for those open services, plus their associated output vectors,
which in this example are simply zero vectors, because all jobs exit after completing the
single service they require. Given any initial state X (0) = x = (1,z), each of the residual
service time random variables included in ¥ has one of the four conditional distributions
listed in the previous paragraph, so Assumption 3.8 is satisfied.

Let us consider now the same example, but assuming that jobs are processed on
a first-come-first-served (FCFS) basis by the two servers, irrespective of class, giving
us a control policy that is not simply structured. Combining the discussion of FCFS
representations in Section 3.3 with that of phase-type representations in Section 3.4, one
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sees that a suitable Markov state description for the current example is
x:=(C1,...,C4,51,52), (3.16)

with the following interpretations: ¢ is the total number of jobs currently in the system
(that is, residing in either B1 or B2); ¢ is the class of the one that arrived first, ...,
and ¢, is the class of the one that arrived last; s; is the service phase of the older job
currently in service (that is, the one that arrived first from the outside world), and s, is
the service phase of the younger job currently in service; if ¢ = 1 (just one job in the
system, hence just one job in service, that being of class ¢ and in service phase s1) then
we set s = 0, and the conditional distribution of the residual service time for the one
job in service is Z(cy,s1); and if ¢ = 0 (empty system, so no jobs in service) then we
set s1 = sp = 0. If g > 2 (two services open at ¢ = 0) then the conditional distributions
of the residual service times for the older and younger of the jobs currently in service,
given that X (0) = x, are Z(c1,s1) and Z(c2,s2), respectively. Thus Assumption 3.8 is
again satisfied for the FCFS case.

All of the Markov representations encountered in this book have a structure simi-
lar to (3.16), as follows: the system state x contains phase indicators for the services
that are open at ¢ = 0, and the distribution of initial processing variables depends on x
only through those phase indicators. More specifically, the joint distribution of resid-
ual service time v and output vector ¢ for a service open at t = 0 is determined by that
service’s phase indicator, and each service time distribution is of phase type with just
finitely many phases. In this way one can verify that Assumption 3.8 holds for each of
the control policy families identified in this book, using the Markov representation that
we specify for that family.

Is Assumption 3.8 actually needed? Based on the preceding paragraph, a reader
might plausibly conclude that Assumption 3.8 is not just “very mild” but actually un-
necessary, being implied by our other assumptions. Strictly speaking, that is not true,
because we have never committed to any specific Markov representation in our general
development, simply assuming that one which meets certain minimal requirements ex-
ists and is adopted (Assumption 3.1). We assume Poisson arrivals, phase-type service
time distributions, etc. to ensure existence of a phase-oriented Markov representation
for each of the specially structured models we analyze, but a user of our general theory
might want to adopt a completely different representation. Alternatively, a user might
want to weaken one or more of our baseline stochastic assumptions (see Section 2.2),
and in either of those cases there is another restriction to be met, namely the one ex-
pressed here as Assumption 3.8. As an example, when a model includes service time
distributions with countably many phases, the assumption is not satisfied.

3.7 Sufficient condition for irreducibility

Part of Assumption 3.1 requires that the ambient Markov chain X be irreducible. This
assumption restricts somewhat the class of control policies to which our theory applies,
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but the policies that it excludes are seldom if ever of practical interest. In this section we
provide a simple sufficient condition for irreducibility, which is satisfied by most models
one encounters in the literature, followed by an example showing how that condition
might fail to hold.

Consider an SPN operating under a given control policy, denoting by N and Z its
service count process and buffer contents process, respectively. Let X = {X (), > 0} be
a CTMC with countable state space 2 such that (3.1) and (3.3) hold for some function
f and an empty state x* € 2. (Uniqueness of the empty state is not assumed initially.)
Let us further suppose that, for any starting state x € 2, there is a finite time # > 0 such
that

P {X(t) = x*} > 0. (3.17)

In words, this means that the empty state x* is reachable from any other state. Now we
can re-define the state space of X to be the subset 2" C 42 consisting only of states that
are reachable from x*. Then X confined to the state space 2 * is an irreducible CTMC
for which (3.1) and (3.3) again hold.

Having seen that (3.17) ensures irreducibility, we now assume uniqueness of the
empty state, as in the setting of Section 3.5, and show that the following condition is
sufficient for (3.17) to hold: for each state x € 2" there exists a time ¢ such that

P.{Z(r)=0|t >t} >0, where t=inf{r>0:E(t)#E(0)}. (3.18)

In words, 7 is the time of the first external arrival, and (3.18) says there exists a time
t > 0 such that, if external arrivals are turned off during [0,¢], the network will be empty
at time ¢ with positive probability.

Proposition 3.9. Assume that the empty state x* is unqgiue. Under Assumption (3.18),
and given our baseline stochastic assumptions, the empty state x* is reachable from any
other state x € 4.

Proof. Fix astate x € 2 and atime ¢t > 0. Then
P{X(t) =x*} =P{Z(t) =0} =P {1 >t }P{Z(r) = 0| T > 1}. (3.19)

Under our baseline stochastic assumptions, 7 has an exponential distribution not depend-
ing on the initial state x, so Px{r > t} > 0 for each t > 0. Combining that with (3.19)
proves that (3.17) holds for any ¢ satisfying (3.18). 0

A negative example. Consider the network pictured in Figure 3.8, which has two job
classes, two servers, and three activities or service types: activity 1 (denoted Al in the
figure) is performed by server 1 (S1), and it transfers class 1 jobs to class 2; activity 2
(A2) is performed by server 2 (S2), and it removes class 2 jobs from the network; and
activity 3 (A3) is also performed by S2, but it transfers class 2 jobs back to class 1.
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arrivals ——{ B1 —={ S1 — B2 { S2 —— departures
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Figure 3.8: Tandem queueing network with three activities

Service times for activity j are i.i.d. random variables distributed exp(1;), where p; > 0
(j =1,2,3), and all services must be carried through to completion without interruption
once they have begun. External arrivals into class 1 follow a Poisson process with rate
A > 0, and there are no external arrivals into class 2.

As usual, “decisions times” are times at which either an external arrival occurs or
a service is completed. We assume that S1 processes class 1 jobs in the order of their
arrival without insertion of idleness. To specify the control policy used by S2, consider
a decision time ¢, and as in Section 2.3, let Z and 7i be the updated job count vector and
updated service count vector, respectively, at ¢. If S2 has a decision to make at #, meaning
that 7i; = i3 = 0, then S2 uses the following rule: begin a type 3 service (which will send
a class 2 job back to class 1) if 2, = 1, begin a type 2 service (which will remove a class
2 job from the network) if Z, > 2, and remain idle if Z, = 0.

For this network an adequate Markov state description is X () = (N(z),Z(t)), and the
unique empty state is x* = (0,0). The rule specified for S2 above ensures that Z; (¢) +
Z5(t) > 1 for all times ¢ after the first external arrival occurs. That is, the empty state
can never again be reached once there are any jobs in the system. One may argue that
this example is artificial, featuring a control policy rather obviously contrived to prevent
emptiness, but still the specified policy is non-idling and simply structured. Moreover,
it can be shown that the network is stable (meaning that the CTMC X with a suitably
restricted state space is positive recurrent) under the “obvious” load condition A < i A
U>. In Chapter 12, where the modeling framework includes a discrete time parameter, a
more subtle example will be presented in which emptiness is unachievable after a brief
initial period; see specifically Remark 12.19.

3.8 Markov representations with general state space

Perhaps the simplest non-trivial example of a stochastic processing network is the G/G /1
queueing system that was introduced in Section 1.5. If both the inter-arrival time distri-
bution and the service time distribution are exponential, then the buffer contents process
Z is a continuous time Markov chain, but that is no longer true if those distributions are
general. A Markov state description with general distributions is

x:=(z,u),
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where u = (up,u;) is a pair of “supplementary variables” that can be defined as follows
(this is not the only choice, as we explain below): ug is the time that will elapse before
the next arrival occurs, referred to hereafter as the remaining inter-arrival time; and u, is
the time that will elapse before the service currently underway is completed (with #; =0
by convention when z = 0, say), referred to hereafter as the remaining service time.

A similar augmentation can be used to obtain Markov state descriptions of more gen-
eral systems. Consider, for example, the single-hop system pictured in Figure 3.1, which
has two job classes and two servers, assuming for concreteness that jobs are scheduled
via the SBP policy that gives priority to class 2. With general inter-arrival and ser-
vice time distributions (as opposed to the exponential distributions that we originally
assumed), a Markov state description for that system is

x:=(n,z,u), (3.20)

where n = (nj,ny) is the service count vector as usual, z = (z;,z7) is the buffer contents
vector (or job count vector) as usual, and u is a four-vector that specifies the remaining
inter-arrival times for the two arrival processes and the remaining service times for each
of the services currently underway. (Various conventions are possible for matching class
designations to the remaining service time components of u, using information carried by
the vector #n, but that detail is irrelevant for current purposes.) That is, the corresponding
State process

X = {(N().Z().U (1)) 1 > 0}

is Markov, but because the components of U(¢) take values in a continuum, X is an
example of a Markov process with a general (non-discrete) state space. Indeed, X falls in
a category that Davis (1984) called piecewise deterministic Markov processes (PDMPs).

The foundational theory for Markov processes with general state space is consid-
erably more complex than that for Markov chains. For example, instead of positive
recurrence, which has a straight-forward and elementary definition in the discrete state
setting, one must use the more recondite notion of positive Harris recurrence in the gen-
eral state setting. For that reason, and given the approximation theorems that are cited in
Appendices D and E (specifically, the phase-type approximation theorem cited in Sec-
tion D.8 and the MArP approximation theorem cited in the preamble to Appendix E),
we have chosen to focus in this book on settings where Markov chain models can be
employed.

Several additional comments are in order. (i) The fluid model approach to stabil-
ity that will be developed in later chapters applies with equal ease to the general state
setting, if one is willing to accept certain well-known sufficient conditions for positive
Harris recurrence. Dai (1995a) and Bramson (2008) undertake just such an analysis for
multiclass queueing networks with general distributions. (ii) For some service policies,
such as global FIFO (see the last example in Section 3.3), a general state space is still
needed to properly describe the system’s dynamics even when all underlying distribu-
tions are exponential. (ii1) We have described the components of u in (3.20) as remaining
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inter-arrival times and remaining service times. Such a state, while well defined mathe-
matically, may not correspond to what is observable by a system manager. Alternatively,
one can define the components of u as the “ages” of the arrival processes and of the on-
going services, that is, the time that has elapsed since the last arrival into each buffer and
since the start of each service that is currently underway. The resulting theory is similar.

3.9 Sources and literature

An important special class of queueing networks (see Section 2.6 for a general defini-
tion of that term) are open Jackson networks, the theory of which was developed in the
pioneering paper Jackson (1957). Open Jackson networks are defined by the following
two restrictions, in addition to the assumptions that define a queueing network. First,
there is a one-to-one correspondence between job classes and server pools; that is, [ = K
and each server pool processes jobs from just one buffer. Second, all external arrival
processes are Poisson, and all service time distributions are exponential. Thus, for a
Jackson network the buffer contents process Z = {Z(¢),r > 0} is a CTMC. Under the
standard load condition that will appear later as (5.1), Jackson proved the positive re-
currence of Z by explicitly constructing a stationary distribution. (Theorem D.17 shows
that existence of a stationary distribution implies positive recurrence.) Motivated by ap-
plications to computer systems and communication networks, there was an explosion of
research in the 1970s extending this approach to more general queueing networks. Two
important papers in that stream are Baskett et al. (1975) and Kelly (1975), the content
of which is summarized in the influential book by Kelly (1979). In additon to covering
the classical theory, Serfozo (1999) covers work that appeared in the following twenty
years, including some for models falling outside the queueing network framework.

The definition of a generalized Jackson network is the same as that of an open Jack-
son network except that service time distributions are allowed to be general (that is, not
necessarily exponential) and inter-arrival time distributions for external arrival processes
are also general. Such models can be studied in the setting of Section 3.8, where sta-
bility is defined as positive Harris recurrence of the ambient Markov process, the state
space of which may be non-discrete. Borovkov (1986) proved stability of a generalized
Jackson network in that sense, given the standard load condition referred to above, when
all service time distributions and inter-arrival time distributions satisfy a strong Cramér
condition. That condition essentially means that the tails of the interarrival time and
service time distributions are asymptotically exponential. In particular, it implies that all
such distributions have finite moments of all orders. Borovkov’s strong condition was
subsequently relaxed in independent work by Sigman (1990) and by Foss (1991). Meyn
and Down (1994), retaining Borovkov’s strong assumption on service times, were able
to achieve stronger stability results, and their proofs used Lyapunov functions and newly
developed stability criteria of Foster-Lyapunov type for Markov processes with general
state space; see Meyn and Tweedie (2009) for an account of the latter theory. Compared
with Jackson’s short, elegant proof, the proofs in these papers are highly complex. The
fluid methodology developed in Dai (1995a) and recapitulated in this book covers the
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generalized Jackson network as a special case; see Corollary 8.19.
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4

Extensions and complements

The first two sections of this chapter describe alternative model assumptions that gen-
eralize or extend the SPN formulations developed earlier in Chapter 2. Sections 4.3 -
4.5 concern network models with processor sharing, which can only be treated within
our SPN framework after a standard model transformation. Section 4.6 describes two
attractive control policies for queueing networks, and Section 4.7 identifies a family of
specially structured models called “parallel-server systems,” which have been the subject
of numerous studies in recent years.

Section 4.8 discusses several alternative models of a small-scale example, thereby
introducing the family of fork-and-join networks. That discussion also serves to illumi-
nate some modeling issues that frequently arise in SPN applications. Finally, Section
4.9 provides brief comments on sources and literature.

4.1 Markovian arrival processes

Consider an SPN that satisfies Assumption 2.1 (baseline stochastic assumptions), operat-
ing under a control policy such that Assumption 3.1 (Markov representation) also holds.
Part of the former assumption says that components of the external arrival process E are
independent Poisson processes, and part of the latter assumption says that the network
processes N and Z can be embedded in an irreducible CTMC called the ambient Markov
chain, here denoted Xy = {Xo(r),# > 0}, with generic state xp € Zp. (The reason for
using a subscript zero in this notation will become apparent shortly.) When we say that
N and Z can be “embedded” in Xy, this means there is a projection function fj such that

(N(1),Z(1)) = fo(Xo(r)), t>0. 4.1)
Assumption 3.1 also ensures the existence of an “empty state” xj; € 2o such that
Sfo(xp) = (0,0). 4.2)

Now consider that same model modified in just one regard, as follows: E is a
Markovian arrival process (MArP), as defined in Appendix E, whose arrivals-regulating
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Markov chain (ARMC) Y = {Y (¢),t > 0} has generic state s € .. In this setting Xy may
no longer have the Markov property when considered in isolation, and hence (4.1) may
not provide a Markovian embedding. Rather, it is now natural to consider the augmented
ambient Markov chain X := (Xp,Y ) with generic state x = (xo,s) € 2" := 2o x .. (Note
that the dynamic behavior of Xy depends on that of Y, but not vice versa.) To embed N
and Z in X we can define a projection function f : 2~ — Z’_ x Z!_ by setting

f(X(),S) = f()(X()), (4.3)

so that
JX() = foXo(t)) = (N(1),Z(1)), t>0. 4.4)

Having successfully developed the embedding (4.4), let s € .% be any state of the
ARMC and define x* := (x§,s). Then x* € 27, and moreover f(x*) = (0,0) by (4.2)
and (4.3). Thus x* is an empty state for the augmented ambient Markov chain X. We
conclude that X may have multiple empty states in the MArP setting, one for each state
s of the ARMC Y.

To verify that the augmented ambient Markov chain X satisfies Assumption 3.1, it
must be shown that X is irreducible. Following the construction in Section 3.7, one
sufficient condition for irreducibility is existence of at least one empty state x* that is
reachable from any other state; under mild restrictions on the system manager’s control
policy, it can be shown that this is indeed the case.

Finally, in terms of generalizing the fluid model methodology to be developed in
Chapter 6, the only characteristic of the Markovian arrival process that will be used in
stability analysis is the vector A of long-run arrival rates that appears in the associated
SLLN, which is part (a) of Proposition E.7.

4.2 Alternate routing with immediate commitment

In Section 1.4 we introduced “alternate routing” decisions by means of an example,
pictured in Figure 1.3, in which one of the two arrival streams feeds into buffer 3, and
those class 3 items can be processed by either server 1 or server 2; the routing decision
(that is, which server will process the item) can be postponed until processing is actually
to begin. That model fits neatly within the basic SPN framework laid out in Section 2.3.
Consider now the alternative model pictured in Figure 4.1, which is identical in all
regards except that the routing decision must be made at the moment of arrival. In
many applications, including the task allocation problem described later in Chapter 11,
this requirement of “immediate commitment” is realistic, but it cannot be captured in
the framework of Section 2.3. We therefore develop in this section an “augmented”
SPN formulation whose only added feature is its allowance of alternate routing with
immediate commitment. The development applies equally well to either the basic SPN
model formulated in Section 2.3, or the relaxed model in Section 2.4; in that sense, this
section formulates augmented versions of both the basic and relaxed SPN models.
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Figure 4.1: Alternate routing with immediate commitment

In our augmented formulation there are external arrivals from several different sour-
ces, and arrivals from any given source must be immediately directed into one of several
acceptable buffers. For the example pictured in Figure 4.1, “source 17 arrivals are simply
the external arrivals into class 1 that featured in our original example. “Source 2” arrivals
are the ones that can be directed to either of the two servers. Formal representation of
this system requires that we create two different buffers in which source 2 arrivals may
be stored, depending on how they are routed. That is, in the formal representation of the
example we create two distinct item classes, identified as class 3 and class 4 in Figure
4.1, and each source 2 arrival is immediately converted to one of those two classes.

Formal development of the augmented SPN model proceeds as follows. First, re-
call that our buffers (or item classes) are indexed by i € .#. Instead of viewing the
I-dimensional arrival process E as primitive, we now take as primitive an L-dimensional
process U = {U(t),t > 0} of uncommitted arrivals. (Components of U correspond to
the different “sources” referred to above.) Hereafter let £ := {1,...,L}. In the obvious
way, part (a) of Assumption 2.1 (baseline stochastic assumptions) is replaced by the fol-
lowing: the uncommitted arrival processes Uy, . .., U; are independent Poisson processes
with strictly positive arrival rates vy,...,Vy. From that we have the following strong law
of large numbers for uncommitted arrivals : with probability one, for each ¢ € .Z,

1
;Ug(l‘) —V; ast — oo, 4.5)

Less restrictively, one can allow U to be an arbitrary Markovian arrival process (MArP);
see Section 4.1 and Appendix E. In that case, by part (a) of Proposition E.7 (the SLLN
for a MATP), there exists a vector v = (Vy) such that (4.5) continues to hold; equations
(E.5) and (E.6) express the vector v of long-run arrival rates in terms of MArP data,
but using notation that conflicts badly with the notation of this section, and equation
(4.18) below provides an alternative, less explicit expression for v. Stability analysis is
largely the same as in the case where uncommitted arrivals follow independent Poisson
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processes, except that one must use a more comprehensive Markov representation of the
system state (see below for elaboration).

In addition to the data and assumptions related to uncommitted arrivals, there is given
an L x I source-buffer matrix G = (Gy;) whose entries are zeros and ones that specify
the buffers to which uncommitted arrivals can be directed at the moment of their arrival.
That is, the system manager can direct an arrival from source ¢ to any buffer i such that
Gy = 1, and he or she must direct that arrival to one of those buffers without delay.
Mathematically, this can be formalized by requiring that the system manager specify, as
part of his or her chosen control, an L x I matrix-valued process V = {V(t),t > 0} with
components V;(¢) that are non-decreasing, right-continuous, integer valued, and further
satisfy the following:

Vi(()=0if G4 =0 and Y V(1) =U(r) forall{ € £ and > 0. (4.6)
i€y

One interprets Vj;(f) as the cumulative number of arrivals from source ¢ that are routed
to buffer i over the time interval [0,¢], and we define the /-dimensional process E of
class-level external arrivals in the obvious way:

Ei(t)=) Vu(r) forallie # ands>0. 4.7
le?

An admissible control is now a pair (V,7), where V has the properties specified
immediately above and 7 satisfies the restrictions laid out in Section 2.3. (Note that the
restrictions on 7 are expressed in terms of E, which is expressed in terms of V.) Our
previous formulation corresponds to the special case where L = I and G is the identity
matrix.

MATrP arrivals. In all future discussion of alternate routing with immediate commit-
ment, we take the uncommitted arrival process U to be a MATrP, as in Section 4.1, because
that added generality is important for the model’s application to task allocation in data
centers, on which we focus in Chapter 11. Accordingly, we impose the modified version
of Assumption 3.1 where (3.1) is replaced by (4.4), plus Assumption 3.8 as before; those
assumptions guarantee the existence of a Markov representation with certain properties.
The arrivals-regulating Markov chain underlying U is denoted Y = {Y(¢), > 0}, and
the (finite) batch space for U is denoted A, as in Appendix E.

Simply structured routing policies. Also, attention is restricted hereafter to simply
structured routing policies, which means the following: if 7 is an arrival time for the
uncommitted arrival process U, and the jump of U at that time is AU (¢) = 0, then the
corresponding jump of the routing process V is

AV(t) =g(Z(t—),9), (4.8)
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where g : Z, x A — ZEFXI is a policy function satisfying

gi()=0ifGy=0 and Y gu(z,6)=§ forallz€Z andS€A. (4.9

icy

Of course, (4.9) is necessary for the simply structured policy to satisfy (4.6). In
words, (4.8) means that the allocation of new arrivals to job classes depends only on the
buffer contents vector immediately before the arrival event and the composition of the
arrival batch.

For the proof of the following proposition, readers are reminded that (4.4) is as-
sumed to hold for some function f, where X = {X(¢),7 > 0} is an ambient CTMC. This
proposition will be used later in the proof of Corollary 5.5, which sets the stage for our
analysis of task allocation models in Chapter 11. (Specifically, Corollary 5.5 is cited in
the proof of Lemma 11.2).

Proposition 4.1 (SLLN for class-level arrivals). Consider an SPN with alternate routing
and immediate commitment. Under the assumptions stated above, and further assuming
the SPN is stable (that is, the ambient Markov chain X is positive recurrent), there exists
a matrix ¢ € RE! and a vector A € R such that

.1 1
P{tlgg;v(t) :¢} —1 and P{tlgrolo;E(t) :/1} ~1. 4.10)
Moreover,
¢ =0 ifGi=0, Y ¢u=v forallle L, (4.11)
ics
and
A=Y ¢u foralie 7. (4.12)
e’

Proof. Fix a state x € 2. Define T,” := 0, t{") := inf{r > 0: X (r) # x}, and for n =
1,2,...,

7" =inf{r > 1"V X (1) =x,

™ =inf{t > T : X (1) # x}.

Define ¢, := Tx("> forn=0,1,.... Because X is positive recurrent by hypothesis, o, < o
almost surely for each n, and moreover, 0 < E(0,4+; — 0,) <ooforalln=1,2,.... By
the strong Markov property of X (Theorem D.13) and Corollary D.14, the sequence

{Gn—Gn_1, (X(s),cn_l §S<O'n) ‘n= 1,2,...}

is i.i.d. Recall from Section 4.1 that the arrival process {U(t),t > 0} is generated using
an arrivals-regulating Markov chain Y, which is a component of the CTMC X, plus some
Poission processes that are independent of X. Therefore, the sequence

{o,, G, ((Z(s),U(s) —U(6, 1)), 001 <5< an) n=12,... } isiid. (4.13)
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Forn=1,2,..., define

n(n) := 6, — 6,1,
&(n) :=V(0n) = V(0u-1),
E(n):=U(oc,) —U(0p—1).

It follows from (4.13) and (4.8) that the sequence

{(n(n),&(n),¢(n)) :n=1,2,... } isiid.

Thus, by the strong law of large numbers, with probability one,

tim & — tim Z=10 g 1)) — By (01) < @.14)
tim Y1) _ i L2180 _ g 1)) — g, v(01), (4.15)
tim 19 — i 22180 _ g 1) — 001, (4.16)

Foreachr > 0, let n(t) :=sup{n > 0: 06, <t}. In words, n(r) is the number of re-entries
into state x that occur over the interval [0,7]. Thus {n(),r > 0} is a piecewise-constant,
right-continuous process, and

Ou(r) <1 < Op(r)41-

Fixing ¢ for the moment and setting n := n(t) to compactify notation, it follows that

(4.17)

n V(o 1 1 1 n+1V(o,
() _ V(0,) < -V(t) < —V(0ps1) = (Oni1)
Op+1 N On+1 t On On n+1

Because (4.14) holds, n = n(t) — e with probability one as t — co. Therefore, it follows
from (4.14), (4.15), and (4.17) that, with probability one,

o1 _ Ey(V(o1)) |
fm VO =—F6n

=9.

This proves the first part of (4.10). Then defining A in terms of ¢ via (4.12), the second
part of (4.10) follows from the definition (4.7) of E. Using (4.14), (4.16) and a pair of
“bracketing” inequalities similar to those in (4.17), one obtains, with probability one,

1 E«(U(o1)) .

lim-U(t) =

= 4.18
Jim RCIREL (4.18)

which is the strong law of large numbers (4.5) for the Markovian arrival process U.
Finally, (4.11) follows from (4.6), (4.10), and (4.5). O
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Figure 4.2: Four-server network with alternate routing and immediate commitment

A more elaborate example. Before concluding this section, it may be helpful to pro-
vide a second, slightly more elaborate example of alternate routing with immediate com-
mitment. Figure 4.2 portrays a four-server network in which source 1 arrivals can be
directed to either buffer 1 or buffer 3. In the former case they will be processed first by
server 1 and then by server 2, perhaps with intermediate storage, and in the latter case
they will be processed first by server 3 and then by server 4. In similar fashion, source
2 arrivals must be committed to one of two routes upon arrival: either server 1 followed
by server 3, or else server 2 followed by server 4. The point illustrated by this exam-
ple is that an initial routing decision may not only commit the new arrival to immediate
processing by a particular means, but also constrain or dictate subsequent processing
options for that arrival.

4.3 PS networks

We consider in this section a family of models defined by three features: relaxed control
(see Section 2.4), which includes the assumption of single-server pools; a unitary net-
work structure (see Section 2.6); and a processor sharing service discipline (see below).
These will be called processor sharing networks, or PS networks for brevity. A simple
example of a PS network is the classical processor sharing queueing model introduced
by Kleinrock (1967), which was mentioned briefly in Chapter 2 (see Section 2.5) and
will be discussed again at the end of Section 4.4.

Recall that in a unitary network we have J = I (just one processing activity per job
class), and B is the I x [ identity matrix. This means that activity i processes (only) jobs
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of class i, and there is no other way to process those jobs. Accordingly, both service
types and job classes will be indexed in this section by i € .#. Columns of the K x [
capacity consumption matrix A may have more than one positive entry, meaning that
more than one server may be involved in processing any given job class.

The unitary network assumption further stipulates that jobs change class in Marko-
vian fashion after completing service. As in Section 2.6, we denote by P = (F;;) the
I x I routing matrix, assuming P to be substochastic and transient (that is, P* — 0 as
n — o0); one interprets F;; as the probability that a class i item or job, upon completion
of its service, next becomes a class j item or job, independent of all previous history.

Processor sharing service discipline. In queueing theory the term “service discipline”
refers to the order in which servers process jobs or customers. Two familiar examples
are first-in-first-out service and last-in-first-out service. Processor sharing (PS) is yet
another service discipline, and it actually contradicts certain assumptions of our relaxed
SPN model formulation in Section 2.4. For that reason the following paragraphs provide
a complete and self-contained description of relaxed control with processor sharing.

First, each time a service is completed and a job changes class, its next service is
opened immediately, and in similar fashion, the service of each external arrival is opened
immediately after its arrival. Thus, at each time ¢, rather than having at most one open
service of each type, the number of open services of any type i equals the number of jobs
occupying buffer i.

Decision times are as described in Section 2.4, and in the current model the updated
service count vector 71 and updated job count vector Z (these quantities were originally
defined in Section 2.3) are identical at every decision time. At each decision time ¢ we
have

B =h(2), (4.19)

where B is the I-vector of service rates for different job classes going forward from 7,
and & : Zﬂr — Ri is a policy function that satisfies the capacity constraint

Ah(-) <b. (4.20)

Finally, for each i € .#, the service rate or service effort f§; at any given time is divided
equally among the type i services that are then open; expressing that in slightly different
words, one may say that the total service effort devoted to class 7 jobs at any given time
is divided equally among the class i jobs then in the system.

To repeat, the family of network models described above (that is, unitary networks
with relaxed control and processor sharing) will be called PS networks for brevity. PS
networks do not fit within the relaxed SPN framework developed in Section 2.4, because
in that formulation the system manager cannot open a new service of any given type
until previously opened services of that type have all been completed. However, given
our assumption that service time distributions are of phase-type (see Assumption 2.1),
the following will be explained in Section 4.4 below: a PS network is equivalent in a dis-
tributional sense to another SPN model that meets all of our standard assumptions (that

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

4.3 PS networks 75

is, the assumptions imposed in Sections 2.1, 2.2, and 2.4), and hence can be analyzed
using the methods developed in this book.

Markov representation. To specify a PS network in mathematical terms, one can
adopt the relatively simple Markov state description

n = (Ni(s;),si € F,i € .5), (4.21)

where 7;(s;) is the number of type i services currently open whose service regulating
Markov chain is in service phase s; (i € .#,s; € .%;); this is a simplified version of the
Markov state description (3.13)-(3.14) that was adopted in Section 3.5. In the current
context, one can describe N as a vector of refined job counts, taking the view that jobs
are sorted into a large number of refined job classes, each refined class corresponding
to a different (i,s;) pair. As noted earlier in (3.15), one can extract from 1 the vector
n of service counts, which is equivalent in the current model to the vector z of buffer
contents. That is,

ni==z2= ZS,'E'.%‘ TIi(Si), i€Jg. (422)

In the obvious way, we denote by 1 = {n(¢),# > 0} the vector process of refined job
counts in our PS model, and denote by n;(s;,#) its (i,s;)th component process. Thus
(4.22) can be rewritten in process terms as follows:

Ni(t) =Zi(t) =), Mi(si,t), i€ .7,1>0. (4.23)

We assume that the buffer contents process Z is observable, but not that 7 is, noting that
the service rate vector 3 in (4.19) depends on the current state 1) only through z.

Now consider an arbitrary time ¢, denoting by 7 the corresponding system state, and
by B the vector of service rates determined at the decision time immediately preceding
t. Also, let B;(s;) be the portion of f3; that is allocated to class i jobs undergoing service
phase s;, or equivalently stated, the portion of f; devoted to refined job class (i,s;). The
PS service discipline dictates that

B i 7> 0,
i(Si) = ! 4.24
Pitsi) {0 if z;=0. ( )

That is, in our PS model the total service rate f3; is divided among the refined job classes
(i,s:),s; € S, in proportion to their current population sizes 1;(s;),s; € -%;. But beyond
that, the PS service discipline further dictates that the allocation f;(s;) be divided equally
among the 7;(s;) individual jobs that currently have the refined class designation (i,s;).

Defining stability for a PS network. As noted earlier, a PS network is not an SPN as
we have defined that term in Chapter 2, because in a PS network two or more jobs of a
given class can receive service simultaneously, which is not allowed in our relaxed SPN
formulation. Strictly speaking, then, the definition of SPN stability in Section 3.1 does
not apply to a PS model, but we can and do adopt the following essentially identical
definition.
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Definition 4.2. A PS network is said to be stable if the CTMC 1 defined by (4.21) is
positive recurrent.

4.4 Equivalent head-of-line model for a PS network

Continuing discussion of a PS network, let us consider now the stochastic evolution of
its ambient Markov chain 1. The crucial observation is the following: the transition
intensities that comprise the generator matrix for 17 remain the same if we assume that
all of the service effort allocated to a particular refined job class is devoted to just one of
the jobs having that refined class designation. The justification for this claim is twofold:
first, the duration of any particular service phase s; for any particular job class i is by
definition exponentially distributed; and second, the minimum of ¢ independent random
variables, each exponentially distributed with mean ¢/m, is exponentially distributed with
mean 1.

Hereafter we focus on an alternative model that is identical to the PS model except
for the following: the service effort allocated to each refined job class is devoted entirely
to the job of that refined class which first made the transition to its current service phase.
Imagining that jobs of each refined class form a line in the order to their arrival, the
alternative model can be described as one in which service effort is allocated within
each refined class on a head-of-line (HL) basis, or oldest-service-first basis. As noted in
the previous paragraph, this alternative model gives rise to an ambient Markov chain 7,
where 7);(s;,¢) is the number of jobs in refined class (i,s;) at time ¢z, that has the same
generator matrix as the Markov state process 7 for our original PS model.

Hence, 7} and 1 have the same distribution when their initial conditions (that is, the
distributions of their initial processing variables) are identical. Hereafter, we use the term
equivalent HL model, or EHL model for brevity, when referring to the alternative head-
of-line model introduced immediately above, and also when referring to the associated
Markov chain 7}. Both processes and parameters associated with the EHL model will be
denoted with tildes.

Conformance with the relaxed SPN formulation. To establish that the EHL model
satisfies all the assumptions of our relaxed SPN formulation (Section 2.4), it will be
helpful to describe it in slightly different terms, introducing a modest amount of addi-
tional notation for that purpose. Recall from Appendix D.8 that the phase-type service
time distribution for any job class in our original PS model is characterized by a triple
(p,7,P), where p is an initial distribution over transient service phases, v is a vector
of exit rates from transient service phases, and P is a Markov transition matrix among
transient service phases. In this section the service time parameters for a particular class
i € .7 in the original PS model will be denoted (p’, ¥, P'). In contrast, the letter P with
no superscript will denote hereafter the routing matrix for our original PS model; that is,
P;j is the probability that a class 7 job transitions to class j after completing all phases of
its class i service.
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In the EHL model we have a finite collection € of refined job classes. That is, each
¢ € € corresponds to a pair (i,s;), where i € .# and s; € .%;; we shall write ¢ = (i,s;)
when it is necessary to speak explicitly about that correspondence. External arrivals into
refined classes ¢ € € occur according to independent Poisson processes, and we denote
by A (c) the external arrival rate into refined class c; of course, one may have A (c) = 0 for
some ¢ € €. Service times for jobs of refined class ¢ are exponentially distributed with
mean (c) > 0, and jobs switch from one refined class to another in Markovian fashion
after completing service. We denote by P = (f’(c, d)) the associated routing matrix.

The Poisson arrival rates 1(c) for our EHL model are derived from the external
arrival rates A; in the original PS model, plus the initial distributions p’ for that model’s
phase-type service time distributions, and the mean service time 77(c) are derived from
the exit rates 7. Specifically, if ¢ = (i,s;), then A(c) = A;p'(s;) and /i(c) = 1/¥(s;). The
routing probabilities P(c,d) for the EHL model are similarly derived from the initial
distributions p', the phase-transition matrices P’, and the routing matrix P of the original
PS model as follows: for ¢ = (i,s;) and d = (j,s;),

Ble,d) — L T 505) i=, (4.25)
’ (1= Eges P(sis)) P )p!(s;)  ifi# J. '

The factor I —} yc o Pi(s;,5}) is the probability that completion of service phase s; for a
class i job actually completes the entire service of that job. The term P(i, j)p/(s;) is the
probability that this completed class i job becomes a class j job next, and that its service
begins in phase s;. The substochastic matrices P'....,P! and P are all transient, and it
follows from this that P is transient as well. The resource consumption matrix A for the
EHL model is given by Ay = Ay; for each server k € %" and each refined class ¢ = (i, 8i)
withi € % and s; € .7 (i).

To establish conformance with assumptions of our relaxed SPN formulation, one
must identify as “decision times” in the EHL. model all times ¢ at which either an external
arrival occurs or a service phase is completed, because the service rate allocations to
different refined job classes generally change at those times. Let us agree to call these
refined decision times for the EHL model.

We denote by ](c) the number of jobs occupying refined job class ¢ in the EHL
model immediately after a refined decision time ¢, that is, after the refined job counts
have been updated to reflect external arrivals, silent transitions among service phases,
and service phase completions resulting in either departures from the network or tran-
sitions from one job class to another, but before they have been updated to reflect new
service starts. This use of a hat to denote an updated quantity immediately after a refined
decision time follows a practice that originated in Section 2.3, but it should be noted that
here 7] (-) denotes an updated version of the EHL phase count vector fj(-), rather than an
updated version of the original PS phase count vector 7 ().

A control policy for the EHL model is specified by a refined decision function h that
determines service rate allocations going forward from ¢, and it will be defined in terms
of the decision function # that is inherited from the original PS model. In preparation,
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we set
Zi= Y fic) forie.?, (4.26)
ceF (i)
where %(i) is the set of all ¢ € € such that ¢ = (i,s;) for some s; € .%;. Thus Z; is the
number jobs in our original “unrefined” class i immediately after the refined decision
time referred to above.

To write out the EHL policy function 7 in terms of &, we shall take as given an
updated phase count vector 7] = (ﬁ(c),c €w ) and define a corresponding vector f§ =
(B(c),c € %), finally setting (7)) = B. Specifically, we define 2 in terms of A} via (4.26),
set B = h(2) as in (4.19), and then define B(c) via the following obvious modification of

(4.24) for ¢ = (i,s;):
- B it 2 >0,
= i 4.27
B(C) {0 if Z;=0. ( )

Equation (4.27) expresses in mathematical form the EHL service mechanism that was
described verbally earlier. With its policy function / defined in this way, the EHL model
conforms to all structural requirements of the relaxed SPN formulation in Section 2.4,
and its stochastic elements (Poisson arrivals, exponential service time distributions, and
Markovian switching between refined job classes) satisfy our baseline stochastic as-
sumptions (Section 2.2) as well.

Equivalent load vector computations. To repeat, job classes in the EHL. model have
the form ¢ = (i,s;), where i € . and s; € .%;. The number of such classes is

I= ¥ #7).

i€y

where #{-} denotes the number of elements in a finite set. The EHL model is a unitary
network, as defined in Section 2.6, having I classes and an equal number of processing
activities. In the paragraphs above we have specified the following data for this unitary
network, expressing each in terms of data for the PS network from which it was derived:
an I-vector A of external arrival rates, a K x [ capacity consumption matrix A, an [ x [
routing matrix P, and a mean service time 7i(c) for each class c. Let us now define an /-
dimensional diagonal matrix M by analogy with (2.41), and let p be the K-dimensional
load vector for the EHL model, as defined in Section 2.6. Then formulas (2.40) and
(2.38) together give

p=AMd&, where a=(I—P)'A. (4.28)

In similar fashion, one can define a load vector p = (py, ..., px)’ for the original PS
network by setting

p=AMa, where a=(—P) ' (4.29)
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Components of the vector p in (4.29) are interpreted as in Section 2.6, namely, py, is the
total amount of service effort required from server k per time unit, expressed in units like
server-hours per hour. Of course, Py has that same interpretation in the EHL. model, so
the following proposition is “obvious” in a sense; its formal proof simply confirms that
no mistake has been made in the development to this point.

Proposition 4.3. p = p.

Proof. From the definition (4.28) of the total arrival rate vector &, one can verify that
the column vector (&(i,s;),s; € . (i)) is given by

1

o;(1—(P)) p.
Thus
Pe=Y Au Y, alis:)/Y(s)
i€s  s5;i€7(i)
. iy —1 N
= Z Ao [dlag(y’)} (I— (P’)') P
ics
= Y Awcim; = py,
i€y
where e is a column vector of ones and the second equality follows from (D.41). O

Two equivalent notions of stability. Having established that the EHL model is a re-
laxed SPN, as that term was defined in Section 2.4, we can and do define stability of the
EHL model as in Section 3.1. However, the following equivalence is immediate from
the fact that 1 (the ambient Markov chain for our original PS model) and 7} (the ambient
Markov chain for the corresponding EHL. model) have the same generator, and hence
have the same recurrence classification.

Proposition 4.4. A processor sharing network is stable in the sense of Definition 4.2 if
and only if its equivalent head-of-line model is stable in the sense of Definition 3.6.

Classical processor sharing queue. In the final paragraphs of Section 2.5, mention
was made of the processor sharing (PS) queueing model introduced by Kleinrock (1967).
In it one has a single server and independent Poisson arrivals into each of I different
customer classes, each of which has its own phase-type distribution of service times.
At each time ¢ > 0, the server divides its capacity equally among all jobs present in the
system, so Kleinrock’s model is a special case of the general PS network formulation
propounded in Section 4.3.

Its corresponding EHL model has routing among a number of refined customer
classes (typically the number of them is larger than ), each of those refined classes
has an exponential service time distribution, the server divides its capacity among the
refined classes in proportion to their population sizes at any given time, and the service
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rate allocated to any one refined class is all directed to the oldest member of that class
present. This service discipline is called head-of-line proportional processor sharing
(HLPPS); see Section 4.6 for further discussion.

4.5 Bandwidth sharing networks

We consider in this section a class of stochastic processing networks that generalize the
bandwidth sharing (BWS) example presented in Section 1.4. These bandwidth sharing
networks are primarily of interest for modeling the dynamic behavior of Internet flows,
in which context they are also called connection-level models or flow-level models. The
standard BWS model is introduced below. It is a single-hop special case of a PS network,
as described in Section 4.3, having [ different job classes, J = I processing activities
or service types (that is, a one-to-one correspondence between job classes and service
types), and K distinct servers or processing resources.

In the canonical application to Internet modeling, the “servers” represent links of a
communication network, ‘“jobs” represent files requiring transfer over one or more of
those links, and the “route” of a job is by definition the set of links used to transfer it
from its point of origin to its ultimate destination. (Thus the word “route” is used to
mean a collection of “servers” throughout this section, which is different from the mean-
ing ascribed to the word in Section 2.6 and elsewhere in this book.) By assumption, a job
(or the file it represents) is transferred over all links on its route simultaneously, with-
out intermediate buffer storage, so the execution of a “service” (that is, a file transfer)
requires simultaneous capacity allocations on each of the links that constitute the route
for that job. This simultaneous resource possession is the model’s salient feature, and
the assumption of simultaneous transfer over all links on the route, without intermediate
buffering, is what gives the model its single-hop character.

In the standard BWS model described below, each job class has a unique associated
route. One may also consider more complex models with multi-path routing, in which
there may be more than one route available for serving jobs of any given class, and hence
a many-to-one relationship between service types and job classes; see Section 4.9.

The standard model. The standard BWS model is a special case of the PS network
formulated in Section 4.3. As stated above, it is a single-hop model, meaning that jobs
simply leave the system when their one service is complete. It should be emphasized,
however, that the “equivalent head-of-line model” introduced below is not single-hop.
There are jobs of classes 1,...,/ that arrive according to independent Poisson pro-
cesses at rates Aq,...,A;, and each class i arrival has a size that is drawn from a class-
specific distribution with mean m; > 0 (i = 1,...,I). The job sizes for the different
classes form / mutually independent sequences of independent and identically distributed

(i.i.d.) random variables. In the usual way, let w; :=m; ' (i =1,...,I). We assume the
job size distribution for each class to be of phase type.
The system’s processing resources are links numbered 1,. .., K, which have capaci-
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ties by, ..., bk, respectively; the significance of link capacities will be explained shortly.
The processing of a job is accomplished by allocating a flow rate to it over time: a job
departs from the system when the integral of its allocated flow rate equals its size. In
general, the processing of a job consumes the capacity of several different resources si-
multaneously, as follows. There is given a non-negative K x I matrix A = (Ay;), and each
unit of flow allocated to type i jobs consumes Ay; units of link k capacity (k € #" and
i € ). Thus, denoting by f = (By,..., )’ the vector of total flow rates allocated to the
various job classes at a given time, Af is the corresponding capacity consumption vector.
It follows that B must satisfy the capacity constraint AR < b = (by,...,bg)". Hereafter
we use the terms “capacity allocation” and “flow rate allocation” interchangeably.

Job sizes are measured in units like megabytes, so flow rates and link capacities are
expressed in units like megabytes per second, and the capacity consumption rate A;; is
positive or zero depending on whether link & is or is not part of the route used by jobs
of class i. One naturally thinks in terms of the case where elements of A are binary (that
is, Ax; = 1 if link k is part of the route used by class i jobs, and Ay; = 0 otherwise), but
imposing that restriction does not actually simplify analysis of the model.

In the model description above, we have denoted by f3; the total flow rate allocated to
class i jobs at a particular time, without regard to how that allocation is divided among
individual jobs. To resolve that ambiguity, an equal sharing rule is assumed hereafter,
which means that the class i flow rate allocation is divided equally among all class i jobs
present. This assumption is standard in the literature, and it corresponds at least roughly
with actual practice in Internet flow management. As stated earlier, our standard BWS
model is therefore a special case of the PS network formulation in Section 4.3. Because
the BWS model is single-hop, its I x I routing matrix contains only zeros.

Equivalent head-of-line model. From the development in Section 4.4, we know that
the standard BWS model described above is equivalent to a head-of-line model that
satisfies all the assumptions of our relaxed SPN formulation (Section 2.4). There are
two steps involved in the transition from our original model to the equivalent head-of-
line (EHL) model: first, we describe system state in terms of refined job classes, and then
we convert from equal sharing to head-of-line capacity allocation within each refined job
class. The job count process Z of the original BWS network has the same distribution as
an aggregated job count process Z for the EHL model; each component of Z is a sum of
job counts in refined classes (i,s;) that have a common first component, as in (4.26). As
noted in Section 4.4, the EHL model is a unitary network.

4.6 Queueing networks with HLSPS and HLPPS control

Hereafter we use the term “relaxed queueing network™ to mean a queueing network
model, as defined in Section 2.6, subject to relaxed control, as defined in Section 2.4.
It is a requirement of our relaxed SPN formulation that such a network have single-
server stations, and as before we denote by .# (k) the set of buffers (or job classes) that

To be published by Cambridge University Press. (©J. G. Dai and J. Michael Harrison 2019



82 Extensions and complements

are processed by server k € Z. We introduce in this section two examples of relaxed
queueing networks, the stability of which will be studied later in Sections 8.4 and 8.2,
respectively.

HLSPS control. One type of relaxed control policy is identified by the phrase head-
of-line static processor sharing (HLSPS). Here the word “static” contrasts with the “dy-
namic” sharing of server capacity that occurs under the HLPPS policy below. Associated
with each HLSPS policy is a proportion vector y = (V1,..., %) > 0 that satisfies

Y vn=1 (4.30)

icd (k)

for each server k. When the network operates under such a policy, all nonempty buffers
simultaneously receive service. Specifically, job class i € .# (k) receives a fraction ¥; of
pool k capacity. Thus the service rate received by class i is by 7.

In accordance with the definition of a simply structured relaxed control policy (Sec-
tion 2.4), all of this service goes to the oldest job in buffer i when the buffer is nonempty.
(The term “head-of-line” derives from imagining jobs in each buffer as lined up in the
order of their most recent arrival to that buffer, so the oldest job in a buffer is the one
at the head of the line.) When buffer i is empty, the capacity allocated to that class is
lost (wasted) by assumption. A special case of interest is the egalitarian HLSPS policy,
which has ¥ = y; whenever classes i and j are processed by the same server.

To describe this relaxed control policy in mathematical terms, one can say that the
vector f3 of class-level service rates going forward from a decision time 7 is 8 = h(2),
where 7 is the updated buffer contents vector as usual, and the policy function 4 is defined
as follows: for each k € % and i € .Z (k),

bk'}/i if Z;> 0,
hi(Z) = 4.31
® {0 if Z;=0. ( )

HLPPS control. Head-of-line proportional processor sharing (HLPPS) is another sim-
ply structured relaxed control policy under which all nonempty buffers receive service
simultaneously. Specifically, for a job class i € .#(k), the fraction of server k capacity
that is allocated to class i at time ¢ is ¥%(Z(¢)), where

<i

%i(z) , (4.32)

Yicrk)Zj
with the convention that the fraction equals zero if the denominator is zero. Thus the
total service rate allocated to class i is by¥(¢), all of which goes to the oldest job in
buffer i. Note that the aggregate service rate granted to classes in the set .# (k) is by (the
full capacity of server k), regardless of system status.

Two appealing aspects of the HLPPS policy are the following: (a) its implementation
does not require knowledge of “unobservable” system parameters, such as service rates,
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external arrival rates, and routing probabilities; and (b) the allocation of server k capacity
at any given time is based solely on “local” information, by which we mean the contents
of buffers that are processed by that server.

Queueing networks with PS control. The final paragraphs of Section 4.4 described
a single-server queueing system with the classical processor sharing service discipline,
assuming that all service time distributions are of phase type. There we explained how,
by exploiting the phase structure of services, one can construct an equivalent head-of-
line (EHL) model whose single server uses an HLPPS control policy. Exactly the same
idea applies to a queueing network in which each server uses a PS control policy, sharing
its capacity equally at each point in time among all the customers then present for which
it is responsible. Thus a queueing network with a PS control policy is equivalent, in
a distributional sense, to another queueing network using the HLPPS control policy
described above. Data of the latter network are derived from those of the former network
as described in Section 4.4.

4.7 Parallel-server systems

A parallel-server system is an SPN, either basic (Section 2.3) or relaxed (Section 2.4),
that satisfies the following additional assumptions. (i) Each column of the capacity con-
sumption matrix A contains a single 1 and the rest zeros, and the same is true of the
material requirements matrix B. Thus each processing activity consists of a single server
from some specified pool serving or processing a single item or job from some specified
class. (ii) Each of the output vectors ¢/(¢) is identically equal to zero, which means
that each arriving job receives just one service before it exits. Such networks are often
described as single-hop in communication theory, as opposed to multi-hop networks
where some jobs visit two or more buffers before exiting.

In a parallel-server system it may be possible to process jobs in a particular buffer
(that is, to process jobs of a particular class) using a server from any one of several
different pools. In that case the service time distribution may depend on the server pool
chosen. Figure 4.3 pictures a parallel-server system that has four job classes, three server
pools, and a total of eight activities. The first-order data portrayed in the figure are an
arrival rate A; for each job class i, and a mean service rate (reciprocal of mean service
time) u; for each activity j.

4.8 Example involving fork-and-join jobs

This section is devoted to a rather elaborate example, with three objectives in mind. First,
it introduces a family of SPN models that have many potential applications, including
high-fidelity representation of distributed computing paradigms like MapReduce (see
Section 11.1 and commentary below). Second, it further illustrates subtleties in the
notion of “job class” or “item class.” Finally, it reinforces the following obvious but
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Figure 4.3: Example of a parallel-server system

important point: what constitutes an acceptable definition of “class” depends on the
control policy that the model builder wishes to analyze.

Consider a processing network in which new arrivals are “jobs” that each comprise
four constituent “tasks.” Those tasks are performed subject to precedence constraints
portrayed graphically in Figure 4.4, where tasks are represented by circles (T1 denotes
task 1, and so forth) and an arrow from one task to another means that the former task
must be completed before the latter one can be started. (The significance of the elliptical
regions labeled S1 and S2 will be explained later.) That is, task 1 must be completed
before either task 2 or task 3 can be started, and both task 2 and task 3 must be completed
before task 4 can be started. Our discussion of this example will consider two distinct
scenarios that differ with regard to the number of servers available and the breadth of
those servers’ capabilities. An “activity” or “service type” corresponds to a particular
server executing or performing one of the task types indexed by £ = 1,2,3.4.

Fork-and-join networks. This example is representative of a model family where
each arriving job consists of some fixed number of tasks, and precedence constraints
among the tasks are expressed by means of a directed acyclic graph. These are often
called fork-and-join networks: the term “fork™ refers to a task or operation whose com-
pletion allows two or more other tasks to proceed in parallel, while a “join” refers to
a task or operation that cannot proceed until two or more antecedent tasks have been
completed.

For example, if one seeks a high-fidelity representation of distributed computing
and related system management decisions, the natural result is some variant of a fork-
and-join network: fork operations are used to represent the decomposition of a job into
constituent tasks that are parceled out to different servers and may call upon different
data chunks, and join operations represent the stepwise assembly of partial results into
a final resolution. (This application domain will be explored later in Chapter 11, but
attention is focused there on a highly simplified model having a parallel-server structure,
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that is, without any join operations.)

Similar mixtures of parallel and sequential tasks occur in the health care arena,
specifically in managing the flow of patients, tissue samples, medical records, etc. in
hospitals. (It might be, for example, that a patient cannot see a doctor until her test
results and her medical records are also ready.) As the following discussion suggests,
high fidelity models of such systems quickly become intractable; there is a premium to
formulating simplified approximate models that capture the essence of system behaviour
without getting bogged down in details.

S2

S1

Figure 4.4: Precedence constraints among tasks

Dedicated server scenario. Initially, let us suppose that there are four servers in our
example, each of which is dedicated to one of the four task types, and that each server
processes arrivals on a FIFO basis. This gives rise to the SPN model pictured in Fig-
ure 4.5, where servers are denoted S1, S2, etc. and buffers are denoted B1, B2, etc. The
items stored in buffer 1 are new arrivals awaiting execution of task 1 (by server 1), and
completion of task 1 for any given job creates a pair of “tokens” that authorize server
2 to proceed with task 2 for the job in question, and server 3 to proceed with task 3.
Figuratively speaking, such tokens are the items that queue up on a FIFO basis in buffers
2 and 3, respectively. Completion of task 2 for a given job creates a token (one might
call this a partial authorization) that we envision as being stored in buffer 4, and comple-
tion of task 3 creates a similar token that is stored in buffer 5; server 4 is authorized to
proceed with task 4 for a given job only when tokens verifying completion of both task
2 and task 3 are present in buffers 4 and 5, respectively.

The SPN pictured in Figure 4.5 has four associated processing activities, which we
number 1, 2, 3, 4 in the obvious way: activity ¢ consists of server £ performing type ¢
tasks (£ =1,2,3,4). Thus activity 1 requires a single input item and produces two output
items, while activities 2 and 3 each require a single input item and each produce a single
output item. Finally, activity 4 requires two input items and results in a job’s departure
from the system under study.
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Figure 4.5: Fork-and-join network with a dedicated server performing each task type

Flexible server scenario. Consider now an alternative scenario with two flexible ser-
vers, by which we mean that each server can execute several task types. Specifically, let
us suppose that the server capabilities are as pictured in in Figure 4.4, that is, S1 can ex-
ecute tasks of type 1, 2 and 3, while S2 can execute tasks of type 3 and 4. Let us further
suppose that, when a type 4 task is undertaken in this alternative scenario, it is essential
that the two “tokens” being “joined” actually correspond to the same original job. In
our original scenario, with one dedicated server for each task type, that “synchroniza-
tion problem” was solved by simply specifying that items in each buffer be processed on
a FIFO basis. Now, however, with flexible servers that may perform tasks of different
types, something more is needed to ensure synchronization.

To illustrate that point, suppose that job ¢ arrives to the system shortly before job
B. If server 1 (S1) tends to be faster than server 2 (S2), the following sequence of events
can occur. First, S1 executes task 1 for job «, causing tokens to be deposited in both
buffer 2 (B2) and buffer 3 (B3), and then it begins executing task 1 for job § while S2
begins execution of task 3 for job a. Suppose S1 finishes execution of task 1 for job f3,
task 2 for job o and task 3 for job f3, all before S2 finishes task 3 for job «. In that case
the earliest arriving token in B4 corresponds to job «, while the earliest arriving token in
B5 corresponds to job . Thus, if S2 later withdraws the earliest arriving token in each
of those two buffers in order to execute a type 4 task, it will be wrongly joining results
from two different jobs.

How can synchronization be assured in the alternative scenario with flexible servers?
One obvious approach is to label each of the tokens referred to above with the number
of the job to which it corresponds (by order of arrival, say), and require that when S2
undertakes a type 4 task it use as inputs two tokens (one generated after completion of a
type 2 task and the other generated after completion of a type 3 task) that are labeled with
the same job number. This approach essentially creates countably many item classes (or
buffers) and countably many activities, with each item class and each activity having a
different job number specified in its definition. Such a detailed model structure has very
limited value, because it does not naturally suggest parsimonious measures of system
status on which to base dynamic decision making.

Rigid sequential processing. At the other extreme, one could eliminate the synchro-
nization problem altogether by imposing an artificial constraint that task 2 be executed
before task 3. This leads to the rigid sequential flow pattern pictured in Figure 4.6. (Nei-
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arrivals departures
1 2 3 4

Figure 4.6: Job classes and transition structure with rigid sequential processing

ther servers nor activities are portrayed in this figure.) Here the “items” occupying each
buffer are new or partially completed jobs, and the associated class number is simply
the next task to be executed. Because both servers are able to execute type 3 tasks, we
identify the following five distinct processing activities:

Activity Input Server Task Output
Number Class Used Performed Class

1 1 S1 T1 2
2 2 S1 T2 3
3 3 S1 T4 4
4 3 S2 T3 4
5 4 S2 T4 exit

Flexible sequential processing. A less extreme solution for the synchronization prob-
lem is the flexible sequential flow pattern portrayed in Figure 4.7, where sequential ex-
ecution of tasks 2 and 3 is again required, but now either one of them may be executed
first. The “items” occupying each buffer are again new or partially completed jobs, but
now labelled with the list of constituent tasks that have yet to be performed. (Here again,
neither servers nor activities are portrayed in the figure.) Those labels constitute five dis-
tinct “class” designations for jobs. Newly arrived jobs are of class 1234, and after task
1 is completed for such a job it transitions to class 234. A job of class 234 may next
transition to either class 24 or class 34, depending on whether it is selected first for exe-
cution of task 3 or for execution of task 2. A job of class 34 transitions next to class 4,
because only task 3 can be chosen next for execution, and similarly for class 24. With
this configuration we identify a different processing activity for each feasible combina-
tion of job class, next task to be executed, and server to do the execution. That gives a
total of eight activities, as follows:

Activity Input Server Task Output
Number Class Used Performed Class

1 1234 S1 T1 234
2 234 S1 T2 34
3 234 S1 T3 24
4 234 S2 T3 24
5 24 S1 T2 4
6 34 S1 T3 4
7 34 S2 T3 4
8 4 S2 T4 exit
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Each activity involves a single server, consumes a single “input item,” and generates
either one “output item” or a departure from the system.

arrivals — 34 s departures

1234 — 234 4 —mm

4 —

Figure 4.7: Job classes and transition structure with flexible sequential processing

In summary, the system configurations pictured in Figures 4.6 and 4.7 both result
from the imposition of artificial constraints on processing activities, the purpose of those
constraints being to simplify the “bookkeeping” required for synchronization. The only
difference between the flexible sequential arrangement in Figure 4.7 and our original
system specification is that the former forbids simultaneous execution of tasks which
could, in principle, be done in parallel. The rigid sequential arrangement in Figure 4.6
limits scheduling freedom much more severely. Consider, for example, a server that
wishes to proceed with the execution of task 3 for a job on which only task 1 has been
completed. That server must wait not only through the time required for execution of
task 2, but also through any queueing delay that may precede the execution of task 2.

4.9 Sources and literature

As noted in Appendix E, our standard reference on Markovian arrival processes (Section
4.1) is Asmussen (2003), Chapter XI. The alternate routing example pictured in Figure
4.2 is due to Laws and Louth (1990). The processor sharing service discipline discussed
in Section 4.3 plays a prominent role in the now-classical theory of product-form queue-
ing networks, which was pioneered by Baskett et al. (1975) and Kelly (1979); Serfozo
(1999) provides a summary of that work and its later extensions.

The bandwidth sharing model described in Section 4.5 was proposed by Massoulié
and Roberts (2000), and the literature treating such networks has developed rapidly, due
to both their elegance and their role as internet models. Massoulié (2007) explored an
equivalent head-of-line model for the case with phase-type file size distributions, as in
Section 4.5.

Perhaps surprisingly, a BWS network with multi-path routing (see Section 4.5) can
be reduced to an equivalent standard model by redefining “resources” in an appropriate
manner; see Kang et al. (2009), subsection 5.5. This is an important theoretical insight.
However, there is another, more direct approach that one can take when analyzing a
BWS network with multi-path routing: represent the network as an SPN having a many-
to-one relationship between service types and job classes (that is, identify one activity
or service type for each combination of job class and route), and then proceed directly
with the analysis of that model.

A round-robin version of the HLSPS control policy (Section 4.6) was studied by
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Bertsekas and Gallager (1992), and the HLPPS policy was introduced by Bramson
(1996b). The term “parallel-server system” (Section 4.8) originated in the work of Har-
rison and Lépez (1999), who considered only models with single-server pools; other
authors use the term “flexible server system” to describe essentially the same model
family. The example with fork-and-join jobs discussed in Section 4.8 is adapted from
the work of Pedarsani, Walrand, and Zhong (2014).
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Is stability achievable?

Up to this point, the term “stochastic processing network (SPN)” has been used in a way
that includes specification of a control policy. Throughout most of this chapter, however,
we consider an SPN as consisting only of data, including both structural data like the re-
source consumption matrix A and material requirements matrix B, and parameter values
like external arrival rates and expected outputs from different service types, without fix-
ing a control policy. Taking that view, a natural question to ask is the following: Does
there exist any control policy under which the SPN is stable?

To a large extent, that is equivalent to asking whether the server pools have enough
capacity to handle the load imposed on them by external arrivals, as expressed through
first-order system data (average arrival rates, mean service times, and expected outputs
from different service types). We begin in Section 5.1 by defining the “standard load
condition” for a unitary network, as defined in Section 2.6. The standard load condition
will later be shown necessary for existence of a stable policy, and to be sufficient under
certain additional assumptions.

The manager of a unitary network has no decisions to make about which services
to undertake, only about their order, and that lack of discretion makes capacity analysis
particularly simple. The corresponding first-order analysis for a general SPN involves
consideration of alternative ways in which arriving jobs might be processed. The anal-
ysis takes the form of a static planning problem (SPP) whose decision variables are
long-run average activity rates. That is the subject of Sections 5.2 and 5.3.

In our formulation of the static planning problem, the objective is to minimize the
maximum utilization rate for any of the network’s K server pools. That minimum value
is denoted y*. The system is said to be subcritical if y* < 1, critical if y* = 1, and super-
critical if y* > 1. For a unitary network, subcriticality is equivalent to the standard load
condition referred to above, and one might plausibly conjecture that a stable policy ex-
ists for a general SPN if and only if it is subcritical. The “only if” part of that conjecture
is correct: it will be shown in Section 5.4 that no stable policy can exist in the critical or
supercritical cases. The “if” part of the conjecture is not generally true, as we show by
example in Sections 5.5 and 5.6. That is, the examples presented in those sections show
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that certain network structures may prevent stability even in the subcritical case.

In Section 5.7 we introduce the notion of a maximally stable control policy for a
given SPN, which means that the specified policy has two properties: first, its imple-
mentation does not require knowledge of the arrival rate vector A, and second, for any A
such that a stable control policy exists, the specified policy is stable. Later chapters will
identify particular policies that are maximally stable for particular model families, such
as queueing networks or bandwidth sharing networks. As usual, the chapter concludes
with comments about sources and literature.

5.1 Standard load condition for a unitary network

Recall that the load vector p for a unitary network was defined in Section 2.6 by equation
(2.40); in our basic SPN model p; is interpreted as the total service effort required from
pool k per time unit, in units like server-hours per hour, and in the relaxed model it
is interpreted as the average amount of server k capacity, in units like megabytes per
second, required to process all jobs passing through the network. In either case a natural
conjecture is that the following standard load condition is necessary and sufficient for
existence of a stable control policy:

p <b. (5.1)

It will be seen shortly that (5.1) is indeed necessary for existence of a stable policy, but
is not sufficient in general.

5.2 Defining criticality via the static planning problem

Considering first the relaxed SPN formulation developed in Section 2.4, suppose we
denote by x € R/, the long-run average value of the process § = {f(¢),t > 0} defined by
(2.24). Thus x; represents the long-run average level of effort, or long-run average total
service rate, devoted to type j services per time unit. From (2.27) we see that x must
satisfy the capacity constraints

Ax <b, (5.2)

where b is the K-vector of server capacities. For the basic SPN formulation developed in
Section 2.3, let x denote instead the long-run average value of the service count process
N ={N(t),t > 0}. Then x; can again be described as the long-run average level of effort
devoted to type j services per time unit. We have from (2.11) that x must again satisfy
(5.2), where b is now the vector of server pool sizes. Furthermore, in either the basic or
relaxed model context, x must satisfy certain material balance constraints.

To express those constraints compactly, first recall from Section 2.3 that we denote
by m; the mean service time for activity j € _#, by B the I x J matrix whose (i, j)th
element is the number of class i items consumed by a type j service, and by I' = (I';;)
the 7 x J matrix whose jth column is the expected output vector from a class j service.
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Defining M = diag(m,--- ,my) as in Section 2.6, we then set
R:=B-TI)M " (5.3)

Thus R;; represents the long-run average rate at which activity j depletes the content
of buffer i, expressed in items removed per unit of effort devoted to that activity. (A
negative value is interpreted to mean that activity j increases the content of buffer i
on average.) With this notation, the aforementioned material balance constraints are
expressed as follows:

Rx=A. 54

These equalities demand that, for each buffer i, the long-run average net removal rate
(Rx); be just adequate to counter-balance the external arrival rate A;.

To recapitulate, a plausible necessary condition for existence of a policy achieving
long-run stability is that there exist x € ]Ri satisfying (5.2) and (5.4). Given the SPN
model data (R,A,A,b), an efficient way to check for the existence of such a vector x is
by solving the following linear program (LP):

min Y (5.5)
subjectto Rx= A, (5.6)
Ax < b, (5.7)

x>0. (5.8)

We call this a static planning problem (SPP), because it uses only first-order system data,
suppressing the stochastic variability that motivates dynamically varying service rates.
The decision variables of the SPP are a J-vector x of average service rates, as explained
above, and a scalar y that upper bounds the utilization rate for servers in each of the
system’s K server pools. The SPP objective is to minimize y. That is, we seek a static
processing plan x that minimizes the maximum utilization of any server pool, consistent
with material balance requirements.

Let us denote by y* the optimal objective value for the SPP. Obviously, y* < 1 if
and only if there exists an x € Ri satisfying (5.2) and (5.4), and similarly, y* < 1 if
and only if there exists an x that satisfies A = Rx, Ax < b, and x > 0. We say that
the SPN is critically loaded, or just critical, if y* = 1, and the terms subcritical and
supercritical refer to the cases y* < 1 and y* > 1, respectively. Also, a supercritical SPN
will sometimes be described as overloaded, for obvious reasons.

For a unitary network, formula (5.3) specializes to R = (I — P')M~!, where P is the
routing matrix, so it follows from (2.38) that the material balance equation (5.6) has a
unique solution, namely, x = M ¢. Thus Ax = p by (2.40), and hence the optimal solution
of the static planning problem (5.5)-(5.8) has

y" =min{p, /b1, ,px/bk}. (5.9)

This brings us to the following conclusion.
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Proposition 5.1. A unitary network is subcritical if and only if it satisfies the standard
load condition (5.1).

Henceforth the ratios appearing on the right side of (5.9) will be called load factors for
the unitary network’s server pools.

Alternate routing with immediate commitment. Consider now the augmented SPN
formulation described in Section 4.2, where uncommitted arrivals from L different sour-
ces are assumed to follow a Markovian arrival process (MArP), and the associated L-
vector of long-run average arrival rates is denoted by v = (V). In that formulation,
arrivals from each source £ must be allocated or routed without delay to an eligible job
class, and the system manager’s routing policy manifests itself in a non-negative L x [
matrix ¢, where ¢y; is the long-run average rate at which arrivals from source ¢ are routed
into class i. Recall from Section 4.2 that ¢ must satisfy

¢ =0 if Gy =0, Y ¢y=v forallle.Z, (5.10)
i€y
where G is an L x I matrix of zeros and ones that defines available routing options (this
is problem data). Denoting by A = (4;) the I-vector of long-run average arrival rates into
the various classes under the chosen routing policy, we then have

A=Y ¢u forallie.s. (5.11)

les
In this setting we expand the decision variables of our static planning problem to include
not only the J-vector x of average activity rates but also the L x I matrix ¢, arriving at
the following variant of the original problem (5.5)-(5.8), which is also a linear program:

min Y (5.12)
subjectto (5.10), (5.11) and Rx= A, (5.13)
Ax < yb, (5.14)

¢,x>0. (5.15)

As before, we denote by ¥* the optimal objective value, and the SPN is said to be sub-
critical, critical, or supercritical depending as y* < 1, y* =1, or y* > 1.

5.3 The subcritical region

Let us return now to the basic and relaxed SPN models formulated in Chapter 2. For
such a model, the arrival rate vector A € Ri has thus far been treated simply as data, but
it will now be viewed as a vector of variable system parameters, and we write y*(1) to
indicate the optimal value of the static planning problem (5.5)-(5.8) as a function of A.
Given the other system data (R,A,b) involved in the SPP, we then define the subcritical
region

A={AeR iy (A) <1} (5.16)
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Figure 5.1: Three-station network with alternate routing

It is left as an exercise to verify the following equivalent characterization:
A= {2 € R : Rx = A for some x € R, satisfying Ax < b}. (5.17)

It will be shown in the next section that subcriticality is a necessary condition for stability
(this is Theorem 5.2). That is, there can only exist a stable control policy for a given SPN
if A € A

To give a concrete example of a subcritical region, let us consider the SPN pictured
in Figure 5.1, which is closely related to the alternate routing model depicted earlier
in Figure 1.3. Here we have I = 4 buffers or job classes, J = 5 activities or service
types, and K = 3 single-server processing stations. The five activities are as follows:
S1 processing jobs from B1 (this is activity 1), S2 from B1 (activity 2), S2 from B2
(activity 3), S3 from B3 (activity 4) and S3 from B4 (activity 5). Outputs from these
activities follow the routes shown on the diagram deterministically. As indicated on the
diagram, S1 service times have mean duration 3, and service times for S2 and S3 have
mean duration 1, regardless of the job class being served. It is left as an exercise for the
reader to determine the 4 x 5 input-output matrix R and the 3 x 5 capacity consumption
matrix A for this SPN model.

As mentioned in the previous section, it is true in general that y*(1) < 1 if and only
if there exists an x € Rﬂr such that Rx = A and Ax < b. For the example pictured in
Figure 5.1, where b = e (the three-vector of ones), it can be verified that such an x exists
if and only if the following both hold:

M+ <4/3 and A;+24,<2. (5.18)

(The first inequality says that the total number of services required per time unit from S1
and S2 together is less than their maximum combined output rate. The second inequality
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Figure 5.2: Subcritial region for the three-station network

similarly compares the total number of services required per time unit from S2 and S3
together with their maximum combined output rate; the term 2, reflects the fact that
each class 2 arrival must be served by both S2 and S3.) The lines A; + A, = 4/3 and
A1 +2A; = 2 intersect at the point (4;,42) = (2/3,2/3), so the subcritical region A,
which consists of all (4;,4;) satisfying (5.18), is the polytope pictured in Figure 5.2,
excluding the sloped boundary lines that are colored red in the diagram.

Assuming that A lies within that subcritical region, what control policy can one use
to stabilize this system? Presumably there are many feasible options, but one concrete
candidate is the so-called back-pressure policy described in Chapter 9: with attention
restricted to the basic SPN formulation where server splitting and service interruptions
are disallowed, we show in Section 9.7 that the back-pressure policy is stable for a
certain class of networks, assuming A € A, and that class includes the system pictured
in Figure 5.1.

5.4 Only subcritical networks can be stable

Throughout the remainder of this book, attention is essentially restricted to subcritical
networks, for which the question of stability will be studied via fluid model analysis.
In this section we show that subcriticality is a necessary condition for stability. In The-
orem 5.2 below, that result is established for both the basic and relaxed SPN models
formulated in Chapter 2, under our baseline stochastic assumptions. Corollary 5.4 ex-
tends the theorem to allow a general Markovian arrival process.

Theorem 5.2. Consider either the basic SPN model formulated in Section 2.3, or the
relaxed model formulated in Section 2.4. If Assumptions 2.1 (baseline stochastic as-
sumptions) and 3.1 (Markov representation) are satisfied, and if the SPN is stable, then
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the arrival rate vector A must lie in the subcritical region A defined via (5.16).

Remark 5.3. For the basic SPN model, we do nof restrict attention to simply structured
policies. For the relaxed model, however, that restriction is implicit, because only simply
structured policies are discussed in Section 2.4.

Proof. Let us first consider the basic SPN model. Assumption 3.1 assures the existence
of an ambient Markov chain X, with irreducible state space 2, and a function f: 2~ —
Zﬁ_ X Zﬂr such that

(N(t),2(t)) = f(X (1)), 1=0. (5.19)

We have assumed that the SPN is stable, which means by definition that X is positive
recurrent. Because X is irreducible and positive recurrent, it has a unique stationary
distribution 7.

We denote by PP the probability distribution on the path space of X when X (0) has
distribution 7, and denote by E; the corresponding expectation operator. Under P the
processes {X(t),t > 0}, {N(¢),t > 0} and {Z(¢),t > 0} are all stationary. Also, N(¢) is
bounded by (2.34), so E;[N(7)] exists and is independent of 7. Let

x:=E-[N(0)]. (5.20)
The following relationships will be proved, establishing the theorem via (5.17):

A=Rx and (5.21)
Ax < b. (5.22)

To prove (5.22), recall first that AN(0) < b on each sample path by (2.11), and that
Z(0) =0 implies N(0) = 0 by (2.12). Also, the last sentence of Assumption 3.1 ensures
that P,{Z(0) = 0} > 0. Thus P{N(0) # 0} < 1, implying that

Ax = AE[N(0)] = Ez[AN(0)] = Ex[AN(0):N(0) # 0] < bB{N(0) # 0} < b.

Turning now to the proof of (5.21), we shall rely on the following sample path rep-
resentation of the buffer contents process Z, which is a composite of (2.9) and (2.10):

Z(t)=Z(0)+E(t)+ Y, ®/(Fj(r))—BF(r), t>0. (5.23)
et

Let us assume for convenience that the initial state has Z(0) = N(0) = 0 (Assumption 3.1
guarantees the existence of such a state), denoting by IP(-) the corresponding probability
distribution on the path space of X. The last step in our proof will be to establish the
following SLLN for the cumulative service completion process F:

IP’{ lim LF (1) = M*lx} —1, (5.24)

oo t
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where M = diag(my,--- ,my) as usual. This will be combined with the SLLN (2.14) for
arrivals and the SLLN in (2.15) for output vectors. Specifically, we divide both sides of
(5.23) by t, let t — oo, and invoke (2.14), (2.15) and (5.24) to obtain the following:

IP’{ lim %z(z) = A+ B)M_lx} =1 (5.25)
Defining
a:=A+(C—BM 'x, (5.26)

it is clear from (5.25) that a > 0. If it were true that a; > 0 for some i € .#, that would
imply |Z(r)| — oo with probability one, contradicting Part (c) of Proposition 3.5. There-
fore, we have proved that a = 0. Combining that with (5.26) and the definition (5.3) of
R gives (5.21), completing the proof of the theorem.

It remains only to prove (5.24). The service effort process 7T is defined via (2.22), so
a direct application of the SLLN for Markov chains (Theorem D.25) gives the following:

P{tlgg%T(t) —x= EE[N(O)]} —1. (5.27)
To make connection between this SLLN for 7" and the desired SLLN for F, first suppose
the system is such that N;(r) < 1 for all # > 0 and j € ¢, that is, no more than one
service of any given type can be open at any given time. This is the case, for example, if
each pool contains a single server (by = 1 for all k) and each type of service is conducted
by a single specified server (each column of A contains a single 1). In that case we have
the simple relationship

Fi(t) =max{¢{>1:v;j(1)+---+v;(¢) <T;(r)} forallr>0and j€ #. (528)

Combining this with (5.27) and the SLLN for type j service times in (2.15) gives

P{ lim ;Fj(l‘) —m; "} =1 forall je 7, (5.29)
which is equivalent to (5.24). Equation (5.28) is not generally valid, but as we show in
the next chapter (Lemma 6.8), it provides an adequate asymptotic approximation, and
(5.29) continues to hold in the general case. This completes our treatment of the basic
SPN model.

For the relaxed SPN model, the proof of the theorem is very similar, but now atten-
tion centers on the J-dimensional service rate process 8 = {B(z),r > 0} defined by a
policy function 4 via (2.24). In place of (5.19) we can write

(B(1),Z(1)) = f(X(2)), =0,

for some function f: 2 — R/, x Z/, where X is the canonical ambient Markov chain
identified in Section 3.5. Our earlier definition (5.20) is replaced by

x=E[B(0)], (5.30)
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where 7 again denotes the unique stationary distribution of the ambient Markov chain
X. The cumulative service effort process 7' is now defined in terms of 8 via (2.28), and
so the the SLLN for Markov chains (Theorem D.25) gives

IP{ lim ~7(1) = x = Eﬂ[B(O)]} ~1. (5.31)
t—reo

We need to prove that (5.21) and (5.22) hold with x redefined via (5.30). The latter
is proved as before, using the capacity constraint AB(0) < b and the fact that P,{Z(0) =
0} > 0. The proof of (5.21), using (5.31) in place of (5.27), is actually simpler than
before, because our relaxed model formulation includes the constraint N;(z) < 1 for
allt > 0and j € #, and hence (5.28) holds exactly. All other steps of the proof are
identical. O

Corollary 5.4 (Markovian arrival process). Theorem 5.2 remains valid in the setting of
Section 4.1, where Assumption 2.1 is weakened to allow a Markovian arrival process. In
that case A is the I-vector of long-run arrival rates defined in part (a) of Proposition E.7
(the SLLN for Markovian arrival processes).

Proof. Assuming a Markovian arrival process (MArP), rather than the independent Pois-
son arrival streams that are part of Assumption 2.1, we adopt an ambient Markov chain
X such that (4.4) holds. The proof then proceeds exactly as before, except that Proposi-
tion E.7 (the SLLN for MArPs) is used in place of (2.14). O

Corollary 5.5 (Alternate routing with immediate commitment). Consider an SPN with
alternate routing and immediate commitment, maintaining the assumptions stated in
Section 4.2. If the network is stable, then it must be subcritical, as that term was defined
in the last paragraph of Section 5.2. That is, the optimal objective value for the modified
static planning problem (5.12)-(5.15) must satisfy y* < 1.

Proof. First, as an analog of (5.17), readers can easily verify the following: v* < 1 if
and only if there exist ¢ € Rﬁ“, A € R, and x € R/, such that (5.10), (5.11), and the
following all hold:

Rx=A and Ax<b. (5.32)

Assuming that the SPN is stable, one can define ¢ € Rﬁ“ and A € ]Riﬂr as in the proof of
Proposition 4.1 (the SLLN for class-level arrivals), which ensures that (5.10) and (5.11)
both hold. We then define x exactly as in the proof of Theorem 5.2, observing that
Rx = A and Ax < b as before. O

5.5 Instability with multi-resource activities

In Section 1.4 we introduced a first example of a so-called bandwidth sharing network
(see Figure 1.4), and Figure 5.3 pictures a related model having three servers (or links)
instead of two. In the latter example there are three input processes (or traffic sour-
ces), and jobs of each class require simultaneous possession of two servers for their
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Figure 5.3: Three-link bandwidth sharing network

processing, as indicated in the diagram. For concreteness let us assume that service
times for each of the three job types are exponentially distributed with mean 1, and that
A1 = A, = A3 = r > 0. Because each server is involved in processing two of the three job
types, there are 2r hours of work for each server arriving per hour on average. It follows
that the static planning problem of Section 5.2 has optimal value y*(r) = 2r, and hence
the system is subcritical if and only if r < 1/2.

A general formulation of a bandwidth sharing network was introduced in Section 4.5,
assuming our relaxed formulation is appropriate (that is, services can be conducted at
fractional rates and server capacities can be divided among multiple jobs), and it will be
shown later (see Section 8.2) that there does indeed exist a stable policy whenever the
system is subcritical. Specifically, we show that a control policy called proportionally
fair bandwidth allocation is stable for such a model if A € A.

Now suppose that the physical configuration of the system pictured in Figure 5.3
prevents dividing the capacity of any server between two or more activities. (In a tele-
communications context, this would mean that each network link can participate in the
transmission of just one file or message at any given time, although it may be able to
transmit that file or message at a high rate.) Thus we adopt the basic SPN formulation
laid out in Section 2.3. Because each type of service involves two of the system’s three
servers, and no server can split its capacity between multiple activities, no more than one
service can be ongoing at any given time, so the long-run maximum number of services
that can be completed per time unit is 1. Thus there cannot exist any stabilizing control
policy unless r < 1/3.
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Figure 5.4: Assembly operation

Two important conclusions emerge from consideration of this example. First, there
may be substantial differences between our basic and relaxed SPN formulations with
regard to stability. Second, subcriticality does not guarantee existence of a stable control
policy, at least for the basic SPN model where capacity splitting is forbidden.

5.6 Instability with multi-input activities

Our next example, pictured in Figure 5.4, shows that the second conclusion immediately
above is not unique to the basic SPN model. Here we have two input processes that
deposit items called components into separate buffers, and a single activity that requires
one component from each buffer as input. For obvious reasons, the activity is called
assembly. The salient feature of this example is that no service can begin until one
component is available in each buffer. Thus, recalling that £y and E, denote the external
arrival processes into the two buffers, while Z; and Z, are the corresponding buffer
content processes, one sees after a bit of thought that Z; (t) + Z»(¢) > |E; (t) — E,(¢)| for
all # > 0. That is, the total number of components in the system at time ¢, either waiting
in inventory or in the process of assembly, is at least as large as the input imbalance
|E1 () — Ex(1)).

Under our baseline stochastic assumptions (Section 2.2), E1 and E; are independent
Poisson processes, so assuming that A; and A, are not both equal to zero, it follows from
the central limit theorem that

P{|Ei(t) — Ex(t)] > a} — 1 ast — o

for each a > 0. Thus we conclude that this assembly system is intrinsically unstable:
its ambient Markov chain cannot be positive recurrent, no matter how small the mean
service time m; might be, and regardless of whether “relaxed control” is allowed. That
is, the assembly model is only stable in the trivial case A = (0,0), but as readers can
easily verify, the subcritical region for this SPN is the line segment (here y; = 1/m as
usual)

A= {(ll,kz) :).1 :Az <,LL1}.

The intrinsic instability of the preceding example derives from the multi-input nature
of its single processing activity: because an assembly operation requires one component
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Figure 5.5: Assembly operation with complementary side business

of each type, the two input processes effectively “serve one another,” and the logic of
our static planning problem (Section 5.2) does not detect the difficulty arising from that
feature. However, the presence of a multi-input activity does not automatically cause
SPN instability.

Consider, for example, the system pictured in Figure 5.5. Here server 1 (S1) con-
ducts assembly operations as in the previous example, but there is a second server (S2)
that is able to process units of component 2 for direct sale in a complementary “side
business.” If

)Lz > ).1, llml <1 and ().2 —ll)mz < 1, (5.33)

then the following policy is stable: S1 initiates new services (that is, initiates new as-
sembly operations) whenever there are components available in both buffers, and S2
initiates new “side business” services whenever Z; < Z, (that is, whenever there are
“unmatched” components in B2). Given that the three inequalities in (5.33) hold, the
stability of that policy will be proved later (see Theorem 8.21 in Section 8.5) using the
fluid model approach developed in the next three chapters.

It can be shown, moreover, that all three of the strict inequalities in (5.33) are nec-
essary for existence of a stable policy. Thus stability is only achievable for the example
pictured in Figure 5.5 if A satisfies those three inequalities. That is, stability is only
achievable for this example if A lies in the shaded parallelogram in Figure 5.6, exclud-
ing both the boundary line segments colored blue in the diagram and the one colored red.
As readers can easily verify, the subcritical region A is the same, except that it includes
the line segment colored red, on which A; = A,. This provides another example where
stability is not achievable for all A in the subcritical region A.

5.7 Stability region and maximally stable policies

The important notion of “maximal stability” arises in the following context. First, we
take the view that an SPN, which may also be called a “network model,” consists only
of its data, as described in the first paragraph of this chapter. Second, we view the SPN
not as a single model, but rather as a family of models parameterized by the vector A of
external arrival rates. For any one model in that family, that is, for any given A € R/,
we use the term “stable control policy,” or just “stable policy” for brevity, to mean a
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Figure 5.6: Subcritical and stability regions for the system in Figure 5.5

control policy such that (a) Assumption 3.1 (Markov representation) is satisfied, and (b)
the network with arrival rate vector A is stable under the specified policy, in the sense of
Definition 3.6.

For a given SPN, we denote by A* the set of all A € R. such that a stable control
policy exists, calling this the network’s stability region. In the previous section, for ex-
ample, we considered the system pictured in Figure 5.5, and it was asserted (but not
actually proved) that A* consists of all two-vectors A satisfying the three strict inequali-
ties in (5.33). A control policy is said to be maximally stable for the given SPN if (a) its
implementation does not depend on the underlying arrival rate vector A, and (b) it is a
stable policy for each A € A*.

In general, determining the stability region for a given SPN is a deep mathematical
problem, but we know from Theorem 5.2 that A* C A; that is, no stable policy can exist
unless A lies in the subcritical region. Thus the following corollary, which provides the
basis for all our future proofs of maximal stability, is immediate from Theorem 5.2.

Corollary 5.6. For a given SPN, consider a control policy whose implementation does
not depend on A. If the policy is stable for all A € A, then it is maximally stable.

5.8 Sources and literature

The static planning problem formulated in Section 5.2 first appeared in the paper by
Harrison (2000). Theorem 5.2, in its current generality, has not appeared previously in
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the literature. The negative example in Section 5.5 is a modified version of one that

appeared in the paper by Dai and Lin (2005). The intrinsic instability of the assembly
operation pictured in Figure 5.4 was first demonstrated by Harrison (1973).
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6

Fluid limits, fluid equations and positive recurrence

This chapter develops a fluid model methodology for stability analysis. The results ap-
ply both to our basic SPN model (see Section 2.3) and to our relaxed model (Section 2.4)
operating under a simply structured control policy, given the baseline stochastic assump-
tions enunciated in Section 2.2. We denote by X = {X(¢),# > 0} the ambient Markov
chain for the SPN under study, which has the explicit form specified in Section 3.5, and
other notation established in Chapters 2 and 3 is similarly carried forward. The main
results of this chapter are summarized in the next section.

The results developed here can be generalized on any or all of three dimensions:
model structure, control policy, and stochastic assumptions. One such generalization
will be developed in Section 7.3, where we analyze a queueing network with first-come-
first-served scheduling at each station, which is not a simply structured control policy,
as noted earlier in Section 3.3.

Another generalization will be developed in Chapter 11, where we analyze a task
allocation model that violates in several respects the assumptions laid out in Chapter 2.
In all cases, however, our approach to fluid-based stability analysis requires (a) strong
laws of large numbers for both external arrivals and processing variables, which follow
either from the baseline stochastic assumptions of Section 2.2 or from some suitable
substitute, and (b) the Markov representation assured by Assumption 3.1.

6.1 Overview

In Section 6.4 we shall define in precise mathematical terms what is meant by the fluid
limit of an SPN. In general, it is a set of four-tuples (D, F,T,Z) whose components are
absolutely continuous functions on [0,c0). The functions that make up such a four-tuple
correspond to the stochastic processes (D, F,T,Z) in our original SPN formulation. A
single four-tuple (D, F, T, Z) belonging to the set is called a fluid limit path, and each
component of a fluid limit path has the same dimension as its analog in the original
stochastic model. Fluid limit paths are obtained as limits of the corresponding SPN
processes under SLLN scaling (see Section 6.4), and they will be shown to satisfy (see
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Theorem 6.5 in Section 6.4) the following basic relationships, each of which corresponds
to a stochastic model relationship that was displayed earlier in Chapter 2:

2(t)=2(0)+ At +TFE(t)—D(t), t>0, (6.1)
Z2(t)>0, t>0, 6.2)
A(r>=B () >0, (6.3)
F(y=M""T(r), >0, (6.4)
T is nondecreasmg with 7'(0) =0, (6.5)
A(T(t)—T(s)) <b(t—s) forO<s<t. (6.6)

The relationships (6.1)-(6.6) are customarily called fluid equations. We shall con-
tinue that terminology in this book, even though two of the six relationships are not
actually expressed as equalities. Because (6.4) defines F in terms of 7', (6.3) defines D
in terms of F, and (6.1) defines Z in terms of F' and D, we see that D and F' could actually
be eliminated from (6.1)-(6.6). One reason for maintaining the fluid equations in their
current spread-out form is that references to the processes D and F' are often necessary,
or at least convenient, in the mathematical development to come. Another reason is that
the structure of equations (6.1)-(6.6) provides a reminder of the SPN relationships from
which they are derived, which is an aid to intuition.

Definition 6.1. The fluid limit of an SPN is said to be stable if there exists a constant
y > 0 such that, for every fluid limit path (D, F,T,Z), one has Z(¢) = 0 for all t > 7|Z(0)|.

To paraphrase this definition, one may say that the fluid limit of an SPN is stable
if fluid limit paths are uniformly attracted to the origin. The following theorem, to be
proved in Section 6.4, is the fulcrum that supports all other results developed in this
book. When combined with ancillary results of the kind discussed immediately below,
it can be used to prove the stability of SPN models.

Theorem 6.2. If the fluid limit of an SPN is stable, then the SPN is also stable (that is,
its ambient Markov chain X is positive recurrent).

To prove stability of the fluid limit for a given SPN, thus establishing stability of the
original stochastic model via Theorem 6.2, one naturally relies on the fluid equations
(6.1) through (6.6). However, each of those relationships holds regardless of the control
policy chosen, so to establish the desired result, one invariably needs to derive one or
more additional fluid equations (that is, relationships satisfied by all fluid limit paths),
that capture the key characteristics of the chosen policy; those are the “ancillary results”
referred to in the previous paragraph.

For an example, let us consider a queueing network operating under a control policy
that is non-idling. (Again readers are reminded that each statement made in this chapter
applies equally to our basic and relaxed formulations.) For each k € 7" let

F(k):={ie S Ay =1}
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that is, .# (k) denotes the set of buffers whose contents are processed by servers from
pool k. In Section 7.1 it will be shown that for such a network model, every fluid limit
path (D, F,T,Z7) satisfies the following relationship for each k € % :

o _— d .
Z Zi(t) >0 implies d—( Z T,(t))zbk. (6.7)

ic.7 (k) PN ie7 ()

Combining this added “fluid equation” with (6.1) through (6.6), the following will then
be shown in Chapter 8: if the queueing network is feedforward (see Section 1.3 for the
meaning of that term), and if the load factor for each server pool (see Section 5.2) is
strictly less than 1, then the fluid limit is stable, which implies stability of the queueing
network by Theorem 6.2.

The previous paragraph describes an analytical process with two distinct steps. First,
the relationship (6.7) is established through analysis of the queueing network’s fluid
limit. Second, real analysis is used to show that any four-tuple of functions (D, F, T, Z)
that satisfies the fluid equations (6.1) through (6.7) must be stable in the sense of Def-
inition 6.1. The fluid limit is a continuous analog of the original stochastic model, and
(6.1) through (6.7) describe it precisely enough to establish stability under the conditions
stated earlier.

It is more or less obvious in this example that the displayed fluid equations do not
uniquely determine the fluid limit, because there are many non-idling policies and all of
them have fluid limits satisfying those equations. This pattern will be repeated often in
the following chapters: fluid equations will be derived for a policy or family of policies,
and those equations will be used to prove stability of the stochastic model’s fluid limit;
there is no guarantee that the fluid equations uniquely characterize the fluid limit, but
fortunately, that is not a matter of concern for us.

6.2 Fluid models

Throughout the remainder of this book, the term fluid model will be used to mean a set
of fluid equations that have been shown to hold for all fluid limit paths of some SPN
or family of SPNs, and a four-tuple (D, F,T,Z) that satisfies the stated fluid equations
will be called a fluid model solution. Thus, in our usage, equations (6.1) through (6.7)
constitute a fluid model of a queueing network operating under a non-idling policy, and
the results cited above guarantee that every fluid limit path for such a queueing network
is also a fluid model solution. The following corresponds in a natural way to our earlier
definition of fluid limit stability.

Definition 6.3. A fluid model is said to be stable if there exists a constant ¥ > 0 such
that, for every fluid model solution (D, F, T, Z), one has Z(t) = 0 for all t > y|Z(0))].

For many researchers in applied probability, the term “fluid model” has a more re-
strictive connotation, referring to a deterministic, continuous analog of a given stochas-
tic model. In that description the word “deterministic” means that the fluid model is
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uniquely defined, or to put that another way, the fluid model has just one sample path
for a given initial condition. In the remainder of this section we discuss two examples,
elaborating on the matter of uniqueness and foreshadowing important issues to come.

Regular points and dot notation for derivatives. Consider a function f : R, — R?
for some integer d > 0. A point ¢ > 0 is said to be a regular point for f if f is differen-
tiable at £. When the function f is clear from the context, we sometimes say simply that
t is a regular point, without explicitly mentioning f. We use f (¢) to denote the derivative
of f at a regular point ¢. By convention, whenever the symbol f (t) is used, 7 is assumed
to be a regular point. Sometimes, as in equation (6.7), we also use % f(¢) to denote the

derivative of f at t.

Unique fluid model solution for the criss-cross network. Consider the criss-cross
network pictured in Figure 1.2, which is a feedforward queueing network with two
single-server stations. We consider the non-idling control policy that gives priority to
class 3 jobs at station 1. The fluid model of this network is governed by the following
equations: for ¢ > 0,

Z1(t) =Z1(0)+ At — i Th (1), (6.8)
Z(t) =22(0) + Ty (t) — 2 1o (1), (6.9
Z3(t) = Z3(0) + Azt — u3T3(1), (6.10)
Zi(t) >0, i=1,2,3, 6.11)
7;(0) =0, T;(-)is nondecreasing, i=1,2,3, (6.12)
(Ti(t) + T3(t)) — (Ti (s) + T5(s)) <t —sand

() —T(s)<t—s for0<s<t, (6.13)
Z1(t) +Z3(t) > 0 implies Ty (t) + T3(t) = 1, and

Z>(t) > 0 implies T>(t) = 1, (6.14)
Z3(t) > 0 implies T3(t) = 1. (6.15)

Equations (6.8)-(6.13) simply specialize the general fluid equations (6.1), (6.2) and (6.5)
to the example at hand, and similarly, (6.14) specializes the general relationship (6.7) that
characterizes non-idling policies. Finally, (6.15) characterizes the specific non-idling
policy that gives priority to class 3 at station 1. As mentioned earlier, all fluid model
equations must be justified through a fluid limit procedure. Equation (6.14) will be
justified in Section 7.1, and (6.15) will be justified in Section 7.2.

We shall argue shortly that for any initial state Z(0) € R3, the fluid model solution
(T,Z) to (6.8)-(6.15) is unique. Assuming that the load condition (1.2) is satisfied, this
fluid model is also stable. Indeed, starting from any initial buffer contents vector Z(0),
the fluid model solution is piecewise linear and is easily constructed by an iterative
process. To illustrate that process, let us consider Z(0) = (0,0,1). There is an initial
time interval [0, ;] during which server 1 spends all of its capacity serving buffer 3 (that
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is, processing fluid from buffer 3), as dictated by the priority policy. During this interval
buffer 3 decreases linearly (that is, the fluid level in buffer 3 decreases linearly), buffer 1
increases linearly, and buffer 2 remains empty. To be specific, the duration of the initial

time interval is |

= .
T -

At t; the buffer contents vector is
Z(ll) = ()Lﬂ],(),()).

In the period immediately after ¢1, server 1 is 100% busy, spending a fraction Azm3 of
its capacity to keep buffer 3 empty, and spending the remaining fraction 1 — Azms of its
capacity to linearly decrease buffer 1. The content of buffer 1 reaches zero at time 1,
where

Aty

- [.Ll(l —7L3m3) —)Ll'

After ,, both buffer 1 and buffer 3 remain empty, as server 1 spends a fraction A;m; of
its capacity serving buffer 1, and spends a fraction A3mj3 of its capacity serving buffer 3;
a fraction 1 — Aym; — Azms of server 1 capacity remains unused, or idle. The dynamics
of server 2 and buffer 2 can be described similarly.

We now argue that for any initial state Z(0) € R3, the fluid model solution (T, Z) to
(6.8)-(6.15) is unique. For t > 0, define

h—n

By (6.12) and (6.13), each of these functions Y;(+) is nondecreasing. Also, one can check
that (Y3, Z3) satisfies

Z3(t) = Z3(0) + Azt — ust + u3¥s(1), (6.16)

Z3(t) > 0, (6.17)

¥3(0) = 0 and Y3(-) is nondecreasing , (6.18)

/ " Zy(0)dvs(1) =0, 6.19)
0

where (6.19) follows from (6.15) and the definition of Y3. Together, equations (6.16)-
(6.19) identify (u3Y3,Z3) as a solution to what is called a one-dimensional Skorohod
problem. That term is used, for example, in Section IX.2 of Asmussen (2003). In Section
2.2 of Harrison (2013) it is shown that the unique solution (u3Y3,Z3) of the problem
(6.16)-(6.19) is obtained by applying the one-sided reflection mapping to the function
X3 = {X3(t),t > 0} that is defined as follows:

X3(t) = Z3(O)+(k3—,u3)l‘ fort > 0.
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Therefore, we have established that (73,Z3) is uniquely determined from Xj.
We next argue that (77,7 ) is uniquely determined. To begin, observe that

miZ; (l) +ms3Z; (l‘) =mZ (0) +m3Z3(0) + (llml —l—l3m3)t —t+7 (Z), (6.20)

mZy (1) +m3Zs(t) > 0, (6.21)
Y1(0) =0 and Y (-) is nondecreasing , (6.22)
/0 (miZy(t) + m3Z3(1))dY, (1) =0, (6.23)

where (6.20) follows from (6.8) and (6.10), and (6.23) follows from the first part of
(6.14). Applying the results in Section 2.2 of Harrison (2013) a second time, we have
that (Y;,mZ, + m3Z3) are uniquely determined from X; = {X;(¢),r > 0}, where

Xi (l) =miZ (0) +m3Z3(0) + (llml +7L3m3)t —t, t>0.

To be specific, the unique solution (Y;,mZ; +m3Z3) is obtained by applying the one-
sided reflection mapping to X;. As a consequence, (71,Z;) is uniquely determined from
X] and (T3,Zg).

Finally, one can argue similarly that (Z, 1;Y>) is uniquely determined from X, =
{Xa(t),t > 0} via the one-sided reflection mapping, where

Xz(l‘) = Zz(O) + w1 (l‘) — Ut t> 0.

Non-unique fluid model solution for the Rybko-Stolyar network Consider again
the Rybko-Stolyar network (Figure 1.9), where classes 2 and 4 have priority at their
respective stations. Assume that A; = A3 = 1 and the standard load condition (1.8) is
satisfied, but condition (1.9) is violated, namely,

my +my > 1. (6.24)

Given that A; = A3 = 1 by assumption, the fluid model for this system is governed by
the following equations: for each ¢ > 0,

Zi(t) =Z,(0)+t — mTi (1), (6.25)
Z(t) =Z2(0) + i Ty (1) — o T (1), (6.26)
Z3(t) = Z3(0) +t — w3 T3 (1), (6.27)
Zy(t) :Z4( )+ usT5(t) — uaTa(t), (6.28)
Zi(t) 2 ori=1,2,3,4, (6.29)
T;(0) = 0 and T;(-) nondecreasing for i = 1,2,3,4, (6.30)
(Ti (1) + ( ) = (Ty(s) + Tu(s)) <1 — s and
(L(t) +T3(1)) — (Ta(s) + T3(s)) <t —sfor 0 < s <1, (6.31)
Z1(t) +Z4(t) > 0 implies Ty (t) + T3(¢) = 1, and
Zy(t) +Z3(t) > 0 implies T>(t) + T3(1) = 1, (6.32)
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Figure 6.1: The dynamics of a divergent Rybko-Stolyar fluid network

Z>(t) > 0 implies () = 1, and Z4(¢) > 0 implies T4(¢) = 1. (6.33)

Equations (6.25)-(6.31) are the usual SPN fluid equations (6.1)-(6.6), specialized to the
Rybko-Stolyar network, while (6.32) is a specialization of the non-idling equation (6.7),
and (6.33) holds under the policy that gives priority to classes 2 and 4. Equation (6.32)
will be justified in Section 7.1 by a fluid limit procedure, and (6.33) will be justified in
Section 7.2.

Assuming the initial buffer contents to be Z(0) = (1,0,0,0), we now construct mul-
tiple solutions (7', Z) for the fluid model equations (6.25)-(6.33).

Divergent fluid model solution. Figure 6.1 portrays graphically the dynamics of one
such solution, showing the divergent cycles described in the passage that follows. In the
figure, the four different shadings in a cycle represent fluid levels in the system’s four
buffers. The fluid level in a buffer is the vertical distance between the upper boundary
and the lower boundary of the shaded region. Here we list the changes of state at certain
times. Setting #; := 1/((; — 1), one has

Z(tl) = (07 (:ul *:u2>t17t170>'

Atty):=1/(up — 1) one has
Z(IZ) = (010>t270)'

At 13, where t3 —t) =1, /(3 — 1), one has
Z(13) = (13— 1,0,0, (U3 — ta) (13 — 12)).
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At 14, where
1

o —1)(ta—1)

th—h=0/(la—1)= (
one has
Z(l‘4) = (1‘4 —2‘2,0,0,0).

It follows that
J%5)

(o= 1)(Ha—1)

=

and
t4—ty > 1 if and only if (6.24) holds.

By a scaling argument, we have

260 = (G —1) ~00)

where sop = 0 and

Sp = Sp—1+ U

1 n
<(#2— 1) (s — 1)) '

It is obvious, then, that the following holds when m; + my4 > 1:
sp—oo and |Z(s,)| — o0 as n—»oo,

demonstrating the divergence of this fluid model solution. If m, +m4 = 1 one obtains a
periodic behavior, namely,

Z(n) = (1,0,0,0) foralln=1,2,....

In either case, the fluid model for this priority policy is unstable.

Convergent fluid model solution. We shall now construct another fluid model solu-
tion (T, Z) that is convergent, starting from the same initial state Z(0) = (1,0,0,0). This
construction assumes the following mean service times, which satisfy (6.24):

m=(0.1,0.4,0.1,0.8).

Let d;(t) = u/7;(t), interpreting this as the departure rate from buffer i at time
(i=1,2,3,4 and ¢ > 0). Noting that buffers 2, 3 and 4 are initially empty, we would like
to construct a solution that keeps those buffers permanently empty, while buffer 1 drains
to emptiness in finite time and remains empty thereafter. Thus, we would like our fluid
solution to satisfy

@) =di(t) =mTi(1), d3(t) =1, da(t) = paTa(t) = ds(t) (6.34)
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for t € [0,1;], where 1, is the first time that buffer 1 empties. Combining (6.34) and the
non-idling property (6.32), one has

T(t)+Tu(t) =1,
To(t) + T3(t) = mady (t) +m3 = 0.9

for z € [0,#;]. That is, server 2 is 90% busy in the time interval [0,7,], using 10% of its
capacity on class 2 fluid and 80% on class 3, while server 1 is 100% busy, using 80% of
its capacity on class 4 fluid and 20% on class 1. One can then verify that (7,Z) are as
described in the following table,

t€0,1] t € tr,00)

Tl(l‘):.zt, Tl(l‘):Tl(l‘1>+.1(I—l1),
(1) = .1z, Tr(t) =Ta(t1) + .4(t—11),
T3(t) = .8, LGt)=T(1)+ .10t —n),
Tu(t) = .8, Ty(t) =Tua(t) + .8(t —11),
Zi(t)=1—t, Z(t) =0,

Zi(t)=0, i=2,3,4, Zi(t)=0, i=2,3,4

This is a fluid model solution, because equations (6.25)-(6.33) are satisfied. It has f; = 1
and Z(r) =0 fort > 1.

Infinitely many fluid model solutions. We have now constructed two fluid model
solutions for the Rybko-Stolyar network, one of them divergent and the other convergent.
However, one can actually construct infinitely many fluid model solutions by suitably
mixing of the two constructions above. For example, for any x € (0,1), follow the
second construction until the time s; € (0,7;) when the fluid level in buffer 1 falls to x.
From that time onward, use the first construction, generating a sequence of divergent
cycles that end at times s,, whose corresponding buffer content vectors are

Zs) = (<(uz—1)x(u4—l)>n’o’0’0)'

In this way uncountably many divergent fluid model solutions can be generated.

6.3 Standard setup for study of fluid limits

To develop the notion of fluid limits with a minimum of technical difficulty, it will be
convenient to have many versions of a single SPN defined simultaneously on a common
probability space (Q,.%,P), with different versions corresponding to different initial
states x of the ambient Markov chain X. To be precise about that standard setup, let us
first recall from Section 2.1 that the primitive stochastic elements of an SPN are divided
into its core stochastic elements on the one hand, and its initial processing variables
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on the other. The core stochastic elements consist of an /-dimensional external arrival
process E = {E(t),t > 0} and a collection of processing variable pairs

O:={(v;(0),0’(0),j€ £, L=1.2,..}.

(This use of the letter I1 to denote the complete set of processing variables is new.) In
the standard setup we define a triple (E,I1,TI°) on a single probability space (Q,.%,P),
where (i) E and IT are as above, (ii) IT° is a finite collection of potential initial processing
variables, to be explained shortly, and (iii) E,IT and I1° are mutually independent.

Constructing sample paths. Recall from (2.3) that we use the capital Greek letter
Y to denote the complete set of initial processing variables for an SPN model, calling
this the model’s IP set, and calling its constituent pairs (v,@) IP pairs. Extending that
previous notation, let us denote by W¥* the IP set for (or corresponding to) initial state
x € 2. That is, W* consists of initial processing variables (residual service times and
their associated output vectors) that are used to construct network processes for initial
state x.

It follows from Assumption 3.8, from the assumed independence of different IP
pairs (see Section 2.1), and from the service count bound (2.34) that all of the IP sets
{‘P" ,xex } can be drawn from (that is, can be defined as subsets of) a single finite set
I1° that is independent of both E and IT. Consider, for example, the basic SPN model
operating under a simply structured policy, using the Markov state description x = (17, z)
as in Section 3.5. One can then proceed as follows.

First, let k be the smallest integer satisfying (2.34), and for each j € ¢ and s; € .}
let Z(j,s;) be the joint phase-type distribution of residual service time v and associated
output vector ¢ that corresponds to a type j service beginning in service phase s;. One
can take I1° to be a collection of mutually independent IP pairs such that & of them have
distribution Z(j,s;) for each combination of j € # and s; € .;. With that setup, to
construct W~ for an initial state x = (17,z), one can select from I1°, for each combina-
tion of j € # and s; € .7}, just n;(s;) mutually independent IP pairs with distribution
2(J; Sj)'

Using the policy mechanics specified in Sections 2.3 and 2.4 (for the basic model
and relaxed model, respectively), we can and do construct a complete array of network
processes (D, F, T, Z) for each initial state x € 2", using as inputs to that construction
the primitive stochastic elements (E, IT, ¥*). To indicate the dependence of a constructed
variable or process on the initial state, we attach a superscript x to the notation developed
in Chapter 2.

Thus, for example, D* = {D*(t),t > 0} is the I-dimensional cumulative departure
process for the SPN with initial state x. Similarly, the notation v’]‘(ﬁ) will be used for
negative values of £ in (6.36) and (6.47) below, emphasizing by means of the superscript
that initial processing variables depend on the system’s initial state. Before proceeding,
it will be useful to restate the bound (2.34) using our superscript notation, as follows:

Ni(t,0) <k forallje Z,xe 2, 0e€Q, andr>0. (6.35)
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Readers will see that (6.35) plays a critical role in justifying the fluid equation (6.3).

Remark 6.4. An important point is that the network processes for different initial states
are all constructed from a common set of core stochastic elements. That is, the external
arrival process E and processing variables (v;(£),9/(¢)) for positive values of ¢, which
correspond to services initiated after time zero, do not depend on the initial state x, and
thus they are denoted as before, without a superscript x.

A stochastic bound. Let us denote by { () the largest of the service times v that occur
in the set I1°. Thus { () is the largest residual service time that can be associated with
any of the services that are open at time zero in any of our constructions. Because IT° is
finite, { (@) < oo for almost all @, and we have the following bound, expressed using the
superscript notation introduced above:

V(o) < (o) forallje #.le L) weQ, andxe X, (6.36)

where .,2”]9 is defined via (2.1).

6.4 Definition and properties of fluid limits

This section develops the fluid limit theory that is needed for the statement and proof of
Theorem 6.2, whose significance was discussed earlier in Section 6.1. Fluid limits are
obtained after network processes are subjected to law of large numbers (LLN) scaling,
in which time and space are scaled by a common large parameter.

For a state x = (1,2) € 27, let

i=ld =Y a

icd

It is this quantity, the sum of initial buffer contents, that we use as our scaling parameter.
For each x = (1n,z) € 2" with |x| # 0 and each @ € Q, we define fluid scaled processes
(D*,F*,T*,7%) by setting

(ﬁx(t,a)),Fx(t,w),T"(t,w),Zx(t,w)>

:|xl|(Dx(!xmw),Fx(IXIt,w),Tx(!xz,co),ZX(yxz,co)), 1>0. (6.37)

For each x € 2~ with |x| # 0 and each @ € Q, T*(-, ®) belongs to the function space
CR,,R))={g:R, = R’, gis continuous}.

One can also check that F¥(-, ) is an element of D(R,,R’), and D*(-, w) and Z*(-, @)
are elements of D(R,,R7), where, for an integer d > 0,

D(R,,RY) = { g:R. — R? gis right continuous on R, and has left limits in (0,00)}.
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The following theorem shows that, for almost all ®, the family

A A

(D*(.0). F*(,0). 7*(,0). 2 ) ).

indexed by x € 2" with |x| # 0, has appropriate limits as |x| — oco. In its statement, a
set C C 2 is said to be unbounded if {|x| : x € C} C R, is unbounded in R. Also, in
the proof of the theorem we use the fact that, under our baseline stochastic assumptions
(see Section 2.2), service times satisfy the following condition for each j € _# with
probability one:

1
lim — max v;({,®) = 0; (6.38)

n—eop 1<l<n

see Proposition B.8 for a proof.

Theorem 6.5. Fix o € Q such that (2.14), (2.15), and (6.38) hold for the core stochastic
elements. For any unbounded set C C 2" of initial states, there exists a sequence {x,} C
C with |x,| — oo such that

(0%, 0), P (@), 1%, 0),2%(,0)) > (DET,2) asn—e (639

for some functions F,T € C(R,,R’) and D,Z € C(R,R!), where the convergence in
(6.39) is uniform convergence on compact (u.o.c.) sets (see Definition A.6). Further-
more, the four-tuple (D, F,T,Z) satisfies the fluid equations (6.1)-(6.6) with |Z(0)| = 1.

Definition 6.6. A four-tuple (D,F,T,7) € C! x C/ x C! x C/ is said to be a fluid limit
path of the SPN if there exists an @ € Q and a sequence {x,} C 2" with |x,| — e such
that (6.39) holds.

The conclusion (6.39) involves convergence of four components. To prove Theo-
rem 6.5, we now state two lemmas. The first lemma proves convergence of the third
component, and the second lemma says that convergence of the third component implies
convergence of the second one.

Lemma 6.7. Fix @ € Q. For any unbounded set C C X of initial states, there exists a
sequence {x,} C C with |x,| — o such that

T (-, 0)—=T(:) and Z(0,0)—Z2(0) as n—oo (6.40)
for some function T € C(R,,R’) and some Z(0) € RL.

Lemma 6.8. Fix an @ € Q such that (2.15) and (6.38) both hold. Consider an arbitrary
sequence of initial states {x,} C 2 and an arbitrary sequence {r,} C R with r, — oo.
Then, for each t > 0,

. 1 Xn
lim —F" (ryt, ©) (6.41)

n—oo ]"n
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exists if and only if
1
lim Tx" (rnt, @) (6.42)

n—oeo

exists. Furthermore, denoting by F (t) and TJ(I) the limits in (6.41) and (6.42) respec-
tively, when they exist, we have

N

m;Fi(t) = T;(t). (6.43)

Lemmas 6.7 and 6.8 will be proved at the end of this section. Assuming these two
lemmas, we are now ready to prove Theorem 6.5.

Proof of Theorem 6.5. Fix an @ € Q such that (2.14), (2.15), and (6.38) are all satisfied.
By Lemma 6.7, there exists a sequence {x,} C C with |x,| — o such that (6.40) holds.
It follows from Lemma 6.8 that for each r > 0,

Fir(t,0) — Fj(t)  asn— oo,

where F;(t) := u;T;(t). Because F;(-) is a continuous nondecreasing function, it follows
from Lemma A.10 that

Fir(,0) > Fj()  asn—oo (6.44)

uniformly on compact sets. From the SLLN (2.14) we have
E(t,0) — Ei(t),

where E;(t) := A;t for each t > 0 and

—Ei(|xy|t,0) fort € R andn>1.

E'(,0)—=E() wuwoc. (6.45)

From the basic system equation (2.10) we have that

Zi"(1) =Z"(0)+ E (1) + ) . |cI>f (xal B () = Y ByFP (1), 1>0.
jey Hn jics

Combining that last equation with (6.40), (6.44),(6.45), and the SLLN for output vectors
in (2.15), one has that Z" (-) — Z;(-) u.o.c. as n — oo, where Z;(t) is given by the right
side of (6.1) for ¢ > 0.

O
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Proof of Lemma 6.7. Fix an @ € Q and an initial state x € 2~ with |x| # 0. Each com-
ponent of 7%(-, @) is nondecreasing, and 7%(0, ) = 0. Furthermore,

A(7(1,0) ~ T(u,0)) < (1= )b
for each pair (u,) with 0 < u <t. We now observe that
dA>¢é (6.46)

where prime denotes transpose and e and é are column vectors of ones of appropriate
dimensions. Thus one has

710.0) =T (wa))] = T (F(6.0)=1(0a) < (=l

where |b| is the 1-norm of b as usual. It follows that the family of functions
{T*(., ®): x| £0,0 ¢ Q}

is equi-Lipschitz as defined in (A.2). Also, {Z*(0), |x| # 0} is a bounded set in R’. Then
it follows from Corollary A.9 and Theorem A.5 that for each @ € Q there exists a se-
quence {x,} C C with |x,| — oo such that (6.40) holds for some function 7 € C(R,R’)
and some Z(0) € RL. O

The proof of Lemma 6.8 is similar to that of the SLLN for a standard renewal pro-
cess, where event times are the successive positions of a random walk with positive steps
sizes. (That is, the inter-event times for a standard renewal process are i.i.d. positive ran-
dom variables). In proving the SLLN for a renewal process, one relies on (i) a SLLN
for the corresponding random walk, and (ii) what we will call a “key relationship” that
connects the renewal process and the random walk; see, for example, Theorem 2.10 of
Serfozo (2009).

Foreach j€ ¢, w e Q,and x € 2, define Vj’-c(n, o) to be the sum of the first n type
Jj service times, including services that are open at t = (. That is,

Z Vil @)+ Z vi(l,) forn>N;(0),

nimer= ) | ; (6.47)
—n<t<0

For each j € _#, one can describe V7 as a random walk that is “delayed” by initial
processing variables, which may be different for different initial states x € 2. To prove
Lemma 6.8, we need to (i) prove a SLLN for this “delayed” random walk, and (ii) exploit
a key relationship that connects the delayed random walk V;* and the service completion
process Fj'.

The following lemma is the required SLLN for V. Our service count bound (2.34)
plays a critical role in this proof.
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Lemma 6.9. For each ® € Q such that the SLLN (2.15) for service times holds, one has
lim sup Vx(n ®)—m;j| =0. (6.48)
ey N

Proof. Let k be the constant in the service count bound (2.34). From the definition of
V* and condition (6.36), one has the following for n > k > N}‘ (0), where  is the random
variable defined immediately above (6.36):

Z vi(l,m) < Vx ) < kl(w)+ Z vl (6.49)

Both the upper and lower bounds in (6.49) are independent of the initial state x. It follows
that

n—K 1 1 )
n K:Z‘l (vj(e’w) _mj) + ;mjK < ;Vj (n) —m;
1 1 n
< Ké() Y Z vi(l, @) —m;). (6.50)

The proof of (6.48) readily follows from (6.50) and the SLLN for service times in (2.15).
O

A key relationship. We now argue that, foreachx € 2", 0w € Q, j€ ¢ andt >0,
one has

V¥F(t)) —Ni(t (0) < TX1) < VXHFFt)+N1)). 6.51
j(]()) j()—N?'(O)<Kr22]l:}((t)+Nf(t)v1()_ _]()— j( j()+ j()) ( )

The second inequality in (6.51) says that the cumulative effort devoted to type j services
by time ¢ cannot be larger than the sum of the service times for the type j services that
have been completed by ¢ or are open at ¢. To understand the first inequality, first observe
the following: If all type j services were completed in the order they were started, then
the total effort devoted to type j services up to time 7 would be at least V' (F;(t)), and
hence one has V3 (F;(t)) < T;(¢) in that scenario. The first inequality in (6.51) includes
an adjustment to account for the N}‘(t) type j services that are open at time ¢ and whose
start times might be earlier than those of some completed type j services. In the special
case where at most one type j service can be open at a time, (6.51) follows from the
familiar relationship

FX0)=GiT: () and  VI(Gi(1) <t <VI(Gi(1)+1) (6.52)

forz > 0, where G is the renewal process associated with the delayed random walk V7.
Thus, (6.51) is a generalization of (6.52) to allow for “service overtake,” that is, services
completed in an order different from the one in which they were started.
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Proof of Lemma 6.8. Fix at > 0 and an @ € Q that satisfies (2.15) and (6.38). To sim-
plify notation, we suppress the argument @ and the superscript x,, in this proof. It suffices
to prove that

Fi(rat 1
m ,~1imsupM < limsup —T;(rat), (6.53)
" n—oo n n—oo Iy °
Fi(rat 1
m; fiming 20 liminf — T (ryt). (6.54)
n—soo T'n n—seo

We first prove (6.53). If lim,, e Fj(r4t) < oo, then

1
lim — Fj(r,t) =0

n—yoo r}’l

and (6.53) clearly holds. Assume that lim,_,. Fj(r,f) = co. From the first inequality of
the key relationship (6.51) one has

Fi(ryt 1 1 Fi(ryt 1
1)Ly ) < 250 4 ) max u(0)
rn Fj(rat) Tn Fn Fj(rat) —N;0)<C<F;(rat)+N;(rat)
(6.55)
for all » > 0. By (6.36),
) <{(w (4, ).
,Nj(0)<egmﬂ?r(nz)+N,-(r"z)VJ( )= 6 )+1gegrgé(13iz)+xvj( )
It follows from (6.48), (6.38), and (6.35) that
1 1
lim —V;(F;(ryt)) =m; >0and lim —— i(0)=0.
Wy IR = = 0200 I EG wor<edbtan e
(6.56)

Assume further that limsup,,_,, Fj(rat)/r, < eo. Then (6.53) follows from (6.55) by
taking limsup on both sides. To complete the proof of (6.53), it remains to show that

Fi(rat
timsup 72U _ o, (6.57)
n—soo 'n
implies
Ti(rot
limsup Tilrat) _ . (6.58)
n—yoo 'n

To prove (6.58), it follows from (6.56) that there exists ng > 0 such that

I 1
——V;(Fj(rat)) > m;/2  and (0) <mj/4
Fyp) ) Zmif2 a0 K EG o 1O <

for n > ng. Thus, (6.55) implies that

Filrat) (mj/2—m;/4) < rlTj(r"t)

I'n
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for n > ng, from which we have

Fi(rat 1
(m;/4) limsupM < limsup —T;(rut),

n—soo In n—oo I'n

proving (6.58) under condition (6.57).
We next prove (6.54). The right side of (6.51) becomes

Tr4) < V1) 4 Ny (1),

rl’l n

If lim,, o0 F (rpt) < oo, then (6.54) follows from

1 1
lim —7j(ryt) < lim —V;(Fj(ryt) +Nj(rat)) = 0.

n—eo 1y, n—eo 1y,
Now assume lim,,_ F'(ryt) = oo. Then (6.54) follows from

Fj(rpt) +Nj(rat) 1

1
—Ti(ryt) < =L Vi(F;(rat) +Ni(rut)),
i ](I”n ) — ry Fj(rnt)—i—Nj(rnt) ]( ](rn )+ ](’”n ))
plus (6.35) and the first part of (6.56). O

6.5 Fluid model stability implies SPN stability

We are now positioned to complete the proof of Theorem 6.2.

Proof of Theorem 6.2. By Lemma 3.7, it suffices to prove that stability of the fluid limit
implies (3.5). To begin, the definition of fluid limit stability gives the following: there
exists an 2 > 0 such that, for each fluid limit path (7',Z) with |Z(0)| = 1, one has Z(h) =
0. We now prove that

1
lim — |Z*(|x|h, )| =0 (6.59)

for each @ € Q such that (2.14), (2.15), and (6.38) hold. Suppose there exists an @ such
that (2.14) and (2.15) hold but (6.59) does not. Then there exists a sequence of initial
states {x, } C 2" satisfying lim,_,o|x,| = o such that

1
lim —|Z" (|x,|h, )| > 0. (6.60)

n—e ||
By Theorem 6.5 in Section 6.4, there exists a subsequence {x,, } C {x,} such that
(T, Z%) — (T,Z) ask— oo (6.61)

for some fluid limit path (7, Z), where, again, the fluid scaled processes are defined by

(7 (0).2%(0)) = - (T (b ). 2% (1)) 120

B ‘x”k‘
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Therefore, by (6.61),

lim Z* (h) = Z(h) = 0,

lim =
k—boo

k—yo0 ]xnk

Z (e )

contradicting (6.60). Thus we have proved (6.59).

From (6.59), Lemma 6.10 below, and Theorem B.2, one can check that condition
(3.5) holds. Therefore, by Lemma 3.7, the ambient Markov chain X is positive recurrent,
proving Theorem 6.2.

O
Lemma 6.10. Fix an h > 0. The family of random variables
1
{HWWWLxG%mmmz%
X
is uniformly integrable (see Definition B.1).
Proof. 1t follows from Proposition B.5 that the family of random variables
1
{ Z —Ei(|x|h), x¢€ 2 with |x| > 1}
iesg ’x ’
is uniformly integrable. For each x € .2~ with |x| # 0,
1. 1
2 (xm)| < 1+ ), —Ei(lxlh),
x| icy |x|
from which the lemma follows. Ul

6.6 Sources and literature

Dai (1995a) established Theorem 6.2 for queueing networks (see Section 2.6 for the
meaning of that term). In that work the inter-arrival and service time distributions are
assumed to be general, so the ambient Markov process contains remaining inter-arrival
and service times as components of the state description. Those components change
continuously, and therefore the ambient Markov process does not have a discrete state
space. Each fluid limit path in Dai (1995a) is shown to satisfy “delayed” fluid equations
that are slightly different from the fluid equations in this chapter. Chen (1995) proved
that the stability of the standard fluid model implies that of the delayed fluid model.
Bramson (1998) and Bramson (2008) modified the definition of fluid limit in Dai (1995a)
so that each fluid limit path satisfies the standard fluid equations. Under our baseline
stochastic assumptions and Assumption 3.8, (6.36) holds. Therefore, the complications
in Dai (1995a), Chen (1995), Bramson (1998) and Bramson (2008) do not apply.

Fluid models and fluid approximations of queueing networks have been extensively
studied in the literature; see, for example, Newell (1982) and Chen and Mandelbaum

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

6.6 Sources and literature 123

(1991). The latter paper established a functional SLLN theorem whose content is the
following: in a single-class queueing network, the fluid-scaled queue length process
converges to a fluid limit that satisfies deterministic fluid equations. The fluid scaling
there uses a generic large parameter in both time and space.

Rybko and Stolyar (1992) was the first paper to study fluid scaling, using the initial
number of jobs in the system as the large parameter. Focusing on the Rybko-Stolyar
network pictured in Figure 1.9, but assuming that both servers use a FCES policy rather
than the priority policy described in Section 6.2, that paper made the first connection
in the literature between fluid limits and positive recurrence of the network’s ambient
Markov chain.

At about the same time, Dupuis and Williams (1994) made a connection between the
positive recurrence of a multi-dimensional reflecting Brownian motion and the stability
of a corresponding deterministic Skorohod problem (fluid model). Both Rybko and
Stolyar (1992) and Dupuis and Williams (1994) inspired the framework developed in
Dai (1995a). The work of Rybko and Stolyar (1992) was generalized in an independent,
contemporaneous paper by Stolyar (1995) involving a discrete state space.

Theorem 6.2 provides a sufficient condition for positive recurrence of an ambient
Markov chain. The converse of the theorem does not exist yet. Effort has been made
by Meyn (1995), Dai (1996), and Pulhaskii and Rybko (2000) to provide a ‘“partial
converse” in the queueing network setting; see also, Gamarnik and Hasenbein (2005).

Closely related to Dai (1995a) is Dai and Meyn (1995). That paper proved the fol-
lowing for queueing networks: assuming fluid limit stability and finite (k+ 1)th moments
for both inter-arrival and service time distributions, the network’s steady-state total job
count has a finite kth moment. For an SPN satisfying our baseline stochastic assump-
tions, which include Poisson arrival processes and phase-type service time distributions,
one naturally expects that the steady-state total job count has finite moments of all orders
if the fluid limit is stable, but that analysis has not been undertaken thus far.

Fluid limit paths are defined in the almost sure sense in Dai (1995a) and in this
book. One can define a fluid limit as the weak convergence limit of a sequence of
fluid-scaled stochastic processes as in Stolyar (1995). (See Billingsley (1999) or Ethier
and Kurtz (1986) for the definition of weak convergence of stochastic processes.) Foss
and Kovalevskii (1999) explored this notion of fluid limit and used it to study a polling
model.
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7

Fluid equations that characterize specific policies

Theorem 6.2, stating that fluid limit stability implies SPN stability, is the centerpiece
of this book. To make practical use of that result, one needs to know how fluid limit
paths behave, and that analysis begins with Theorem 6.5, which justifies fluid equations
(6.1)-(6.6) under any policy. Typically, however, the analysis of a particular control
policy requires that additional policy-specific equations be identified. These additional
equations must be justified through the same fluid limit procedure used in the proof of
Theorem 6.5.

In Section 7.1, by carrying out the detailed fluid limit procedure, we justify the extra
fluid equation (6.7) that was presented earlier for a queueing network operating under
a non-idling policy. In Section 7.2, by carrying out a similar procedure, we rigorously
justify an analogous fluid equation for a queueing network with non-preemptive static
buffer priorities. (This is Theorem 7.3.) The fluid equation developed there generalizes
(6.15), which was stated without proof in our earlier discussion of the criss-cross network
example. Section 7.3 concerns the first-come-first-served (FCFS) control policy for a
queueing network; there we present the extra fluid equation (7.13) and its justification.

Section 7.4 is concerned with the generic PS network defined in Chapter 4. Specifi-
cally, we consider the equivalent head-of-line model for a PS network (see Section 4.4),
with attention restricted to policies having a certain special structure, and we derive an
additional fluid equation to characterize such a policy. It will be shown later (see Sec-
tion 8.2) that one particular policy from the specified family is maximally stable. Finally,
sources and literature are discussed briefly in Section 7.5.

7.1 Queueing network with a non-idling policy

This section focuses on queueing networks, which were defined in Section 2.6 as a spe-
cial class of SPNs. In such a network there is one activity per buffer, and that activity
consists of a server from one particular pool processing a job from the specified buffer.
As in Section 5.1, we denote by .# (k) the set of buffers that are processed by servers
from pool k; the formal version of that definition is (2.43). A control policy for a queue-
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ing network is said to be non-idling if no server remains idle while there is a job waiting
in any of the buffers that are processed by that server. A fluid equation that is satisfied
by every non-idling policy is the following: for each pool k and each ¢ > 0,

Y Z(t) > 0 implies that di( Y Ti(r)) — by (7.1)

ic.7 (k) P Nie7 )

Remark 7.1. The statement in (7.1) says that if Z;(¢) > 0 for some j € .# (k) and ¢ > 0,
then the sum };c 7 (x) T(t) is differentiable at time ¢, and moreover its derivative is equal
to by. However, there is no guarantee that 7j(-) is differentiable at .

Theorem 7.2. For a queueing network operating under a non-idling policy, each fluid
limit path satisfies (7.1).

Proof. Let (D,F,T,7) be a fluid limit path with a corresponding sequence {x,} C 2~
and a corresponding @ € Q such that (2.14), (2.15), (6.38) and (6.39) all hold. Fix this
®, a time ¢ > 0, and a server pool k € £ . Throughout the remainder of this proof we
suppress the argument @. Assume that the buffers served by pool k contain a positive
amount of fluid at time 7, that is, } ;c ) Z;(t) > 0. By the continuity of Z, there exists a
0 € (0,) such that

N

€:= min Zi(u) > 0. 7.2
uEft—8.1+8] I.E;k) i) (7.2
By (6.39), there exists an integer L > 0 such that for n > L one has |x,|€/2 > by and

sup |2 (u) — Z(u)| < /2. (7.3)
u€t—38,t+9)

From (7.2) and (7.3) one has

min 7" (u) > €/2,
ue[z&,t+6]i€;k) ROEL

which is equivalent to
Y ZF(u) > |xle/2 > by
ic.s (k)
for u € (|x,|(t — 8),|x,|(r+ 8)) and n > L. This means that for each n > L and at each
time u € (|x,|(t — &), |x,|(r + 8)), there are always jobs waiting for pool k to process
them. From the non-idling hypothesis we have that

)3 (Tix"(uz) - Tixn(”l)) = (u2 — 1) by (7.4)

ic s (k)

for any uy,uy € (|x,|(r — &), |x|(t + 8)) with u; < up. Therefore, for any u;,u; € (t —
0,1+ 0) with u; < uy,

Z <fixn(u2) - fix"(ul)) = (up —uy)by for n>L.
i€ (k)
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Taking the limit as n — oo, we have

A

Y (filw) = (Bim) ) = (2= )

ic.s (k)

for any u;,u; € (t — 8,t 4 6) with u; < up, from which (7.1) follows, proving the theo-
rem. H

7.2 Queueing network with non-preemptive static buffer priorities

In this section we focus again on queueing networks, considering a special class of non-
idling policies called static buffer priority (SBP) policies. To define this policy class,
let us first recall that .# := {1,---,I} is the set of all buffers, while % := {1,--- ,K}
is the set of all server pools, and .# (k) is defined via (2.43) to be the set of buffers that
are processed by server pool k. Now for each i € .# let p(i) to be the server pool that
processes jobs from buffer i, that is, the unique k € ¢ such that i € . (k).

An SBP policy is defined by a permutation o : .¢ — .#. Specifically, if two buffers
i,j € & have p(i) = p(j) = k (that is, buffers i and j are both served by pool k), then
servers in pool k give priority to class i over class j if and only if 6(i) < o(j). Under
this SBP policy, a newly freed server in pool k will choose for its next service a job from
whatever non-empty buffer i € .# (k) has the lowest value of the priority index o (i);
specifically, it chooses the oldest job in that buffer, that is, the one whose most recent
arrival into the buffer occurred first. If all buffers i € .# (k) are empty when the server is
freed, then it simply waits for a job of some class i € .# (k) to arrive. (Here as elsewhere,
the word “arrival” is used to include both external and internal arrivals, the latter being
created via class transitions following service completions.)

We shall consider the non-preemptive version of the SBP policy, which means the
following: if all servers in pool k are busy and a job arrives into some buffer i € .7 (k),
that job simply waits in its buffer, even though some of the jobs being served by pool k
may have lower priority than the new arrival. This control policy fits within the frame-
work of our basic SPN model, in which services are carried through to completion at full
intensity (that is, with full service effort) once they have been started. Moreover, it is a
simply structured control policy, as that term was defined in Section 2.3.

In contrast, one may consider the preemptive version of the static SBP policy, which
means the following. If all servers in pool k are busy when a job arrives into some buffer
i € Z(k), and if one or more of the jobs currently being served by pool k has lower
priority than the new arrival, then service is suspended for one of the jobs currently
being served, and the server freed by that suspension begins processing the new arrival.
The priority ranking ¢ is used in the obvious way to determine the class of the job whose
service is suspended, and if there is more than one job of that class being served at the
moment of the new arrival, then the youngest such job (that is, the one that arrived most
recently into its current buffer) is selected for suspension. When the suspended service is
eventually resumed (using the stated criteria for commencement of new services, first by
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priority ranking and then by age of job), it requires only as much additional service effort
as needed to complete its original service time. This is an example of a relaxed control
policy. More specifically, it is one that interrupts services under some circumstances but
never splits the capacity of a server between two or more jobs.

For a buffer j € .#, let

H(j) = {i € 7 : p(i) = p(j) with 6(i) < 5(j)}. (7.5)

In words, J#(j) is the set of same-pool buffers whose priorities are at least as high as
that of buffer j. The fluid equation corresponding to the non-preemptive SBP policy is
the following: for each buffer j € .# and eachr > 0,

y Zi(r)>01mp1iesthati( Y Ti) = b, (7.6)
e i\ &
i€ (j) i€ (j)

where k = p() is the pool serving class j jobs.

Theorem 7.3. For a queueing network operating under a non-preemptive SBP policy,
each fluid limit path satisfies (7.6).

Remark 7.4. This theorem also holds under the preemptive version of the SBP policy.
In fact, the proof is significantly easier in that case, because contrary to what is said
in the third sentence of the proof below, (7.4) does hold under preemption if .# (k) is
replaced by J7(j).

Proof. Let (D,F,T,Z) be a fluid limit path with a corresponding sequence {x,} C 2~
and a corresponding @ € Q such that (2.14), (2.15), (6.38) and (6.39) all hold. Fix
this @ and a time ¢ > 0. The proof mimics that of Theorem 7.2, with () replacing
# (k) everywhere, except that the .7 (j) version of (7.4) does not hold under the non-
preemption assumption. Indeed, (7.4) is replaced by the following:

(2 )b~ R (n,1,0) < Y (T7%(12,0) = (1(1,0) ) < (= u)bye (7.7)
i€ ()

for any uy,uy € (|x,|(r — &), |xa|(r + 8)) with u; < up, where R (n,t,®) is the total
remaining processing time for all jobs that are being processed at time |x,|(r — &) by
servers from pool k. The first inequality in (7.7) holds because of the priority policy and
the fact that

Z Z7 (u,0) > by for all u € (|x,|(r — 8), |x,|(r +8)).
i€ (j)

To prove (7.6), following the rest of the proof of Theorem 7.2, it suffices to show that

1
lim —R" (n,t,®) =0, (7.8)

n—oeo
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where r, := |x,|. To bound the total remaining service time R* (n,t), suppose there is
one class j job in service at time r,(f — §). The remaining service time of this job is
bounded by
max vi(l, ),
=N (0)<l<F" (ry(t—8),0)+N;" (ra(1-6),0)

which is further bounded by

max ), max max vi(l, ),

(C( ) JES 1<U<F" (ry(t—8),0)+K J( )

where ( is defined immediately above (6.36) and K is the constant appearing in (2.34).
Because each class has at most K jobs in service at any given time, one has

R(n,t,0) < xJ|{&(w (4, o)),
(n,t,0) <k (5( )+jezf1<€<W(r£z(1tx5)yw)ﬂv.,( ))

where, again, J = I is the number of classes in the network. We claim that for each
je z,
lim ! max vi(l,w) =0, (7.9
N0 Iy 1<U<F;" (ra(t—08),0)+x
from which (7.8) immediately follows. If lim,_,c Ff"(r,,(t —0),®) < oo, then (7.9)
clearly holds. In the opposite case, the left side of (7.9) is equal to

F" (ra(t = 6), 0) 1
m - max vi(l, )
n—oo n Fj”(rn(t — 5), (0) L<U<F" (ry(t—08),0)+K
. 1
=F;(t—6) lim max v, )

n—yeo Ff" (ra(t—9),m) L<U<F" (ra(t—8),0)+x
=0,

where the first equality follows from (6.39), and the second equality follows from the
choice of m to satisfy (6.38).
O

7.3 Queueing network with FCFS control

Continuing to focus on queueing networks, let us now consider the first-come-first-
served (FCFS) control policy that was introduced in Section 2.6. FCFS is a non-idling
policy, and unlike all other control policies studied in this book, it is not simply struc-
tured, as that term was defined in Section 2.3. To minimize technicalities in our deriva-
tion of its characteristic fluid equation, we restrict attention to the case of single-server
pools, that is, by = 1 for each k € Z". Under this assumption the FCFS policy can also
be called first-in-first-out (FIFO) processing, as noted in Section 2.6.

As in Section 2.6, let A; denote the external arrival rate (possibly zero) for jobs of
class i € .#, let m; denote the mean service time for such jobs, and let P;; denote the
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probability that a class i job next becomes a class j job after its service is completed.
Also, we denote by .# (k) the set of job classes that are processed by server k € 7,
and we use the term “station k” to mean server k plus the buffers containing jobs from
classes i € .# (k). Other notation and terminology will be carried forward from Chapter 2
without comment.

Equations (2.8), (2.9), and (2.10) govern the evolution of a queueing network under
any control policy, and we now develop an additional equation that is specific to the
FCFS policy. For that purpose, let

Gi(t) = Ei(t)+ Y ®/(D;(1)), (7.10)
jeESL

interpreting this as the cumulative number of arrivals (both external and internal) into
class i € .# over the interval (0,7]. We denote by Wi (z) the immediate workload for
server k at time ¢, which means the following: W;(¢) is the amount of time required for
server k to complete the processing of all jobs of classes i € .# (k) that are waiting or in
service at time ¢, assuming that no further arrivals into those classes (either external or
internal) are allowed after time . To express this mathematically, let V;(n) denote the
sum of the first n class i service times, including possibly that of a job in service initially.
That is,
1 Y
Z?:l V,(f) if Z,(O) 0.

Vi) {w(o) Y0 ifZi(0) >

This definition is consistent with (6.47). Also, given a vector § = (&;,...,&) € Z., let
V(E)=Vi(&),...,Vi(&)) . The immediate workload vector W (1) = (Wi (z),...,Wk(z))’
is then given by the following expression:

W(r) =AV(G(r)+Z(0)) — AT (1), (7.11)

where T is the cumulative service effort process defined via (2.22), and A = (Ay;) is the
capacity consumption matrix as usual, that is, Ay; = 1 if i € .# (k) and Ay; = 0 otherwise.
In words, (7.11) says the following: for each k € %, the immediate workload Wi (r)
equals the total work for server k that has arrived up to time ¢, minus the total time that
server k has been busy up to ¢.

Let us consider the set of all jobs residing in buffers i € .# (k) at time 7. Under the
FCES control policy, server k will complete the processing of those jobs precisely at time
t + W (1), because jobs arriving at station k after time ¢ will have lower priority than the
ones already present at time ¢. This observation leads to the following identity, which is
the key to further analysis:

Di(t+Wi(t)) = Zi(0) + Gi(r), foreach >0, ic.7(k), ket. (112

In words, (7.12) says that, for each i € .# (k), the number of departures from class i up
to time 7 + W;(r) equals the number of arrivals into that class up to time 7.
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Theorem 7.5. For a queueing network operating under the FCFS control policy, each
fluid limit path (D, F,T,Z) satisfies (6.1)-(6.6) and

Di(t +Wi(t)) = Gi(t), foreach t>0, ic.7(k), ke, (7.13)
where
A J A
Gi(l‘) =Nt + Pj,’Dj(l‘), i€ .7, (7.14)
j=1
W)=Y mjZ;(t), ket (7.15)
jes (k)

Proof. Let (D,F,T,Z) be a fluid limit path with a corresponding sequence of initial
states {x,} C 2" and a corresponding @ € Q such that (2.14), (2.15), (6.38) and (6.39)
all hold. Fix this @. Define

Lo (fnalt, o).

|xn‘

. 1 .
G (1) := X—G"”(|xn|t,a)), W (t) :=

|

It follows from (7.10), (2.14), and (2.15) that
G — G (7.16)

u.0.c. as n — oo, where G is given by (7.14). It follows from (7.11), (2.15), and (6.39)
that

W — W (7.17)

u.0.C. as n — oo, where

=AM (G(t) +2(0) - D(1))
=AMZ(t), t>0
From (7.16), (7.17), (6.39), and (7.12), the fluid model equation (7.13) follows. O

7.4 Unitary network with specially structured control

We consider here a unitary network (see Section 2.6 for the meaning of that term) operat-
ing under a relaxed control policy with a certain special structure. This analysis prepares
the way for our later study (see Section 10.4) of unitary networks with “proportionally
fair” resource allocation. Recall that single-server pools are assumed in our relaxed SPN
formulation, and b is a K-vector of server capacities, expressed in units like megabytes
per second. Also, in a unitary network we have a one-to-one correspondence between
job classes and service types, so both are indexed by i € ..
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In the relaxed control setting of Section 2.4, let ¢ be a decision time and let Z be the
updated job count vector at ¢, as defined in Section 2.3. We consider relaxed control
policies under which the I-vector 3 of service rates going forward from ¢ has the form

B =hn(2) (7.18)
where 5 : Rﬂr — Rﬂ is a policy function that meets the capacity constraint
Ah(+) <b. (7.19)

Thus it is required that the service rate vector 3 be determined entirely by the vector
Z of updated job counts, whereas in our general relaxed formulation B can depend on
both 7 and Z. To obtain the fluid model equation corresponding to (7.18), we make the
following assumptions.

Assumption 7.6. The policy function A(-) in (7.18) is continuous away from 0, by which
we mean the following: for each i € .# and each z € R/, with z; > 0, h;(+) is continuous
at z. Moreover,

h(cz) =h(z) forallc>0andz€R.. (7.20)

Remark 7.7. Property (7.20) is expressed verbally by saying that i(-) is homogeneous
of degree zero. Together, (7.18) and (7.20) say that B depends on Z only through the
relative magnitudes of its components.

Theorem 7.8. Consider a unitary network operating under the relaxed control policy
defined by (7.18), where h: Rl — RL satisfies (7.19) and Assumption 7.6. Each fluid
limit path (D, F,T,Z) satisfies the following: for eachi € .% andt > 0,

N d . A
Zi(t) >0 implies that ET,-(t) = hi(Z(1)). (7.21)

Remark 7.9. In addition to (7.21), it is tempting to write, for each i € .Z,

Z(t)=0 implies that %Tl(t) =0, (7.22)
because (7.22) is analogous to the following property of the unitary network: when
buffer i is empty, no service effort is allocated to that job class. However, (7.22) need
not be true. To be specific, T; may be non-differentiable at r when Z;(t) = 0, and even if it
is differentiable, its derivative need not be zero. See, for example, (10.70) in Chapter 10.
A corrected version of (7.22) will be stated later as Lemma 8.9.

Proof of Theorem 7.8. Let (D,F,T,Z) be a fluid limit path with corresponding @ € Q
and a sequence {x,} C 2" such that (6.39) holds. It follows that

N

2 (@) —Z(-) uwo.c. asn—» oo, (7.23)
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Fix a time ¢ > 0 and a buffer i € .#. Assume that Z;() > 0. We need to prove that 7; is
differentiable at ¢ and its derivative is given by the right side of (7.21).
By the continuity of Z, there exists a § € (0,7) such that

€= in Z;i(u) > 0. 7.24
ue[trzlél.}—%] (u) ( )

Thus, by (7.23), there exists Ly > 0 such that
Z"(u) > |x,|e/2 > 1

for u € (|x,|(r — &), |xa|(t + 8)) and n > Lo. It follows from (2.28) and (7.18), where a
superscript x was omitted from (2.28 in the interest of visual simplicity, that

‘xn |u2

T () = T () = [

EA

h; (an (u))du = /;2 |xn\ h; (an(‘xn|u))du

for any u;,us € (t — 6,1+ 6), which implies that

uz

u

T (up) — T (1) = / (x| 2 (1)) = / n(Z() e (1.25)
1 1

for any uy,up € (t — 8,1+ 8); in obtaining the last equality of (7.25), we have used the

fact that 4 is homogeneous of degree zero, which is part of Assumption 7.6.

Condition (7.19) ensures that the policy function /4 is bounded, and Assumption 7.6
ensures that it is continuous away from 0. Combining those properties with (7.23) and
the dominated convergence theorem (Corollary B.3), we take limits on both sides of
(7.25) as n — oo, concluding that

Ti(uz) — Tiur) = / hi(2(u))du

uy
for any uy,uy € (t — 8,t+ &), from which one has that the derivative of 7; exists at # and
the derivative is given by the right side of (7.21). O

7.5 Sources and literature

A variant of Theorem 7.2 appeared as Theorem 4.1 of Dai (1995a). The model con-
sidered there was a queueing network with general service time distributions and with
single-server pools; in its analysis the non-idling fluid equation (7.1) appeared as equa-
tion (4.21), expressed in an alternative, integrated form involving cumulative server idle
time and complementarity relationships.

A restrictive version of Theorem 7.3 appeared as Theorem 7.1 of Dai (1995a). That
result concerns the special kind of queueing network called a re-entrant line (see Fig-
ure 1.11 for an example), operating under a specific SBP policy, namely, the preemptive
version of first-buffer-first-served. Again the key fluid equation, which appears as (7.6)
in this chapter, was expressed in an alternative, integrated form.
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For a queueing network with single-server stations, the key to analysis of the FCFS
control policy is equation (7.12). One early work that used this characterization of FCFS,
but in a slightly different form, was Harrison and Nguyen (1993); we do not know of
earlier references, but they very likely exist. The FIFO fluid model equation (7.13)
first appeared as equation (2.6) of Bramson (1996a). An alternative version of that FIFO
fluid model equation, expressed in terms of the inverse of £ + W, (¢), appeared as equation
(29) of Chen and Zhang (1997). Bramson (1994) showed by example that a queueing
network operating under the FCFS control policy can be unstable even though it satisfies
the standard load condition p < e that was discussed in Section 2.6. In a later paper,
that same author proved a contrasting positive result for a queueing network of Kelly
type with single-server pools; the italicized phrase means that all classes processed by
any given server have a common mean service time. To be specific, Bramson (1996a)
proved that the FCFS fluid model is stable for such a queueing network if the standard
load condition is satisfied. The proof is lengthy, involving an entropy Lyapunov function,
and it will not be included in this book.

Theorem 7.8 covers a wide a variety of control policies for queueing networks, in-
cluding the HL.SPS and HLPPS policies that were introduced in Section 4.6.
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8

Proving fluid model stability using Lyapunov
functions

To make use of Theorem 6.2, one must prove that a fluid model corresponding to a given
SPN is stable. Section 8.1 presents a key lemma on fluid model stability, establishing a
sufficient condition that involves Lyapunov functions. That condition, known as the drift
condition for fluid models, is typically easier to apply than the analogous drift condition
for Markov chains, as we show by example in Section 8.2. In Sections 8.3-8.4 we
construct Lyapunov functions for two fluid models that were derived earlier in Chapter 7,
demonstrating the effectiveness of the fluid model methodology.

Notational change for fluid solutions. In this chapter we use (D, F,T,Z), without hats
over the components, to denote a fluid model solution. (See Section 6.2 for the meaning
of that term). Dropping the hats in this way simplifies notation, and it should cause no
confusion, because here we study only fluid models, not the SPNs from which they are
derived.

8.1 Fluid model calculus and Lyapunov functions
In the following definition, d and m are positive integers.

Definition 8.1. A function g : R¢ — R™ is said to be Lipschitz continuous (or just Lips-
chitz) if for any bounded set B C R? there exists a constant k(B) > 0 such that

lg(x) —g(y)| < x(B)|x—y| foranyx,y€B.

It is said to be globally Lipschitz continuous (or just globally Lipschitz) if the constant
k(B) is independent of B.

It is clear that a function g = (g1, ...,&n) is Lipschitz if and only of each component
of g is Lipschitz. The same definition applies when R is replaced by ]Ri.
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Lemma 8.2. Assume that g : R™ — R and h : R, — R"™ are both Lipschitz. Define
f(t) :=g(h(t)) for eacht € Ry. Then f: Ry — R is Lipschitz.

Proof. The proof follows immediately from the fact that the continuous function 4 is
bounded on any bounded set of R . O

Lemma 8.3. Any solution (D,F,T,Z) of equations (6.1)-(6.6) is globally Lipschitz.

Proof. Using the fact that & < ¢’A, where e and ¢é are vectors of ones of appropriate
dimensions, constraint (6.6) implies that

|T(t)—T(s)| < (t—s)|b|] forany0<s<t,

proving that T is globally Lipschitz. Then (6.4) implies that F' is globally Lipschitz, (6.3)
implies that D is globally Lipschitz, and (6.1) implies that Z is globally Lipschitz. [

The following definition involves Lebesgue measure, which extends the notion of
“length” from intervals to general subsets of R; see, for example, Royden and Fitzpatrick
(2010). This concept is not used elsewhere in this book.

Definition 8.4. A collection {property() : ¢t € [a,b]} is said to hold for almost every
t € [a,b] if the Lebesgue measure of the set {t € [a,b] : property(t) does not hold} is
zero.

Lyapunov functions. A function H that satisfies all the hypotheses of Lemma 8.5
below is said to be a Lyapunov function for the fluid model. All stability results for the
fluid models in this book can be proved either by applying this result with an appropriate
Lyapunov function, or else by applying a generalization of this result (Lemma 8.11) that
appears at the end of the current section. Another result appearing later in this section,
Lemma 8.9, often plays an important role in applying Lemma 8.5. Recall that, for a
function f : R, — R, we use f (t) to denote the derivative of f at t. As in Section 6.2,
whenever f(1) is used, it is assumed that the derivative of f at 7 exists.

Lemma 8.5. Let H : R, — R, be Lipschitz continuous. Assume that H(0) = 0 and
H(x) # 0 when x # 0. Consider a fluid model consisting of (6.1)-(6.6) plus possibly
other equations. For a fluid model solution (D,F,T,Z) let

f(t):=H(Z(t)) fort>0. (8.1)
Suppose there exists an € > 0 such that
f(t) < —€&  for almost all points t with Z(t) # 0. (8.2)
Then Z(t) = 0 fort >ty = f(0)/e = H(Z(0)) /.
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Proof. We first prove that f is a nonincreasing function. By Lemmas 8.2 and 8.3, the
function f defined in (8.1) is Lipschitz continuous. Therefore, by Part (ii) of Defini-
tion A.1, it is absolutely continuous. It follows from Lemma A.3 that f has a derivative
at almost all points r € R;. Fix ar > 0. Assume Z(r) = 0. Then f(t) = H(0) =0.
Therefore, f attains its minimum at 7. If f has a derivative at 7, then f(r) = 0. This fact,
together with condition (8.2), proves that f (r) <0 for almost all + € R,.. Because f is
absolutely continuous, it follows from Lemma A.3 and equation (A.1) that

b,
1) =@ = [ fwar<o 8.3)

for any 0 < a < b, proving that f is nonincreasing.

Next we prove f(f) = 0. Suppose on the contrary that f(#y) > 0. By the continuity
of f there exists a 0 > 0 such that f(fy+ 0) > 0. Now the monotonicity of f implies that
f(t) >0 fort € [0,10+ O]. It follows that Z(¢) # 0 for t € [0,79 + 8]. Then (8.2) gives

f(t) < —& for almost all # € [0,7)+ 8]. By (A.1),

to+6 .

flo+8)=f(0)= | flt)dr < —&(to+9)
= —f(0) - &8,

which implies
0< f(to+90) < —¢9,

which is a contradiction.

When the function H in (8.1) is quadratic, the following lemma is often useful.

Lemma 8.6. In the setting of Lemma 8.5, let us again define f via (8.1), but assume the
Jfollowing in place of (8.2): there exists an € > 0 such that

f(t) < —e\/f(t) for almost all points t with Z(t) # 0. (8.4)
Then Z(t) =0 fort >ty = +/f(0) /€.

Proof. Because f is absolutely continuous and f (r) <0 for almost all ¢+ € R;, (8.3)
implies that f is nonincreasing on R,. Define #; = inf{r € R, : f(r) = 0}. (Recall
that by convention, inf(@) = c.) It follows that f(z) > 0 for ¢ € [0,7;). Then by the
monotonicity of f we have that f(¢) = 0 for t > #; when #; < 0. It suffices to prove that

1 <to. (85)

If t; = 0, then (8.5) clearly holds. Otherwise, define g(t) = /f(¢). For any interval
[a,b] C (0,11) and any s,7 € [a,b],
1

V(b))
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where f(b) > 0. Thus g is (locally) Lipschitz continuous, hence absolutely continuous
in the open interval (0,7;), and the following holds:

(t
f(()) < —¢ foralmost all 7 in (0,¢1).
1

Therefore, for any ¢ € (0,1,),

§0)—¢(0) = [ gls)ds < e

Because g(r) > 0, the preceding inequality implies that & < g(0), and because ¢ can be
arbitrarily close to 7, one has t; < g(0)/& = 1o, proving (8.5). O

Definition 8.7. A point ¢ > 0 is said to be a regular point for a fluid model solution
(D,F,T,Z) if all of its components are differentiable at 7.

Remark 8.8. Because (6.4) defines F' in terms of T', (6.3) defines D in terms of F', and
(6.1) defines Z in terms of F' and D, we see that ¢ is a regular point for a fluid model
solution (D, F,T,Z) if and only if 7'(-) is differentiable at 7.

Because each fluid model solution is Lipschitz continuous (Lemma 8.3) and hence
absolutely continuous (Lemma A.2), the set of non-regular points has Lebesgue measure
zero. Thus non-regular points can be excluded in verifying the drift condition (8.2). A
first benefit of restricting attention to regular points is expressed by the following lemma.

Lemma 8.9. Assume t > 0 is a regular point of a fluid model solution (D,F,T,Z). Then
Z;(t) = 0 implies that Z;(t) = 0.

Proof. Assume Z;(t) = 0. Then Z;(-) achieves its minimum at 7. Because Z;(-) is as-
sumed to be differentiable at 7, we have Z;(¢) = 0. O

When Z;(¢) = 0, this lemma shows that the fluid departure rate from buffer i is equal
to the fluid arrival rate into that buffer. The actual rate can often be determined through
other means. In particular, it is not necessarily true that the fluid departure rate is zero
at time . The following lemma is particularly useful when the function H in (8.1) is
piecewise linear.

Lemma 8.10. For an integer d > 0, let f;j : Ry — R be given functions on R for
j=1,...,d. Foreacht € R, define

Fixat>0andanic {1,...,d} such that f;(t) = f(t). Assume that f; and f are both
differentiable at t. Then

F(0) = Ji(o).
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Proof. For each 6 > 0,

Thus
e S - f) L filt+6) — file)
fle) = lim s > lim 5 = fi(t),
2o g SU=08)—f) . fit=8)—filt) _
() =tim H=2 L <o SO0 o),
proving the lemma. O

In Lemma 8.11 below, f is not assumed to be Lipschitz continuous, a condition that
is sometimes difficult to check. This result generalizes Lemma 8.5. Here we denote by
D™ f(t) the Dini derivative of a function f at 7, which is defined via (A.9).

Lemma 8.11. Assume that f : Ry — R satisfies the following three conditions. (a) f
is continuous on (0,00). (b) For each interval [a,b) C R there exists a constant M > 0
such that

DT f(t) <M foreacht € |a,b). (8.6)

(c) There exists an € > 0 such that
DY f(t) < —€& foralmostallt € Ry with f(t) > 0. (8.7)

Then f(t) =0 fort > f(0)/e.

Proof. 1t will be shown that

b
F(b)— f(a) < / D* f(u)du (8.8)

for any interval [a,b) C R. Once (8.8) is established, the proof of the current lemma is
identical to that of Lemma 8.5. Incidentally, without condition (8.6) the inequality (8.8)
is generally not true; see Massoulié (2007) for a counterexample.

For the proof of (8.8), fix an interval [a,b) € R, with a < b. Conditions (a) and (b)
then give us

f@)=f(s)<(t—s)M fors,t € [a,b) withs <t; (8.9)

see, for example, Theorem 3.4.5 of Kannan and Krueger (1996). Next, define g(u) :=
f(u) —Mu for u € [a,b). Inequality (8.9) implies that g is nonincreasing in [a,b), and
thus g(u) exists for almost every u € [a,b). It follows from (A.9) that D* f(u) = f(u)
when f(u) exists. Also, we have from the definition of g that f(u) = () + M exists
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when §(u) exists. Thus f (i) exists for almost every u € [a,b), and (8.8) is equivalent to
the following:

</ ? Fudu (8.10)

Finally, to prove (8.10), for each integer n we partition [a,b) into 2" sub-intervals of
equal length. Fork=1,...,2" and

a,ﬁ(b—a)—i—a),

k—1
we [S-(b-a)+as

2n
define

k—1 k
> (b—a)+a and [u],:= o

lun = —(b—a)+a.

Thus, for each n, |u|, and [u], are well defined and piecewise constant on [a, D).
Now one can write

on

Z(f (b—a)2™"+a)— f((k—l)(b—a)z—"+a))

_/”f 1n) = f ([u]n)
[uln— [un

and then by taking n — oo one has

du for each positive integer n,

1(0) = (@) = lim [
b imsu f(hﬂn) *f(Lan> u
= a ln%wp |V”-|n_ Lujn ¢

here the inequality follows from Fatou’s lemma (Lemma B.4), because the integrand is
bounded above by the constant M in (8.9), and the last equality is due to the assumed
existence of f(u) for almost all u € |a,b|. This establishes (8.8), completing the proof.

O

8.2 Advantage of fluid models over Markov chains

Condition (8.2) for fluid models resembles the drift condition (D.36) that is used for
proving positive recurrence of continuous-time Markov chains (CTMCs). Let us con-
sider the application of the latter criterion to an SPN model that can be embedded in a
CTMC (see Section 3.1 for the meaning of that phrase). The verification of the Markov
chain drift condition (D.36) is typically quite easy for states in which all buffers have
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positive contents. It is for states in which some buffers are empty that the verification
may become difficult. In that regard, however, there are important differences between
the fluid model drift condition and the Markov chain drift condition. For a Markov chain,
(D.36) requires the drift to be negative in all “large” states. For a fluid model, (8.2) al-
lows us to ignore some times ¢ at which the buffer contents process Z(-) may be large but
is not differentiable. Also, at times ¢ when a buffer is empty and Z(-) is differentiable,
the fluid input rate to the empty buffer is necessarily equal to the fluid output rate from it
(see Lemma 8.9 above). Most of the advantage of fluid model methodology over direct
analysis of Markov chains comes from these two observations.

Tandem queueing network. As a simple example to illustrate these subtle but im-
portant points, let us consider the tandem queueing network depicted in Figure 1.1, op-
erating under the non-idling first-come-first-served control policy. Assuming that the
external input process is Poisson and the service time distribution at each station is ex-
ponential, the two-dimensional buffer contents process Z is a CTMC; this is the “original
CTMC” referred to in the paragraphs that follow. When we refer to “the corresponding
fluid model,” that means the fluid model defined by equations (6.1)-(6.6) plus the non-
idling condition (6.7).

Theorem 8.12. Assuming that the standard load condition (1.1) holds, the fluid model
corresponding to the tandem queueing system in Figure 1.1 is stable.

This is a special case of Theorem 8.14, which will be proved in Section 8.3 using a
piecewise linear Lyapunov function. Here we construct a linear Lyapunov function to
prove Theorem 8.12, and then show the following: when that same Lyapunov function
is applied to the original CTMC, the drift condition (D.36) fails to hold.

Proof of Theorem 8.12. Let (D,F,T,Z) be a solution of the fluid model equations (6.1)-
(6.7). Eliminating D and F from those equations, as one can always do (see comments
following (6.6) in Section 6.1), and then substituting the special structure of the tandem
queueing system, the fluid model equations reduce to

Zi(t)=Z,(0) + Mt — i Th (1), (8.11)
Z>(t) = Zo(0) + i Ty (t) — ma Ta (1), (8.12)
Zi(1)>0, i=1,2, (8.13)
T7;(0)=0and 0 < T;(t) — Ti(s) <t —sfor0<s<rt, i=12, (8.14)
Zi(t) > 0 implies T;(1) =1, i=1,2. (8.15)

For each ¢ > 0, define

f(l‘) =27 (l) +Zg(t),
interpreting f(¢) as the total amount of fluid in the system at time z. This function f has
the form f(t) = H(Z(¢)), as in (8.1), where

H:(z1,22) €R: = H(z1,20) =21+ €R4. (8.16)
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Because H is a linear function, it is Lipschitz continuous. Now we verify that condition
(8.2) in Lemma 8.5 is satisfied.
Using (8.11) and (8.12), one has

@) = £(0) + Mt — o Ta(t).

Thus

f(t) =20 — (1),
which is the difference between the arrival rate into buffer 1 and the departure rate from
buffer 2. Assume f(¢) > 0 and ¢ is aregular point of (D, F,T,Z). We now verify that (8.2)

is satisfied. (a) If Z,(z) > 0, then the non-idling condition (8.15) for station 2 implies
that 75(¢) = 1. Thus

f(1) =2 — .
(b) If Z(¢) = 0, then it must be true that Z; (¢) > 0, because f(¢) is assumed to be positive.
Lemma 8.9 then gives Z,(¢) = 0. Thus
f)=2i1(t) =M — Ty (t) = 4 — i, (8.17)

where the last equality holds because of the non-idling condition (8.15) for station 1.
Under the load condition (1.1), condition (8.2) is satisfied with

£:min(/.11 —2,1,[.12—)4) > 0.
O

CTMC drift condition. Now we show that for our original Markov chain Z the same
linear Lyapunov function H in (8.16) does not yield negative drift for all “large” states.
The off-diagonal entries of the generator matrix for Z (see Appendix D.1) have the fol-
lowing form:

A(z1,22), (1 + 1,22)) = Ay,
A((21722)7(Zl —1,z220+ 1)) = u; when z; > 0,
A((z1,22), (z1,22— 1)) = i when 25 > 0

for each z = (z1,22) € Zi. Thus the CTMC drift condition (D.36) requires that

Y AG@DHEE) < —ci+elyysey forzeZi (8.18)

€72

for some constants ¢; > 0 (i = 1,2,3). For the function H in (8.16), the drift in state
7= (z1,22) € Z% is

) ADHE) =

7e7%

7L1 — U2 if zp > 0,
M if 0 =0.
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Thus the drift is always positive when z; = 0, no matter how large z; is. This conclusion
derives from the fact that server 2 idles when buffer 2 is empty (z; = 0), and hence the
departure rate from buffer 2 is zero. In contrast, when buffer 2 is empty at a regular time
point in the fluid model, the departure rate from buffer 2 is equal to the departure rate
from buffer 1, never zero; see (8.17).

Continuing discussion of the tandem queueing system, the simplest known Lyapunov
function for the original CTMC is

H(z1,20) = 22 +a(z1 +22)°,

where a > 0 is a constant to be specified. Setting H;(z1,22) = z3 and Ha(z1,22) = (21 +
22)?%, readers can easily verify that

2(A — )z + (A +py)  ifz >0,
7L] ifZ] = 0,

2(h — Y a0,
AH>(z1,20) = (M=) (z1+22)+ (A + W2) 1 2

From the load condition (1.1) one therefore has
AH(z1,22) <A+ +a(A + ) foreach (z1,22) € Z2.
By choosing a € (0,1 /A — 1) we ensure that
A =y +ak; <0,
from which one can verify that
AH(z1,22) < —1 foreach (z1,22) € Z%r with z; + z; large enough. (8.19)

Therefore, the proposed function H produces a negative drift for all large states of the
original CTMC. This illustrates a phenomenon often observed, in which the fluid model
corresponding to a particular SPN admits a Lyapunov function which is simpler (in
our case, a linear function) than the simplest known Lyapunov function for the origi-
nal CTMC (in our case, a quadratic function).

More significantly, there are several important families of SPNs for which (a) fluid
model stability has been proved using Lyapunov functions, but (b) Lyapunov functions
have yet to be found for the original Markov chains. One such family consists of subcrit-
ical queueing networks operating under the HLPPS control policy, which we define in
Section 4.6. In Section 10.6 (specifically, see Corollary 10.17 and the discussion that fol-
lows it), entropy Lyapunov functions will be used to prove stability of the corresponding
fluid models, but no Lyapunove function is known for the original Markov chain.
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Figure 8.1: Dynamics of the tandem fluid model

Exceptional set For the tandem fluid model, assume p; > ;. The fluid model solution
Z starting from a typical initial state Z(0) is piecewise linear (see Figure 8.1). There are
two points #; and #, at which (D, F,T,Z) are non-differentiable. The first point 7; is the
time of first emptiness for buffer 1, namely,

o= 20
o= A

The second point #, > t; is the time of first emptiness for buffer 2, namely,

Z1(0) +7,(0) .

=
? Hr — Ay

In checking the fluid drift condition (8.2), the time point #; can be excluded from the
analysis. (At 1, the departure rate from buffer 1 is undefined, changing from ; to A;.)

8.3 Feedforward queueing network (piecewise linear Lyapunov function)

The following formalizes a definition that was stated verbally in Section 1.3. Here we
denote by P = (P;;) the routing matrix for a queueing network model, as in Section 2.6,
and by p(i) the server pool (or station) that serves buffer i, as in Section 7.2. Also, . (k)
is the set of buffers served by pool k, as defined in (2.43).

Definition 8.13. A queueing network is said to be feedforward if its stations can be
numbered in such a way that p(i) > p(j) implies P;; =0 for i, j € .7.
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In this definition, feedback to the same station is allowed. That is, P;; can be positive
when p(i) = p(j). In this section we consider the fluid model for a feedforward queueing
network operating under a non-idling policy. We denote by (D, F,T,Z) a solution of the
fluid model equations (6.1)-(6.7). Eliminating D and F as in the previous section, and
using the special structure of a queueing network, we have the following reduced set of
fluid model equations:

Zi(t) =Zi(0)+ At + Y PupteTy(t) — wT;(t)  foreacht >0, (8.20)
teys

Zi(t) > for each r > 0, (8.21)

,(O) 0 and T( ) is nondecreasing, (8.22)

(5)) <(t—s)by foreachke % andt>s>0. (8.23)

)

eﬂ(k

Theorem 8.14. Consider a feedforward queueing network. If the standard load con-
dition (5.1) holds, then the fluid model under any non-idling policy is stable, and thus
by Theorem 6.2 the feedforward queueing network is also stable under any non-idling

policy.

Before proving Theorem 8.14, we present a lemma that holds for the fluid model of
a general queueing network, without the feedforward restriction. For its statement, we
define a linear function W : Ri — Rf as follows:

W(z):=AM(I-P)'z forzeR.. (8.24)

For an interpretation, let z € Zﬂ_ be an arbitrary buffer contents vector. Arguing as in the
derivation of formula (2.40) for the load vector p, one sees that W (z) represents the rotal
expected workload for servers in pool k that is embodied in the buffer contents vector
z. That is, if external arrivals were turned off after time 7, then Wi (Z(¢)) represents the
expected total busy time (or service effort) required from the by servers in pool k before
all buffers are empty. This workload may currently reside anywhere in the network, but
eventually it will come to station k.

In the fluid model, W (z) has the same interpretation, except that the word “expected”
is deleted: the total service effort required from pool k to drain all buffers to emptiness
is exactly Wi(z) when starting with buffer contents vector z. For future reference, note
that the definition (2.40) of the load vector p = (py,---,px)’ can be expressed in terms
of the workload operator W as

p=W(QA)=AM(I—-P)'A. (8.25)

Lemma 8.15. Consider a queueing network operating under a non-idling policy. If a
fluid model solution (D,F,T,Z) is differentiable at t > 0, then for each station k the
following holds:

Z Zi(t) >0 implies that iWk(Z(t)) = pr — by. (8.26)
ic.7 (k) dt
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Proof. From (8.20)-(8.23), one has
W(Z(t)) =W(Z(0)) —i—AM(I—P’)’lM —AT(t) =W(Z(0))+pt —AT(t). (8.27)

Equation (8.26) then follows from (8.27) and the non-idling condition (6.7).
O

Proof of Theorem 8.14. Let (T,Z) be a solution of the reduced fluid equations (8.20)-
(8.23). Define 0; = 1. We claim that under the feedforward assumption there exists a
constant & > 0 such that, for all z € R, with ¥ (k)% =0,

Wi (z) < max oWy(z) fork=2,...,K . (8.28)
S —

Assuming (8.28), we now complete the proof of the theorem. For z € ]Ri, let

H(z):= max Wi (2).

Thus H is a piecewise linear function of z. Clearly, H(z) = 0 if and only if z = 0.
We now prove that f(r) = H(Z(t)) satisfies condition (8.2), from which the theorem is
immediate. Because Z(¢) is Lipschitz continuous in ¢, so is Wy(Z(t)) for each k € 7.
Therefore, f is also Lipschitz continuous. Thus, for almost all 7 > 0, f and (7,Z) are
differentiable at 7. Fix such a ¢t > 0. Assume Z(f) # 0. We now verify that (8.2) is
satisfied for

€= ;1611}31((191{ —Px);

which is positive under condition (5.1). To verity (8.2), let k € J#” be the smallest index
such that

SWi(Z(1)) = £ (1)

Condition (8.28) implies that } ;c ) Z;i(t) > 0, because otherwise k would not be the
smallest index. Condition (8.2) follows from

fo) = 8wz
= &(pxr—bi) < —¢,

where the first equality follows from Lemma 8.10 and the second one follows from
Lemma 8.15.

It remains to prove (8.28). The I x I matrix P can be decomposed into the following
K x K block matrix: for k,¢ € ¢, elements of the block P**) are

Pj, ieIk), je s (1).

By the feedforward assumption and the convention for numbering stations, the routing
matrix P is “block upper-triangular,” meaning that P*) = 0 if k > ¢. Also, P*¥) s
a square matrix for each k € .#". It follows from the Neumann expansion (2.37) that
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Q = (I—P")~" has a lower triangular block structure, and that all of its diagonal elements
are strictly positive. For each z € R, and k € 7, let

W= (2),pyy and MY :=diag(mi,i€ 7 (k).
Then,

k
9y QW0 ke,

where e is the vector of ones of appropriate dimension. Fix a station k > 2. For ¢ =
1,...,k—1,

4
Wiz) = eMO Y QE)O)

On the other hand, when k) = 0,

Wi(z) = efMu«) ok0(¢)

= Y Y Y mels

jes (k) (=1ic7(0)

< (Eomme o)L T

jeS (k)

By choosing & > 0 small enough such that

(k— 1)5k< Z mj  max le )> < min 6@( min m,-Q,-i> >0,

jeg) | skeLies(o) <k—1 \ie.s(0)
one has
1 k—1
Wi (z — ) Wy(z) < oW,
Wi (2 k ; We(z [max o 1(2),
proving (8.28).

O

Remark 8.16. Instead of constructing the Lyapunov function, one could use induction
onk=1,2,...,K and Lemma 8.9 to prove that there exists a #; > 0 such that

Wi(t)=0,...,Wi(t) =0 fort > #|Z(0)|. (8.29)
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8.4 Queueing network with HLSPS control (linear Lyapunov function)

A queueing network with HLSPS control (see Section 4.6) is a unitary network having
the special structure specified in Section 7.4. Specifically, the policy function A ap-
pearing in (7.18) is given by (4.31) for the HLSPS control policy, and readers can easily
verify that this / satisfies Assumption 7.6, regardless of how the proportion vector y may
be chosen. Thus, by Theorem 7.8, each fluid limit path under HLSPS control satisfies
the additional fluid equation (7.21).

Definition 8.17. The fluid model corresponding to the HLSPS control policy consists of
equations (6.1)-(6.6) and (7.21), where 4 is defined via (4.31).

For a queueing network, recall that the vector o of total arrival rates is given by
formula (2.38), which is the unique solution of the traffic equations (2.36). For each

station k € 7, let
a. .
%= pm i€ 7 k), (8.30)
k

where the station k load py, is defined by (2.42).

Theorem 8.18. Consider a queueing network subject to relaxed control, and let y be the
I-vector defined by (8.30). If the standard load condition (5.1) is satisfied, then the fluid
model corresponding to the HLSPS control policy with proportion vector Y is stable,
and thus by Theorem 6.2 the queueing network is also stable under that HLSPS control
policy.

Before this theorem is proved, consider the special case of a generalized Jackson
network, which is a queueing network having a one-to-one correspondence between job
classes and server pools (that is, / = J = K, and each server pool processes jobs from just
one buffer). When the HLSPS policy is specialized to such a network, we have 7; = 1 for
each buffer i € .#, which means that each server pool allocates all of its capacity to the
one buffer for which it is responsible, processing those jobs in head-of-line fashion (that
is, in the order of their arrival). Equivalently stated, HLSPS reduces to the non-idling
FCFS policy for generalized Jackson networks, and hence we have the following.

Corollary 8.19. For a generalized Jackson network, if the standard load condition (5.1)
is satisfied, then the fluid model is stable under the non-idling FCFS policy.

To prove Theorem 8.18, we first state a lemma whose proof will follow that of the
theorem. The proof of this lemma constitutes the bulk of this section.

Lemma 8.20. Fix an € > 0. Assume that (D,F,T,Z) is a fluid model solution satisfying
(6.1)-(6.6) and
Zi(t) > 0 implies that D;(t) > a; + €. (8.31)

Then Z(t) = 0 fort > |(I—P')~'Z(0)|/e.
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Proof of Theorem 8.18. Let (D, F,T,Z) be a solution of the fluid model equations (6.1)-
(6.6) and (7.21), with the policy function 4 defined via (4.31). Specializing (6.3) and
(6.4) to the queueing network setting, one has

Di(t) = w;T;(t) foreachi € . and r € R.. (8.32)

Fix a buffer j € . with Z;(t) > 0. Then

Dj(t) = wiTi(e) = by = (bi/pr) 0
= o+ (b/px — 1)y,

where the second equality follows from (7.21). Therefore, condition (8.31) is satisfied
with
£:= min b —1Da;.
ke%,jef(k)( k/Pk ) /
Now & > 0 by the standard load condition (5.1), so the theorem follows from Lemma 8.20.
O

Proof of Lemma 8.20. Let

f(t):=e(I—P)'z(r).
In the queueing network, the jth component of (I — P')~'Z(t) is the expected number
of class j services required by jobs that are located anywhere in the network at time ¢.
Thus f(z) is the expected total number of services required to complete processing of

jobs located anywhere in the network at time #.
From (6.1)-(6.6) we have

f(t)=f(0)+eat—€D(t).
Thus, for Z(¢) # 0,

. j 0
flt) = __1(0‘j—Dj(f))
= Y (-D;t)+ Y (a;—Dj(1))
7:Z;(1)#0 JiZi(1)=0
< —el{j:Zi() A0+ Y (o;—Dj(1)) (8.33)
J:Zi(t)=0
< e (8.34)

where || is the cardinality of a finite set .. The inequality (8.33) follows from (8.31),
and (8.34) is a consequence of Z(z) # 0 and the following claim:

Dj(t)ZOCj WhCHZj(l):O. (8.35)

Assuming (8.35) for the moment, f is a Lyapunov function satisfying the conditions in
Lemma 8.5. Thus Z(¢t) = 0 for t > f(0)/e = |(I— P')~'Z(0)|/e.
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To prove (8.35), we introduce the following convention. For a vector x € R’ and a
set j C _#Z, we let xj denote the sub-vector (x;, j € j). For a J x J matrix M, we use Mjy
to denote the submatrix (M) with j € jand £ € j'. Now let j = {j: Z;(t) = 0}. Because
t is a fixed regular point, we omit the dependency on ¢ in the definition of j. Also, let j°
denote the complement of j. Because

Z(t) = A+ (P —=1)D(),

we have
Z;(t) = %+ ((P")ji = DD (1) + (P Dje (1)

By Lemma 8.9, Z;(¢) = 0, and thus

Di(t) = (I—P)y) "N+ T—(P)y) " (P)yeDy (1)
> (I=(P)y) "4+ =(P)y) ' (P)je e
= (Xj.

The last equality in this display uses the definition (2.36), and the inequality depends on
the following two facts: (a) each entry of (I — (P');)~!(P')jjc is non-negative, and (b)

ch (t) > Oljc.
O

8.5 Assembly operation with complementary side business

Consider the SPN pictured in Figure 5.5. Using the proof techniques in Chapter 7,
one can prove that each fluid limit path satisfies the following additional fluid model
equations:

Zi(t)—Za(t) =M — A f Zi (1) > Zs(2), (8.36)
i) —Zo(t) =M+ —Aa i Z1(1) < Za(t), (8.37)
Zi(t)=A —p  ifZi(t) > 0and Zy(r) > 0, (8.38)
Z(t) < A (8.39)

Theorem 8.21. Assume that the three inequalities in (5.33) are all satisfied. Then the
fluid model is stable.

Proof. Let Z be a fluid model solution with |Z(0)| = 1. It suffices to prove that Z(r) =0
forr > 8§, where 8 > 0 is some constant independent of Z. Choose an o > 0 such that

(X?Ll < lz — 11, (840)
al <7Ll+u2—/12. (8.41)

Define the piecewise linear Lyapunov function

f@):=1Z1(t) — Za(t)| + oZy (¢).
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Clearly, f(r) = 0 if and only if Z(r) = 0. Let ¢ be a regular point of Z and |Z; — Z;|.
Computing f(z) we have

M=+ a) ifZl(l‘) >Z2(l‘),
F) <= (A +m)+ak i Zi(1) < Zy(r),
(X(ll—‘lll) ifZl(l‘):Zz(l)>0.

Let
€= min{lz—ll —(X?Ll,(itl +H2)—AQ—OM,1,0C(,U1 —11)}.

Then f(t) < —¢ for each 7 with f(r) > 0. By Lemma 8.5, f(r) = 0 for ¢ > f(0)/e,
proving the theorem. O

8.6 Global stability of ring networks

In this section and the next one we consider queueing network models, as defined in
Section 2.6, further restricting attention to the case of single-server stations (that is,
by =1 for each k € #). For such a model Proposition 5.1 states that subcriticality is
equivalent to the standard load condition p < e (the K-vector of ones). Our focus here is
on the following property.

Definition 8.22. A queueing network is said to be globally stable if it is stable in the
sense of Definition 3.6 (that is, its ambient Markov chain X is positive recurrent) under
every simply structured, non-idling control policy.

By Theorem 5.4, subcriticality is a necessary condition for stability, and hence for
global stability as well. It follows from Theorem 8.14 and Proposition 5.1 that a subcrit-
ical feedforward queueing network (see Definition 8.13) is globally stable, and it was
widely conjectured up until the early 1990s that the same was true for all queueing net-
works, not just the feedforward family. However, we have seen in Section 1.6 that global
stability need not hold for the Rybko-Stolyar example pictured in Figure 1.9, even in the
subcritical case, and the same is true for the Dai-Wang re-entrant line example pictured
in Figure 1.11. To be more specific, for each of those examples we have exhibited pa-
rameter values and a non-idling control policy such that (a) the system is subcritical, but
(b) buffer contents grow without bound when the system’s dynamic evolution is simu-
lated. In this section and the next one we analyze other specially structured families of
queueing network models, striving to provide insight as to what conditions, beyond the
standard load condition, are required for global stability.

The fluid model of a general SPN is defined through equations (6.1)-(6.6), which
are equivalent to (8.20)-(8.23) for a queueing network. Under a non-idling policy (any
non-idling policy), the queueing network’s fluid model further includes equation (6.7),
which we reproduce here (specialized to the case b = e) for ease of reference: for each
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station k € ¢,

Y Z()>0 implies %( Y 50) =1 (8.42)

€7 (k) icd (k)

Given our restriction to the case b = e, the data for a queueing network’s fluid model are
(A,m,A,P), where A is the I-vector of external arrival rates, m is the I-vector of mean
service times, A is the K x [ capacity consumption matrix, and P is the / x [ routing
matrix. As usual we define the service rates y; := 1/m; fori € .#.

Definition 8.23. The fluid model of a queueing network is said to be globally stable if
there exists a constant ¥ > 0 such that, for every fluid model solution (7, Z) that satisfies
(8.20)-(8.23) and (8.42), one has Z(t) = 0 for all t > y|Z(0)|.

It follows from Theorem 6.2 that if the fluid model of a queueing network is globally
stable, then the queueing network itself is globally stable. In this section we identify
another family of queueing networks, in addition to the feedforward family, that exhibits
global stability in the subcritical case. This analysis uses a piecewise linear Lyapunov
function applied to the network’s fluid model, and it illustrates once again the power of
fluid model methodology for stability analysis.

Unidirectional ring. A unidirectional ring network with L types of customers and K
single-server stations has the following structure. Customers of any given type ¢ enter
the network at some station k, then follow a deterministic route with visitation sequence
k,k+1, ..., k+ny for some ny, > 1; here we use the convention that whenever k+ j > K,
station k + j is understood to be station K+ j — K. An example of a symmetric four-
station ring network is pictured in Figure 8.2. We assume that the mean service times of
all classes served at station k are the same, denoting that common value as f3;. Let A,
be the arrival rate of type ¢ customers. One can easily map this network description into
the standard queueing network description in Section 2.6, where customer class (¥, j)
denotes those customers from type ¢ at stage j of their route.

Theorem 8.24. If the standard load condition p < e holds, then the fluid model of the
unidirectional ring network is globally stable.

Proof. Let Zy;(t) be the level of type ¢ fluid at stage j of its route, and define
J
erj(t) = ZZgi(t) forj=1,....np and {(=1,...,L.
i=1

Also, let p(, j) be the station at which type ¢ customers are served at stage j of their
route, and define

oy = Z lg,

(éﬂ./)p(‘&/):k
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2

Y

A

Figure 8.2: A symmetric four-station ring network

and

Bi(t):= Y Ty,

p(t.j)=k

One interprets oy as the total arrival rate to station k, and By (t) as the cumulative amount
of time that server k is busy in (0,7]. Next, let

Gi(t):= Y Z[(t) = Gi(0) + aur — 1/BiBy(1) (8.43)
(C.j):p (L) =k

for each station k € %, invoking (8.20) to justify the second equality. Finally, complet-
ing preparations for the main argument, we define

Hk(l) = Z Zgj(l‘),

(0.):p(.)=k

for each k € 7, interpreting this as the total amount of fluid at station k. It then follows
from (8.42) that

Hi(t) >0 implies Gi(r) = —(1/Bx —ox) <O, (8.44)

where the final inequality is due to the standard load condition standard load condition
p < e and the fact that py = oy .
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Our piecewise linear Lyapunov function is
h(t) := max{Gi(t),...,Gg(1)}. (8.45)

It is globally Lipschitz continuous, so it has a derivative almost everywhere. Fix a r > 0.
Assume that i(r) > 0 and that ¢ is a regular point for A(-), for Gi(+),..., and for Gg(-).
We would like to prove that

h(t) < —¢, (8.46)

where
e:=min(1/B; — o).
ketl%r}( / k k)

Once (8.46) is proved, it follows from Lemma 8.5 that i(r) = 0 for r > h(0) /€, and thus
that the fluid model is globally stable. To prove (8.46), let ki, ..., k, be the stations such
that

G (t) = G (t) = ... = Gy (t) = h(1)

and Gi(t) < h(t) for k & {ki,...,k}; here ¢ is an integer with 1 < g < K. From
Lemma 8.10 we have that

h(t) = Gy (1) = ... = Gy, ().

First suppose that {k,...,k;} = 2, or equivalently, that Gy(r) = h(t) for all k € 7.
Then there exists at least one station k € " such that Hy(z) > 0. For that k we have
h(t) = Gk(t) < —¢, using (8.44) to justify the inequality, which establishes (8.46).

Now suppose on the other hand that there exists a k € ¢ for which Gi(t) < h(t).
In that case we can choose a station k such that k & {ki,...,k,} butk+1 € {ki,...,k,}.
(Recall that by convention one interprets station £+ 1 as station 1 when £k = K.) Now
the following argument shows that Hy,(¢) > 0: If it were true that Hy; (1) = 0, then we
would have

Gri1(t) = Y zZhin= Yz < ) Zh) <h),

which contradicts k+ 1 € {ki,...,k;}. Thus,
h(t) = G (1) < —¢,
again proving (8.46), where the inequality follows from (8.44). UJ

8.7 Global stability of re-entrant lines

In the previous section we have seen that, because of its distinctive routing structure,
a unidirectional ring network is globally stable if it is subcritical, without any further
restrictions on the vector A of external arrival rates and the vector m of mean service
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times. For a general queueing network, however, the situation is more complicated.
Fixing the routing matrix P and capacity consumption matrix A, and maintaining our
assumption of single-server stations (b = e), let us consider the set of all (A,m) pairs
with which the network’s fluid model is globally stable, calling this the fluid model’s
global stability region. In Section 2.6 the load vector p for a unitary network was defined
in terms of A, m, A and P by equation (2.40). Of course, the global stability region can
only include (A,m) pairs such that p < e, and except in very special cases (including
unidirectional ring networks) it is strictly smaller than that.

What are the additional constraints, beyond the standard load condition, that define
the global stability region? In general that remains an open question, but in this section
we answer it for two examples of re-entrant lines, a special class of queueing networks
introduced previously in Section 1.6, having one input stream and a single deterministic
route. In that context it will be seen that two new types of load condition appear as
requirements for global stability.

Station 1 Station 2
M
> ml - m2
- m3 - m4
> ms >

Figure 8.3: A two-station, five-class re-entrant queueing network

Theorem 8.25. Consider the two-station, five-class re-entrant queueing network de-
picted in Figure 8.3. Its fluid model is globally stable if and only if

A (my+m3+ms) <1, (8.47)
Ai(my+my) <1, (8.48)
A(my+ms) < 1. (8.49)

Conditions (8.47) and (8.48) together are equivalent to the standard load condition
p < e, whereas (8.49) is a separate type of load condition analogous to (1.9) for the
Rybko-Stolyar example pictured in Figure 1.9. Dai and Vande Vate (2000) described
the added requirements (8.49) and (1.9) as virtual station conditions for their respective
queueing networks. Readers are reminded that, in our previous discussions of the Rybko-
Stolyar example, a specific static buffer priority policy (SBP policy) was assumed. One
can show that priority scheme to be an extreme control policy for the Rybko-Stolyar
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network, which means that if the network is stable under the specified policy, then it is
globally stable.

As explained in Section 1.6, the virtual station condition (1.9) is necessary in the
Rybko-Stolyar example to avoid a mutual blocking phenomenon under the extreme SBP
policy, and that same statement applies to the added condition (8.49) for the re-entrant
line currently under discussion. Specifically, it can be shown that an extreme control
policy for the current example is any SBP policy that gives highest priority to class 5 at
station 1, and also gives highest priority to class 2 at station 2.

To prove that (8.49) is necessary for global stability of the current example, one
constructs an unstable solution for the associated fluid model under an extreme SBP
policy; the unstable fluid model solution is one that cycles when (8.49) is violated. This
construction is analogous to the one in Figure 6.1 for the Rybko-Stolyar example, so it
is omitted.

Proof of sufficiency. Assume that (8.47)-(8.49) are satisfied. Let (T, Z) be a fluid model
solution satisfying (8.20)-(8.23) and (8.42). We shall construct a piecewise linear Lya-
punov function to prove global stability. It is similar to the one in (8.45), but with
an important difference: here the Lyapunov function is parameterized by a vector x =
(x1,x2,x3,x4,x5) > 0. Specifically, let
Gi(t) == x1Z{ (1) +x3Z3 (t) +xsZ5 (1), (8.50)
Ga(t) :=x2Zy (t) +x4Z] (1). (8.51)

This can be restated in vector form as
G(t) := Adiag(x)(I— P")~'Z(1). (8.52)

When x = (1,1,1,1,1), (8.52) is consistent with our earlier definition of G(-) in (8.43).
Our piecewise linear Lyapunov function for the current example is the following, where
G(t) is defined via (8.52):

h(t) := max (G, (1), Gx(1)), (8.53)

Fix ar > 0. Assume that 4(r) > 0 and that 7 is a regular point for both 7'(-) and A(-).
We would like to prove that there exists a five-vector x > 0 for use in (8.50)-(8.51), and
a scalar € > 0, such that

h(r) < —e. (8.54)

By Lemma 8.5, this will establish stability of the fluid model and thus conclude the proof
of sufficiency. Let

H\(t):=2Z\(t)+Z3(t)+Zs(t) and Ha(t) :=Za(t) + Za(1).
To prove (8.54), following the proof of Theorem 8.24, it will suffice to show that

Hy(1)=0 implies Gi(t) < G,(t), (8.55)
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Hy(t)=0 implies Ga(r) < Gi(1), (8.56)

and
Hi(t)>0 implies G,(1) < —e, (8.57)
Hy(1) >0 implies G(t) < —e. (8.58)

Thus it remains to prove the following: If (8.47)-(8.49) hold, then there exist a five-vector
x > 0 for use in (8.50)-(8.51), and a scalar € > 0, such that (8.55)-(8.58) are satisfied.
That conclusion follows directly from Lemmas 8.26 and 8.27 below. O

Lemma 8.26. (a) If x2,x4,€ > 0 satisfy the following, then (8.58) holds:

A(x2 +x4) + € < poxy, (8.59)
M (XQ —|—X4) + & < Uaxy. (8.60)

(b) If x1,x3,x5,€ > 0 satisfy the following, then (8.57) holds:

A (x1 +x34x5) +€ < ppxy, (8.61)
AL (xp +x3+x5) + € < Uszxs, (8.62)
A (x1 +x3+x5) + € < Usxs. (8.63)

(c) If x > 0 satisfies the following, then (8.56) holds:

x2 +x4 < x1+x3 + X5, (8.64)
xq < X3+ Xs5. (865)

(d) If x > 0 satisfies the following, then (8.55) holds:

X3 +x5 < X2+ X, (8.66)
X5 < x4. (8.67)

Proof. (a) When H;(t) > 0 one has from (8.51) and (8.20) that
Ga(t) = M (x2 +x4) —x2a2 T3 (1) — xq 1g T3 (1). (8.68)
Now 73 (r) 4 T4(r) = 1 by (8.42), and making that substitution in (8.68) gives
Gat) = (A1 (2 + x4) — x24t2) (1) + (A1 (o2 +x4) — xapt4) Ty(t) < —e, (8.69)

where the inequality follows from (8.59)-(8.60). This proves (8.58), as desired, and the
proof of part (b) is similar. (c) When H,(¢) = 0 one has

Ga(1) :x221(l‘)+X4(Z1(Z)+Z3(t)) = (x2+x4)Z1 (1) +x4Z3(1),
G](l‘) = X174 (t)+X3(Zl (I)+Zg(t)) +X5(Zl (I)+Zg(t)+Z5(l‘))
= (x1 +x3+x5)Z1 (t) + (x3 +x5)Z3(t) + x5Z5(1).

Thus (8.56) holds, as desired, and the proof of part (d) is similar. O
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X4 X4

X1 +x34+x5 X1 +X3+ x5

X3+ X5 X3+ X5 (x3,%3)

Xs Xs

X2 X2

(@) (b)

Figure 8.4: (a) The set of (x2,x4) pairs constrained by (8.80)-(8.81). (b) The region in
(a) intersected with the region (8.79).

Lemma 8.27. Assume conditions (8.47)-(8.49) are satisfied. Then there exist a five-
vector x > 0 and a scalar € > 0 such that (8.59)-(8.67) hold.

Proof. 1t is enough to prove that there exists a five-vector x > 0 satisfying

A (x1 4+ x3 +x5) < WX, (8.70)
A (x1 4+ x3 +x5) < U3zx3, (8.71)
A1 (x1 +x3 +x5) < Usxs, (8.72)
A1 (X2 +x4) < Hpxy, (8.73)
At (x2 +x4) < Haxy, (8.74)
x3+x5 < xp + X4, (8.75)
x5 < X4, (8.76)
X2 +x4 < X1 +x3+ X5, (8.77)
x4 < X3+ Xx5. (8.78)

Assume that (8.47)-(8.49) hold. Note that (8.73)-(8.74) are equivalent to

Amy 1—Aimy
_— _— 8.79
X7  yy— < x4 < p— X2, (8.79)

and for given values (x;,x3,x5) > 0, requiring that (x;,x4) satisfy (8.75)-(8.78) is equiv-
alent to requiring that (x2,x4) belongs to the following parallelogram:

x5 < x4 < X3+ X5, (8.80)
x3+x5 <xp + x4 < x1+x3 +X55 (8.81)

see the shaded region in Part (a) of Figure 8.4. With (x1,x3,xs) fixed, note that the line
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X3

1-Aym
X1 +x3 = 711,1,155

1—Aymy
= m

X] — X5

__Mm
X3 = T (%1 15)

(x1,x3)

N\ Aimp
XL HX3 = 1=Aymy X5

X1

Figure 8.5: The set of (x,x3) pairs constrained by (8.70)-(8.72) and (8.82)

(1 —Almz)

X4 =
Aymy

X2
intersects the line
X3 + X4 = X1 + X3+ X5,

at
(5,0) = (/hmz(xl s 4xs), (1= Aima)(x1 +x3 +x5)).

Therefore, the region (8.79) and the parallelogram have a nonempty intersection (the
shaded region in Part (b) of Figure 8.4), if and only if x; > x5, or equivalently,

(1 —Aymp)(x) +x3 +x5) > x5. (8.82)

It remains to show that there exist x,x3,x5 > 0 satisfying (8.70)-(8.72) and (8.82).
Let x5 > 0 be fixed. Then (8.70)-(8.71) are equivalent to

Aym3
1—Aim3

The set of pairs (x,x3) > 0 satisfying (8.83) is non-empty, and that region’s two bound-
aries intersect at

(1, 33) = (

see Figure 8.5. From (8.47),

1
(x1 +X5) <x3 < ——X1 — X5. (8.83)

7le1 N )leS x>‘
1= (mi+m3) > 1= (my+m3z) )

¥ ixt— ll(m1+m3) . 1—&11’715
! 3 1-A (m1 —I—m3) > Ams

X5.

Therefore, for any fixed x5 > 0, the set of (x,x3) pairs constrained by (8.70)-(8.72) is
nonempty; see the shaded region in Figure 8.5. Because (8.49) holds, this region has a
nonempty intersection with the region constrained by (8.82). O
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To recapitulate, the fluid model for our two-station, five-class re-entrant line is glob-
ally stable if and only if its parameters satisfy, in addition to the standard load conditions
(8.47) and (8.48), the virtual station condition (8.49). Dai and Vande Vate (2000) made a
general study of global stability for fluid models of two-station re-entrant lines, charac-
terizing precisely the parameter combinations that yield global stability. Their character-
ization involves three types of parameter constraints, namely, standard load conditions,
virtual station conditions, and what they called push start conditions; the last group is
empty for our two-station, five-class example.

To explain the nature of push start conditions, let us consider the two-station, six-
class re-entrant queueing network depicted in Figure 8.6, for which Dai and Vande Vate
(2000) found the following: the fluid model for this network is globally stable if and
only if

Station 1 Station 2
A
- ml > m2
o3 ol M4
- m5 > m6 -

Figure 8.6: A two-station, six-class re-entrant queueing network

A (my +m3 +ms) < 1, (8.84)

M (mz +my —|—X6> <1, (8.85)

M (m2+m5) <1, (8.86)
ms

A (71 S —|—m6) <1. (8.87)

Of course, (8.84) and (8.85) are the standard load conditions for this example. Also,
(8.86) is identical to the virtual station condition (8.49) in our two-station, five-class ex-
ample. Its necessity in the six-class network becomes clear by considering a policy that
gives lowest priority to class 6 at station 2; classes 1 through 5 then form a subnetwork
that is identical to the two-station, five-class network studied above, and therefore (8.86)
is necessary for global stability of the two-station, six-class fluid model.

Finally, condition (8.87) is of a new type, with which we associate the term “push
start” for the following reason. Assume that (8.84), (8.85) and (8.86) are all satisfied,
and furthermore that the network is operated under a control policy that gives highest
priority to class 1 at station 1. Given condition (8.84), buffer 1 will empty after a finite
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amount of time and remain empty ever afterward. Once buffer 1 has become empty,
fluid arriving from the outside world will reach buffer 2 instantaneously, its arrival rate
there being the constant A;. The fraction of time that server 1 spends processing class 1,
thereby keeping buffer 1 empty, is A;my, so server 1 has a fraction 1 — A;m; of its time
left over to work on classes 3 and 5; this will be referred to as residual capacity below.

One may say that classes 2 through 6 form a two-station, five-class reduced fluid
network with input rate A;. When server 1 devotes all of its residual capacity to serving
class i = 3 or 5, services of that class are completed at a rate of

(1= Aymy) ;. (8.88)

In the reduced network consisting of classes 2 through 6, server 1 sees only classes 3 and
5, and the mean duration of a service for class i = 3 or 5 is the reciprocal of the service
rate in (8.88). In particular, what plays the role of the mean service time for class 3 fluid
in the reduced network is

A 3
=TT Amy
Applying the same logic that produced the virtual station condition (8.49) for our earlier
two-station, five-class example (the one pictured in Figure 8.3), one obtains condition
(8.87) for the reduced fluid network in which classes 2 through 6 are processed.

This derivation of (8.87) is based on a scenario where class 1 is given highest priority,
a control policy that pushes fluid at the maximum possible rate through the first class or
buffer on the re-entrant line’s one route, regardless of fluid levels in other buffers that
are dependent on the associated server for their processing. This led Dai and Vande Vate
(2000) to call (8.87) a push start condition. In general, push start conditions involve
a compounding of two effects, namely, a virtual station condition arising in a reduced
network of classes occurring later in the re-entrant line’s one route, and the magnifying
influence of highest priority being granted to a class occurring early in the route.

8.8 Sources and literature

A slightly more general version of Lemma 8.5 was stated and used in Dai (1995a), and
again in Dai and Weiss (1996). Lemma 8.9 first appeared as Part (b) of Proposition 4.2
in Dai and Weiss (1996). Lemma 8.10 was first stated and proved as Lemma 3.2 of
that same paper, in which the term “regular point” was also introduced. Our statement
of Lemma 8.11 is patterned after that of Lemma 6 in Massoulié (2007), but its proof
follows that of Lemma 2 in Bramson, D’ Auria, and Walton (2017).

Theorem 8.14 in Section 8.3 was stated as Corollary 6.2 of Dai (1995a), whose proof
was based on induction. The current proof, using a piecewise linear Lyapunov function,
appears to be new. Lemma 8.20 in Section 8.4 is essentially the same as Theorem 4
of Bramson (1998). Its proof employs a linear Lyapunov function. Such a Lyapunov
was also used in Dai (1995a) to prove the fluid model stability of a generalized Jackson
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network, and in Dai and Weiss (1996) for the fluid model stability of a reentrant line
under the last-buffer—first-served policy. Linear Lyapunov functions were systematically
explored in Chen and Zhang (2000) to obtain sufficient conditions for the fluid model
stability of queueing networks under SBP policies.

The concept of global stability (see Section 8.6) was first introduced in Dai (1995b).
This same concept is called universal stability in adversarial queueing models for packet
routing. That class of queueing models was introduced in pioneering work by Borodin
et al. (2001), and was studied by Gamarnik (2000), Andrews et al. (2001), Goel (2001),
and Gamarnik (2003).

Theorem 8.24 and its proof are taken from Dai and Weiss (1996). Tassiulas and
Georgiadis (1994) proved an analogous theorem when inter-arrival times and service
times are deterministically constrained as in Cruz (1991). The piecewise linear Lya-
punov function used in the proof of Theorem 8.24 generalizes the ones used by Botvich
and Zamyatin (1994). Later work by Down and Meyn (1994) and by Dai and Vande Vate
(2000) systematically explored that class of Lyapunov functions.

The findings reported in Section 8.7 for two-station re-entrant lines are special cases
of general results developed by Dai and Vande Vate (2000); the terms “virtual station
condition” and “push start condition” first appeared in their paper. In earlier work, Bert-
simas, Gamarnik, and Tsitsiklis (1996) proved that a linear program characterizes the
global stability region of a two-station fluid model. Dai, Hasenbein, and Vande Vate
(1999) studied global stability of a three-station fluid model, showing that the global
stability region is not necessarily monotone in mean service times. The possible non-
monotonicity of a global stability region was first demonstrated by Humes (1994) for
deterministic networks and later by Bramson (1998) for stochastic networks. Using
quadratic Lyapunov functions, Chen (1995) provided a sufficient condition for global
stability of a general queueing network. Hasenbein (1997) established necessary con-
ditions for global stability of a general queueing network. Characterizing the global
stability region for the fluid model of a general queueing network remains an open prob-
lem.
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9

Max-weight and back-pressure control

We consider in this chapter an important special case of the general SPN model formu-
lated in Chapter 2. Specifically, attention is restricted to what we call Leontief networks,
and we introduce in that context the so-called back-pressure (BP) control policy, which
is called max-weight (MW) control in the case of single-hop networks (see Sections 9.2
and 9.4 for elaboration). Actually, two versions of BP control will be considered, one
tailored to our basic SPN formulation (Section 2.3) and the other to our relaxed formu-
lation (Section 2.4). Both are simply structured policies, which means, among other
things, that they only make decisions at times ¢ > 0 when an external arrival or a service
completion occurs.

The BP policy, or BP algorithm, was originally developed for use in digital commu-
nication networks, and in that context it provides a comprehensive approach to routing
and scheduling. That is, BP logic can be used to address both the question of where to
send packets next on their journey through a physical network, and the order in which
packets competing for capacity of a switch or link are to be processed. As we shall see,
the BP policy is maximally stable for a very broad class of networks, and as such it is
commonly invoked as a “gold standard” against which other policies are compared.

For an explanation of the basic idea underlying BP control, first recall that the letter
B was used in Section 2.4 to denote the J-vector of total service rates (one component
for each activity or service type) chosen by the system manager at a given decision time.
Also, for ease of reference we recall the definition (5.3) of the input-output matrix R:

R:=(B-T)M " 9.1)

Here B and I are non-negative / x J matrices and M = diag(m,--- ,my); one interprets
R;; as the average decrease in buffer i contents per unit of effort devoted to activity j.
Let us now define the bilinear function

p(B,z):=z-RB forB€R, andz e R, (9.2)

where - denotes inner product as usual. At each decision time ¢, given the updated state
descriptors 7 and Z defined by (2.17) and (2.18), the back-pressure principle is to choose a
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vector 3 that maximizes p(f3,Z), subject to capacity constraints and material availability
constraints. However, as we shall see shortly, the implementation of that principle is
somewhat different in the basic and relaxed model contexts.

Section 9.1 describes the special structure of Leontief networks, and back-pressure
control policies are defined and characterized in Sections 9.2-9.4. Stability properties
of the BP policies are studied in Sections 9.6 and 9.7. Specifically, we prove that the
relaxed BP policy is maximally stable for Leontief networks, as is the basic BP policy
for Leontief networks where all activities involve a single server.

9.1 Leontief networks

The special network structure that we study in this chapter involves two assumptions,
which are identified as Assumptions 9.1 and 9.2 below.

Assumption 9.1. Each column of the input-output matrix R contains exactly one positive
element.

Hereafter we shall denote by i(j) the unique bufferi € .# such thatR;; >0 (j € #).
In applications, SPN models that satisfy Assumption 9.1 typically have the following two
structural features. First, each column j of the material requirements matrix B contains
a single positive element, which appears in row i(j), and the rest zeros. That is, activity
J requires as its input one or more items from buffer i(j), and no other items. Moreover,
it is almost always a single item from buffer i( j) that serves as input to a type j service.
Hereafter we shall say that activity j serves buffer i(f).

The second structural feature referred to above is that I';; < B;; for all j € ¢ and
i =i(j). That is, the expected number of items returned to buffer i(j) as output from
a type j service is less than the number of such items removed from that buffer by the
service. In most models of interest the former number is actually zero.

The unitary networks defined in Section 2.6, which include queueing networks, sat-
isfy Assumption 9.1, but it is also satisfied by model families in which jobs of a given
class can be processed using any one of several different activities or service types. The
following is an essential complement to Assumption 9.1, as we shall explain in the re-
mainder of this section.

Assumption 9.2. There exists a vector x > 0 such that Rx > 0.

To explain the significance of Assumptions 9.2, we shall use the term basis to mean
a set of [ activities or service types (among the J > I activities available to the system
manager) such that exactly one of them serves each of the / different buffers. The ele-
ments of such a set will be called basic activities. The corresponding basis matrix is the
square submatrix R that is formed from R by selecting columns that correspond to the
basic activities. (Our use of these terms is slightly narrower than their standard meaning
in linear programming theory.) Given a choice of basis, it follows from (9.1) that one
can renumber activities so that the corresponding basis matrix has the form

R=(1-0)A™", (9.3)
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where Q is a non-negative square matrix and A is a diagonal matrix with positive di-
agonal elements. Proposition 9.4 below provides an insightful equivalent statement of
Assumption 9.2 in terms of basis matrices, and the following will be used in its proof.

Lemma 9.3. Given that Assumption 9.1 holds, let y > 0 be such that Rx =y for at least
one vector x € Rfr. Then there exists a basis matrix R and a vector X € Rﬂr such that

RE =Y. 9.4)

Proof. Let y be as in the lemma’s statement and consider the following linear program:
choose x € R{r to minimize ¢'x subject to Rx =y, where e is the J-vector of ones. By
hypothesis, this problem is feasible (that is, there exists at least one feasible solution
x), and its objective value is bounded below by zero. Thus, basic linear programming
theory ensures the existence of an optimal solution x* having no more than / positive
components; see, for example, Section 2.6 of Bertsimas and Tsitsiklis (1997). Let £ €
]Rﬁr be an /-vector obtained from x* by deleting J — I components with x7; = 0, and let
R be the corresponding  x I submatrix of R (that is, the submatrix formed by deleting
from R the same columns j with x7 = 0). Then £ and R jointly satisfy (9.4).

It remains to show that R is a basis matrix, or equivalently, that exactly one of its /
positive elements occurs in each row. If there were a row i of R with all elements non-
positive, then the ith component of the vector y in (9.4) would be non-positive as well,
which is a contradiction. On the other hand, if there were a row with at least two positive
elements, there would have to be a row with no positive element, because R has exactly
I positive elements by Assumption 9.1. This again leads to a contradiction. O

The following is a standard result, for which references will be provided in Section
9.8, but we include a proof for completeness.

Proposition 9.4. Given that Assumption 9.1 holds, Assumption 9.2 is satisfied if and
only if there exists a choice of basis such that the matrix Q in (9.3) has spectral radius
<1

Proof. Suppose that Assumption 9.1 holds and there is a choice of basis for which
p(Q) < 1, where p(-) denotes spectral radius. From Theorem F.1 it follows that 0" — 0
as n — oo, that R is non-singular, and that R~! has the following Neumann expansion:

R'=A""1-0)"'=AU+0+0%+---) >0. (9.5)

Fix a y € R! with y > 0. Define £ := R~ 'y. It follows from (9.5) that £ > 0 and R% = y.
Define x = (x;) € R’ via

v X; if activity j is in the basis,
a 0  otherwise.

Then x > 0 and Rx = Rt = y. Thus, R satisfies Assumption 9.2.
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Conversely, suppose that Assumptions 9.1 and 9.2 both hold. Then there exists an
x > 0 such that y := Rx > 0, and hence by Lemma 9.3 there exist a basis matrix R and
a vector X € Rfr such that (9.4) holds. Renumbering components if necessary, we have
the representation (9.3) for R, and hence (9.4) can be rewritten as

f=A"ly+ 0%
Iterating that relationship gives
£=(I+Q+Q*+--+Q"A y+ Q"%
foralln =1,2,---. Using the fact that Q > 0 and X > 0, one has

I+0+0%+..+0VA 'y<#

for all n > 1. Because £ < o and the diagonal elements of A are positive, this implies
that 9" — 0 as n — oo, which is equivalent to p(Q) < 1 by Theorem F.1. O

To see why Assumption 9.2 is indispensable for SPN modeling, consider a system
manager confronting a vector z > 0 of initial buffer contents, and suppose that all external
input processes are turned off. Also, to keep things simple, let us restrict attention to the
usual case where each column of B contains a single 1 and the rest zeros. In this setting
the following hold for any choice of basis. (a) Each basic activity requires as input a
single item from a different one of the system’s I buffers. (b) The matrix Q in (9.3) is
a square submatrix of I". (c) The diagonal matrix A in (9.3) is the principal submatrix
of M~ corresponding to basic activities; that is, the diagonal elements of A are mean
service rates for basic activities.

Assume that the manager chooses a fixed set of basic activities with which to drain
the buffers of their initial contents, and denote by R = (I — Q)A~! the corresponding
basis matrix, as in (9.3). Defining u; as the expected number of type i services that
will be needed before all buffers are empty, and u = (uy,---,u;), one can generalize
the reasoning used in the final paragraph of Appendix F to express u in terms of z and
powers of Q. Specifically, in the current context one has the formula

u=(I+Q+Q>+ )z (9.6)

Suppose that Assumption 9.2 is satisfied. Combining Proposition 9.4, Theorem F.1,
and formula (9.6), we then have the following conclusion: there exists a choice of basis
such that all components of the vector u are finite. If Assumption 9.2 is not satisfied,
those same three results imply that no choice of a fixed basis will allow us to empty
the system with a finite expected number of services. Furthermore, it is not difficult to
show in the latter case that every other strategy for processing the initial buffer contents
is doomed to fail in the same sense, regardless of how it may switch dynamically among
the various activities that serve various buffers. Thus, given that Assumption 9.1 holds,
Assumption 9.2 is necessary for the SPN model to be meaningful.
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B1 B2
mp =1 my =2 m3 =1
S1 S2

Figure 9.1: N-model (based on Figurel.7)

Definition 9.5. An SPN model whose data satisfy Assumptions 9.1 and 9.2 will hereafter
be called a Leontief network.

This name derives from standard terminology in applied mathematics, where most
authors (but unfortunately not all) call a matrix R Leontief if it satisfies Assumptions 9.1
and 9.2. Such matrices have a prominent role in the sector-level modeling of economic
production that was propounded in the mid-20th century by economist Wassily Leontief.
See Section 9.8 for pointers to the associated literature.

9.2 Basic back-pressure policy

In our basic SPN model (Section 2.3), the following equivalences hold at each decision
time ¢: B =7 = A+ u. That is, the vector B of total service rates immediately after ¢
equals the vector 7i of service counts going forward from ¢, which is equal in turn to the
updated service count vector 7 plus the vector # of new service starts that is chosen at .
Thus, choosing f to maximize p(f,Z), given the current values of 7 and 2, amounts to
choosing u to maximize p(i+u,2) = p(#,2) + p(u,Z). Because 7 is fixed at the time of
decision making, we therefore solve the following optimization problem:

maximize p(u,?) (9.7)
subjectto u€ 7, A(Ai+u)<b and B(Ai+u) <3 9.8)

Recall that, in our basic SPN model, a simply structured policy chooses u = g(7,Z2) at
each decision time, where g is a fixed policy function. Denoting by u* the optimal
solution of (9.7)-(9.8), the basic BP policy takes g(#,Z) = u*. For each activity j € 7,
the policy initiates u; new type j services, each of which proceeds at full speed until
the next decision time, as do each of the 71; services of type j that are open and still
incomplete.

Single-hop example. Consider the N-model pictured in Figure 9.1, which is a mod-
ified version of Figure 1.7. This is a parallel-server system (see Section 4.7 for the

To be published by Cambridge University Press. (©J. G. Dai and J. Michael Harrison 2019



168 Max-weight and back-pressure control

meaning of that term) having I = 2 buffers or job classes, K = 2 single-server pools,
and J = 3 activities or service types that were specified in Section 1.6. Given the mean
service times m; shown in the figure, we have t; = u3 = 1 and p, = 1/2, so the matrices
R, A, and B for this example are as follows:

(1120 (100 (110
R‘<0 0 1)’ A‘<0 1 1> and B‘(o 0 1>'

Thus, at any given decision time, the optimization problem (9.7)-(9.8) amounts to the
following. Choose u € Zi to

- s 1, 5
maximize Zjuj+ Ezluz + 2ou3 9.9)
subject to the following four constraints:

u <1—7n; and wur+uz < 1—(ﬁ2+ﬁ3), (9.10)
u1+u2§21—(ﬁ1+ﬁ2) and u3 <Zz3—13. 9.11)

The right-hand sides of the two constraints in (9.10) are, respectively, the number of
idle or uncommitted servers in pool 1 at the decision time (a binary quantity), and the
number of uncommitted servers in pool 2 at the decision time (also binary). Similarly,
the right-hand sides in (9.11) are the numbers of uncommitted items or jobs in buffer 1
and buffer 2, respectively, at the decision time.

Let us consider a decision time at which server 2 is not committed (that is, /i, =
iz = 0), further assuming that both buffers contain uncommitted jobs (that is, Z; > 7
and %, > 0). Then the objective (9.7) dictates that server 2

.y TS A

initiate a new type 2 service if J4 > 2,

Iy P DA

initiate a new type 3 service if 521 <22,
. R B

do either one if Fa =2

As stated in the preamble to this chapter, we use the term “max-weight control” to de-
scribe the policy determined by (9.9)-(9.11), because the underlying model is single-hop.
See Section 9.4 for an explanation of that terminology.

Multi-hop example. The criss-cross network was pictured earlier in Figure 1.2, and
for ease of reference that diagram is reproduced here as Figure 9.2. This SPN has I =3
buffers or job classes, K = 2 single-server pools, and J = 3 service types that are defined
in the obvious way. The matrices R, A, and B for the criss-cross example are as follows,
where [; denotes as usual the mean service rate for class i jobs:

R={-wm w O 01 0

w 0 0
’ A:<1 0 1
0 0 s

1 00
)and B=|0 1 0
0 01
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Thus, at any given decision time, the optimization problem (9.7)-(9.8) is the following.
Choose u € Zi to

maximize (21 — 22)u1 + UaZour + H3Z3u3 (9.12)
subject to five constraints:

wtus <1—(iy+a3) and  wr < 1— i, (9.13)
u <z1—Ay, uw<Z—ny and u3z<Z3—1;s. 9.14)

The right-hand sides of the two constraints in (9.13) are binary indicators of server avail-
ability, as in (9.10), and the right-hand sides in (9.14) are the numbers of uncommitted
jobs in the three buffers.

Consider a decision time at which server 1 is uncommitted (that is, 7; = 713 = 0),
further assuming that buffers 1 and 3 both contain uncommitted jobs (that is, Z; > 711 and
Z3 > #1). Then the objective (9.12) dictates that server 1

initiate a new type 1 service if (2 —22) > UsZs,

initiate a new type 3 service if (2 —2;) < U323 and 23 > 0,

initiate a new service of either type 1 or type 3 if u; (2] — %) = w23 > 0,
remain idle (do nothing) if Z; < 2 and 73 =0,

remain idle (do nothing) or initiate a new service of type 1 if Z; =Z, > 0 and 3 = 0.

Thus we see that increasing the content of buffer 2 provides a disincentive for serving
jobs from buffer 1, and in particular, server 1 will refuse to serve buffer 1 if Z; < 2.

Basis for the name “back-pressure.” More generally, in a network setting where
some jobs follow multi-hop routes, a build-up of congestion in any given buffer will
cause the system manager to de-emphasize service of jobs that are currently waiting
in another buffer if jobs in it will move on to the congested one after completing their
next service. That is, congestion in a “downstream buffer” produces a “back-pressure”

|

B3
4

— Bl (Sl )— B2 —»{ S2 /—

l

Figure 9.2: Criss-cross network (based on Figure 1.2)
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against service of jobs in the corresponding “upstream buffer.” In a single-hop network,
however, there are no “downstream buffers,” and thus the name “back-pressure” is inap-
propriate. In a single-hop setting we therefore use the alternative name “max-weight,”
the basis for which will be explained in Section 9.4.

9.3 Relaxed back-pressure policy

To define a relaxed BP policy, we first review some salient features of the relaxed SPN
model formulation in Section 2.4. Attention is restricted there to the case of single-
server pools, and for each k € % we interpret by > 0 as the capacity of server k. Also,
no more than one service of each type j € _# is allowed to be open at any given time. At
each decision time ¢ the system manager determines the updated state descriptors 7 and
2, then chooses a J-vector f3 of service rates, or service effort levels, subject to capacity
constraints and material availability constraints expressed by (9.16) and (9.17) below. To
implement the back-pressure principle in this setting, we take B = h(#i, ) as the solution
of the following optimization problem:

maximize p(f,2) (9.15)
subject to
BER,, AB<b and B(i+u) <3, (9.16)
where u = (uy,...,uy)" is determined from f3 via

9.17)

1 ifB;>0andn; =0,
u; =
! 0 otherwise.

As in the previous section, one interprets u as a service initiation vector, meaning that a
service of type j is to be initiated at the decision time in question if and only if u; = 1.
In the proof of Proposition 9.6 below we derive an equivalent problem statement that is
in some ways simpler and more natural, with the system manager first choosing u from
a finite set of possibilities and then choosing 3 given u.

We now develop a characterization of the back-pressure optimization problem (9.15)-
(9.17) that simplifies the fluid model analysis to follow. First, recalling that A denotes
the K x J capacity consumption matrix for an SPN (see Section 2.1), let us define the
polytope

o = {B R} :AB <b},
and denote by & the finite set of extreme points of 7. Elements of & will be called
extreme allocations.

Proposition 9.6. For each system state (i,2) € Z’, x 7, there exists an optimal solution
for the back-pressure optimization problem (9.15)-(9.17) that belongs to &.

Remark 9.7. Hereafter we follow the convention that solutions of the back-pressure
optimization problem (9.15)-(9.17) are always chosen from &'.
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Proof of Proposition 9.6. Fix a state (2,2). In the following argument e denotes the J-
vector of ones, and a vector is said to be binary if each of its components is either zero
or one.

Let % be the finite set of all binary vectors u such that i+u < e and B(/i+u) < 2. In
words, this is the set of all service initiation vectors that are possible at a decision time
with updated state descriptors 7 and Z. For each u € % let .4 (u) be the set of j € ¢
such that 7i; +u; = 0, and define

of (u):={B e/ :Bj=0forall j& A (u)}.

Thus <7 (u) is the set of all service rate vectors f3 that are achievable going forward from
the decision time, given that the service initiation vector u has been chosen. Obviously,
</ (u) is a polytope for each u € %, and we denote by & (u) the finite set of its extreme
points. It is easy to verify that & (u) C & for eachu € % .

For any given u € %, consider the optimization problem B (u) = argmax{p(B,2) :
B € </ (u)}. This is a linear program with a bounded feasible region and at least one
feasible solution (namely, 8 = 0), so we know from LP theory that the optimum is
achieved at an extreme point of the constraint set. That is, we can assume without loss
of generality that there exists an optimal solution B(u) € &(u) C &. Moreover, defining

B := argmax{p(B(u).2) :uc %}, (9.18)

it is easy to verify that [§ is an optimal solution of (9.15)-(9.17). That is, our back-
pressure optimization problem (9.15)-(9.17) is equivalent to maximizing p(-,%) over the
union of the polytopes {47 (u),u € % }. Because f3(u) € &(u) C & by construction for
each u € 7/, the optimal solution ﬁ specified in (9.18) is also an element of &, which
completes the proof. O

9.4 More about max-weight and back-pressure policies

Rather than focusing directly on the bilinear objective function that defines a max-weight
or back-pressure control policy, Section 9.6 develops an alternative interpretation of
these as policies that myopically maximize the expected rate of decrease for a quadratic
Lyapunov function. Because there are real computations involved in each successive
control decision, many authors speak in terms of the max-weight or back-pressure algo-
rithm for network control, using the term “network algorithm” as a synonym for what
we have called a “control policy.”

Basis for the name “max-weight.” The control policies that we consider in this chap-
ter encourage removal of items from high-content buffers, and in symmetric fashion,
discourage the creation or transfer of items into such buffers. To substantiate that claim,
we observe that the biliner function p(-,-) can be expressed in the form

p(B.2) =Y uiw;(2)B;, (9.19)
j€s
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where the “weight” associated with completion of a type j service is

wj(2):= Y 2(Bij—Ty) forje 7. (9.20)
ics

To animate the objective function (9.19)-(9.20), one may imagine that a reward of ¢
will be received for every item removed from a buffer containing ¢ items, and in sym-
metric fashion, a penalty of £ will be incurred for every item added to a buffer containing
£ items. Given that the updated buffer contents vector Z is observed at a decision time
t, one may interpret w;(Z) as the expected net reward (in units like dollars) generated
by a type j service completion. It follows that (9.19) is the expected net reward rate
(in units like dollars per hour) generated by a vector 3 of total service rates. The back-
pressure control principle is to choose service rates at each decision time to maximize
that expected net reward rate.

The name “max-weight,” which can be viewed as shorthand for “maximum weighted
sum,” is widely used to describe such control policies, and we have chosen to maintain
that terminology in the case of single-hop networks. For reasons noted earlier in Sec-
tion 9.2, we use the more vivid term “back-pressure control” in multi-hop settings.

Generalized back-pressure policies. For a more general version of relaxed back-

pressure control, let iy,--- ,h; > 0 be fixed constants, and then liberalize the definition
(9.20) of the weights w;(Z) as follows:
w;i(2) == Z hiZi(Bij—Tij), j€ 7. (9.21)
ics

Readers will see later that all results developed in this chapter remain valid in the more
general setting. In this book, however, the terms “max-weight” and “back-pressure,”
without any modifiers, refer to the original case h; = --- = h; = 1.

Negative features of back-pressure control. As readers will see later in this chap-
ter, max-weight and back-pressure policies are attractive as means of achieving system
stability. There are, however, some negative considerations to be weighed against that
notable virtue. One of these is the potential complexity of the optimization problem
(9.7)-(9.8) or (9.15)-(9.17), which must be solved at every decision time.

Also, in our earlier discussion of the criss-cross example (Figure 9.2) the following
feature was revealed: in certain circumstances (specifically, when 73 =0and 2, > Z; > 0
in that example) the back-pressure policy may direct a server to remain idle (do noth-
ing), even though there is work for that server to do. This suggests that the policy’s
performance (in terms of long-run average buffer contents, for example) can probably
be improved, even though it assures long-run stability.

Another drawback of the back-pressure policy concerns its information require-
ments. Consider, for example, a network of data switches, whose formulation as a
stochastic processing network will be discussed in Chapter 12 of this book. In that con-
text it is switches that play the role of servers, and each switch processes data packets (the
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units of flow) from a collection of associated input buffers. Moreover, a packet will typ-
ically pass through other switches and their associated input buffers before reaching its
final destination. To implement back-pressure control in that environment requires more
real-time information on system status than is realistically obtainable. For elaboration
see Section 12.6, where we also discuss an alternative approach that is less data-hungry.

9.5 The characteristic fluid equation

In this section we identify a fluid equation that characterizes the relaxed back-pressure
policy, given that Assumption 9.1 holds. (Assumption 9.2 is not needed for this result.)
It will be shown later (see Section 9.7) that fluid limits under the basic BP policy satisfy
this same equation if each activity or service type is conducted by one server acting
alone.

Theorem 9.8. Consider an SPN that satisfies Assumption 9.1 and operates under the
relaxed back-pressure control policy. Each fluid limit path (D, F. f ,Z) satisfies

.
A

RT(t)-2(t) = Ena;;p(ﬁ ,Z(1))  at each regular pointt € R, . (9.22)
€
The rest of this section is devoted to the proof of Theorem 9.8, and for that we need
two preparatory lemmas. For each z € Ri let

F(2,0):={je€ 7 :z;=0} and _Z(z,+):={j€ 7 >0} (9.23)

Thinking of z as a vector of current buffer contents, one can describe the two sets in
(9.23) as follows: _# (z,0) is the set of activities that serve buffers which are currently
empty, while #(z,+) is the set of activities that serve buffers which currently have
positive contents. When z € Zﬁr represents current buffer levels in an actual SPN, no
activity in _# (z,0) can be employed, because those activities lack the necessary input
materials. However, if z € R/, represents current buffer levels in the corresponding fluid
model, an activity j € _#(z,0) may still be conducted at a positive level, processing

jobs in buffer i(j) even though z;; = 0. That is, the total service rate §; = T; may still
be positive in the fluid model when z;;) = 0. Consider, for example, the tandem fluid
model pictured in Figure 8.1. For ¢t € (¢;,12) one has Z;(¢) = 0, but to keep buffer 1
empty one must process the fluid that is arriving at rate A;, which requires a service rate

Ti(t) = A1/u; > 0. That is, over an interval of positive length, buffer 1 remains empty
but server 1 continues to process fluid from that buffer at a positive rate.

Definition 9.9. Fix z € R... An allocation 8 € ./ is said to be z-maximal if

p(B,z) = max p(a,z). (9.24)
ocs
The following lemma says that, even in the fluid setting, for each z € ]Rﬁr one can find
a z-maximal allocation that assigns zero service rate to any activity whose corresponding

buffer is empty.
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Lemma 9.10. Consider an SPN whose data satisfy Assumption 9.1. For any z € Rﬂr there
exists a z-maximal extreme allocation B(z) € & such that Bj(z) =0 for j € 7 (z,0).

Proof. From linear programming theory we know that p(-,z) achieves its maximum at
an extreme point of the polytope 27. Let o be one such z-maximal extreme allocation,
and then define a corresponding vector & as follows:

Y. o — 07 j€f<z70)7
4 "{ @, j€ 7(z+)

Because o € &7 and & < «, it follows that & € 7. Note that

(04 Z) = ZZZiRija] Z Z ZlRl]aJ +Z Z ZiRijaj
i

i je #(z,0) i je g (z,+)
:Z Z ziRijo;+ZRa
i je 7 (z0)
=Y Y zRjo+p(a.z)
i je 7(z0)
<p(@,z),

where the inequality follows from the facts that R;; < 0 for i # i(j) and

Z Z ziRijo = Z Z ZiR;jo; < 0.

i je 7 (z0) je 7 (2,0)i#i())

Thus, & is also a z-maximal allocation. If & is an extreme allocation, then the proof is
complete by choosing (z) = @&. Otherwise, it is a linear combination of two or more
z-maximal extreme allocations. Choose any one of those extreme allocations as f3(z),
proving the lemma. OJ

For each allocation 8 € &, let Y2 (¢) be the cumulative amount of time that allocation
B has been employed over [0,7] in an SPN. By Proposition 9.6 and Remark 9.7,

t)=Y BiYP(t) foreacht>0andjc 7. (9.25)
Be&
Clearly,
YP(.) is nondecreasing for each allocation 8 € &, (9.26)
and
Y ¥P(t) =1t foreach s > 0. (9.27)
pe&

Setting Y = (YP : B € &), we now consider the augmented SPN process

(D,F,T,Z,Y).
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In addition to satisfying (2.9), (2.10), and (2.23), which hold under any control policy,
the augmented process (D,F,T,Z,Y) also satisfies (9.25)-(9.27). Properties (9.26) and
(9.27) imply that Y# is Lipschitz continuous for each B € &. As a result, the fluid limit
of (D,F,T,Z,Y) can be defined as in Theorem 6.5 in Section 6.4.

AAAAA

der the relaxed back-pressure control policy satisfies the basic fluid equations (6.1)-(6.6)
plus the following:

Ti(t)=Y Bi¥P(r) foreacht>0andje ¢, (9.28)
pe&

YA (+) is nondecreasing for each allocation € &, (9.29)

Z YP(t)=t foreacht >0, (9.30)

pe&

and for each allocation B € &,

p(B,Z(1)) < ma()@(p(a,Z(t)) implies that i (r)=0. (9.31)
oacs

A A A A

There is a corresponding sequence {x,} C 2" and a corresponding ® € Q such that
(2.14), (2.15), (6.38), and the following limit all hold as n — oo:

N A N A A A A

(ﬁxn('vw)aﬁxn('vw)aTxn('7a))7an('7a))7Yxn('7a))) — (DaFa T,Z,Y), (932)

where the convergence in (9.32) is uniform convergence on compact (u.o.c.) sets (see
Definition A.6). It is easy to verify that this fluid limit path satisfies (9.28)-(9.30). It
remains to prove that ¥ satisfies (9.31).

Fix ¢ > 0 and fix an allocation § € & that satisfies the inequality in (9.31). Let
« be a Z(t)-maximal extreme allocation (guaranteed to exist by Lemma 9.10). Then
p(B,Z2(t)) < p(a,2(¢)). Let #(+) :={i € .# : Zi(t) > 0} be the set of buffers with
positive fluid at time . Because min;c (4 Z;(t) > 0 and Z(-) is continuous, there exist
an € > 0 and a 8 > 0 such that, for each u € [r —€,7 + €] and each i € .7 (+),

p(B,2(u) +8 < p(a,2(w)) and Zi(u)>§.

Thus, when n is sufficiently large, p(B,Z% (|xa|u)) + [x,|8/2 < p(a,Z%(|x4|u)) and
Z;" (|xn|u) > |x,|8/2 for each i € #(+) and each u € [t — €,¢ + €]. Because |x,| — o
as n — oo, one can choose n large enough that |x,|8/2 > 1. Therefore, for each time
u € [|x,](t — €),|xa| (£ + €)] we have

p(B,Z"(w)) < p(a,Z"(u)) (9.33)

and
Z:"(u) >1 foreachie #(+). (9.34)

1
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Because « is a Z(¢)-maximal extreme allocation, we have that i(j) € .#(+) for each
activity j € ¢ with ¢; > 0. Condition (9.34) implies that for each activity j € _# with
o > 0

Z;)(u) > 1 for each u € [|x|(r — &), x| (r + €)]. (9.35)
Condition (9.35) ensures that buffer contents are adequate at any time u € [|x,|(r —
€),|xa|(t + €)] for the allocation o to be feasible. By (9.33) and the definition of the
relaxed back-pressure policy, the allocation 8 will not be employed during the time in-

terval [|x,|(r — €), |x,|(t 4+ €)]. Therefore,
YP (x| (1 + ) = YP (|| (£ — £)) = 0, (9.36)

which implies Y2 (t 4 &) — P (t — €) = 0, and hence i (t)=0. O

A A A A

that (Z, T) satisfies the fluid equation (9.22). By Lemma 9.11 and the fact that

Y =1,
Beé&
we have
PP ()p(B.2(1) = X PR max p(a, 2(1) = max p(, 2(r).  (9.37)
pes pes acd ace
Therefore,
RE()-20) = Y 20 Y Rifs()= Y 2() ¥ Ry ¥ Bi¥P(0)
icy =94 i€y jeS pe&
= Y (6)p(B,2(t))
pe&
= glea};p(a,z(t)%
which proves (9.22). O

9.6 Maximal stability of relaxed BP (quadratic Lyapunov function)

In this section we consider a subcritical Leontief network operating under the relaxed
back-pressure control policy. Using a quadratic Lyapunov function, we show that its
fluid limit model is stable, which implies stability of the SPN itself by Theorem 6.2.
Combining that result with Corollary 5.6, we conclude that the relaxed BP policy is
maximally stable for Leontief networks. As in Section 9.5, we define & = { € R :
AP < b}, where A is the K x J capacity consumption matrix for an SPN. For ease of
exposition, vectors f§ € R{r will be called allocations (of server capacities to processing
activities) throughout the remainder of this chapter.
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Theorem 9.12. Consider a Leontief network that operates under the relaxed back-
pressure control policy. Assume the static planning problem (5.5)-(5.8) has optimal
objective value yv* < 1. Then the corresponding fluid limit is stable, and as a conse-
quence, the network’s ambient Markov chain is positive recurrent.

Proof. Let (T',Z) be a fluid model solution satisfying (6.1)-(6.6) and (9.22). Define the
quadratic Lyapunov function

F@0):=Y (Zie))?  forreR,. (9.38)
i€d
Then .
(1) =22(1)-2(). (9.39)

Suppose that (£, 7) is a feasible solution to (5.5)—(5.8). By Assumption 9.2 there exists
an £ > 0 such R% > 0. Clearly, £ can be scaled so that ¥ ;Az;%; < (1 — )b for each
server pool k. Let x* = ¥+ £. One can check that Ax* < b (and hence x* € &) and that
Rx* = R¥+RX = A + R > A + Oe, where 6 = min; }_; R;;£; > 0. By (9.22) and the fact
that x* € &7,

RT(1)-Z(1) > Rx"-Z(t) = (A +RR)-Z(t) > A-Z(t) + 8 Y Zi(t) > A - Z(t) + 8~/ f(1).

i

It follows from (6.1)~(6.6) that 2(¢) = A — R (1). Therefore,

.
A

F(6) =22(1)- 2(t) = 2(A —RT (1)) - 2(1) < —28\/F(1).

It follows from Lemma 8.6 that Z(z) = 0 for t > 1/f(0)/(25). O

9.7 Maximal stability of basic BP with single-server activities

Does Theorem 9.12 remain true if we substitute the basic BP policy for the relaxed BP
policy? In general the answer is negative. Consider, for example, the bandwidth shar-
ing model pictured in Figure 5.3 and discussed immediately thereafter. If server sharing
is disallowed in that example, as is the case in our basic SPN formulation, there are
parameter values for which (a) the system is subcritical, but (b) no stable control pol-
icy exists. Here we further narrow the class of SPN models considered, imposing two
additional restrictions: first, by = 1 for reach k € J#", which means that the processing
network contains exactly K servers, each of which constitutes a server pool by itself; and
second, each column of the capacity consumption matrix A contains a single 1 and the
rest zeros, which means that each activity or service type involves exactly one the net-
work’s K servers. With these added restrictions we obtain the following precise analog
of Theorem 9.12.
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Theorem 9.13. Consider a Leontief network operating under the basic back-pressure
control policy. Assume that by, = 1 for each k € J¢, and that each column of A contains
a single 1 and the rest zeros. If the static planning problem (5.5)-(5.8) has optimal ob-
Jjective value y* < 1, then the corresponding fluid limit is stable, and hence the network’s
ambient Markov chain is positive recurrent .

Given the proof of Theorem 9.12, it will suffice to show that, under the stated hy-
potheses, the fluid equation (9.22) remains valid under the basic BP policy. In prepara-
tion for that task, let us first define the following partition of ¢:

J(k)y:={je 7 :Aj=1} foreachke 7. (9.40)

In words, _# (k) is the set of activities for which server k is responsible, or equivalently,
the set of service types that are conducted by server k. Next, for each buffer contents
vector z € RL, let

. icosRiizi=uUwi(z foreach j€ 7,
q(J7Z) — Zléj Ljs1 ILLJ ]( ) . -] / (941)
0 for j =0,

where w;(z) is defined via (9.20); an interpretation of this quantity is given in the para-
graph following (9.20).
Continuing preparations for the proof of Theorem 9.13, let

N ={neZl :An<e},
where e is again the vector of ones. It follows from (9.19) that for each allocation € A",

p(B.2)=Y Y. Bl (9.42)

ket je g (k)

Now fix an allocation vector B € .4#". For each k € J# there is at most one activity
j € 7 (k) with B; = 1. Therefore,

iq(j,7) <  max j,z) foreachke 7. (9.43)
je§(k)ﬁjq(] )< o max 4(7:2)

Finally, because the arrival processes are assumed to be Poisson under Assump-
tion 2.1, it follows from Proposition B.8 that, with probability one,

1
lim — max u;(¢) =0 foreachi € .7, (9.44)

n—eo np 1<{<n

where {u;(¢),¢ > 1} is the sequence of inter-arrival times for class i € .#.

A A A A

quence {x,} C 2 and a corresponding @ € Q such that (2.14), (2.15), (6.38), (9.44),

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

9.7 Maximal stability of basic BP with single-server activities 179

(6.39), and (9.32) all hold. As noted earlier, we only need to show that the fluid equa-
tion (9.31) is satisfied. The proof is similar to that of Theorem 9.8. Let w be as above,
and fix a time ¢ > 0. Suppose that § € .4 is such that

A

p(B,2(1)) < max p(a,2(t)). (9.45)

We would like to prove that

.
A

YP(r)=o. (9.46)

Set r, = |x,|. We first show that there exists an allocation B* € .4” and an € > 0 such
that, for any large number n and each time 7 € [r,(r — €),r,(t + €)], one has

p(B,Z(1)) < p(B*,Z(7)) (9.47)

and
B* is a feasible allocation at T whenever f3 is. (9.48)

To prove (9.47) and (9.48), we first have from (9.42) and (9.43) that

max p a,Zt = max qj,Zt .

aeN ( ( )) k;/je/(k)u{o} ( ( ))

To construct a B* € .4 that satisfies (9.47) and (9.48), one observes that the inequality
(9.45) implies existence of a server k € . such that

ﬂ' ',2 1)) < max ',Z t)). (9.49)
je§(k) Jq(J ( )) je/(k)U{O}q(J ( )>
If
max ',ZA t)) >0, 9.50
je/(k)q(J ®)) ( )

let j* € 7 (k) satisfy
q(j*,Z(t)) = max q(j,Z(t

and define B* as follows:
Bj ifj¢ 7 (k)
Bri={1 ifj=jr,
0 itje FI0\{)-

Otherwise, let

.. )B; ifjé #(k),
Pi '_{0 if je g (k). ©-5D)
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It follows that 8* € .4 and

p(B.Z(1)) < p(B*,Z(1)). (9.52)

We now prove that (9.47) holds for the allocation vector B € .4 that satisfies (9.45)
and the B* € .4 constructed above. The continuity of Z(-) and inequality (9.52) imply
the following: there exist an € > 0 and a 8 > 0 such that, for each 7 € [t —€,7 + €],

p(B.Z(7))+ 6 < p(B*.2(7)).

Thus, when # is sufficiently large,

P(B,Z(rat)) +126/2 < p(B*, Z(ra7))

for each 7 € [t — €,1 + €], which implies (9.47).

Our next task is to prove (9.48) for f € .4 and B* € .4/ as above. When (9.50) does
not hold, the definition (9.51) ensures that 3* satisfies (9.48), because server k will not
be employed under allocation B*. Let us therefore assume that (9.50) does hold. We first
claim that

Z#(t) >0 (9.53)

where i* € .7 is the unique buffer i satisfying R;;» > 0; such an i* exists by Assump-
tion 9.1. Suppose that (9.53) does not hold. Then

q(j*,2(t)) = Rij:Zis (1) + Y RijZi(t) < Y RijZi(t) <0,
i#i i#i

contradicting (9.50). Again, by the continuity of Z(-) and the inequality (9.53), by choos-
ing € >0 and § > 0 in the preceding paragraph small enough,

N

Zi(t) > foreach T € [t —e,1+€].
Thus, when n is sufficiently large,
Zi(raT) > 1,0/2

for each 7 € [t — €, + €]. Choosing r, > 26, we then have the following for each 7 €
[rn(t —€),r(t+€)]:
Z,'*(T) > 1,

which implies (9.48). Thus, we have proved (9.47) and (9.48).

Given the definition of the basic back-pressure policy, conditions (9.47) and (9.48)
imply the following: if allocation 3 is not employed at time r,(z — €), it will never be
employed at any time during the interval [r,(f — €),r,(¢ + €)]. Suppose that allocation
B is employed at time r,,(t — €). We now argue in two separate cases that the allocation
B will not be employed after a “short time,” because 8* is preferred over 3. Case (i) is
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that where server k is employed at time r,(r — €) and k satisfies (9.45). In this case the
server must be working on an activity j € ¢ (k) \ {j*} at r,(t — €); otherwise, B* = B,
contradicting (9.47). Let ¥;(r) be the residual service time of activity j at time . (If there
is no activity j in service at time ¢, define ¥;(¢) to be the service time of the next activity
J) Atr,(t —€)+V;(r,(t —€)), server k completes a type j service, and an allocation
decision needs to be made at this time. Conditions (9.47) and (9.48) show that B* is
preferred over B at this time. Thus 8 will not be employed during the time interval
[rn(t—€)+Vi(rp(t —€)),ra(t+€)].

Case (ii) is that where server k is idle at time r,(t — €). In this case allocation f3*
is preferred over allocation f3 at the first decision time after r,,(t — €). Thus  will not
be employed during the time interval [r,(t — &) + 1 (r,(t — €)), rn(t + €)], where t + 1 (¢)
is the first decision time after ¢. Clearly, 1(¢) is upper bounded by min;c s ;(¢), where
i1;(¢) is the residual inter-arrival time for class i. Therefore, in all cases we have

YP(ry(t+€)) = YP(r,(r — &) < maxp;(r,(r — €)) +mind;(r,(r — €)). (9.54)
je s ics

It follows from (9.54) and Lemma 9.14 below that

lim r;, '(YP (r, (1 +€)) = YP(r,(r —€))) = 0.

n—soo
Thus ¥P(t + &) — Y8 (r — ) = 0, and hence i (t)=0. 0

Lemma 9.14. Let ¥;(t,w) to be the residual service time for the service of type j € §
that is underway at time t. (If there is no such service underway at t, let V;(t,®) to be
the service time for the next type j service to start after t.) Define u;(t,®) as the residual
inter-arrival time for class i € % at time t. Then, for any sample path ®© satisfying
(2.14), (2.15), (6.38), and (9.44),

lim, e 9;(1, @) /1 =0, (9.55)
1y o i (5, @) /1 = 0. (9.56)

Proof. Fix a sample path o that satisfies (2.14), (2.15), (6.38), and (9.44). In the follow-
ing we drop the dependence on o to simplify notation. To prove (9.55), one can verify
that
vi(t) <  max v;(f),
j(1) < 0c X i(€)
where S;(1) := max{n > 0: Yy, v;(¢) <t} is the number of type j service comple-
tions in ¢ units of time devoted to type j services. Equation (2.15) implies that

lim ~8,(¢) = —. 9.57)

f—oo [ m]

The equality (9.55) follows from this and (6.38). Similarly, (9.56) follows from (9.44).
O
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9.8 Sources and literature

Proposition 9.4 is essentially equivalent to what is called the substitution theorem, or
Samuelson’s substitution theorem, for the general Leontief model; it follows easily from
Theorems 9.1 and 9.6 of Gale (1960). See Berman and Plemmons (1994) and Koehler,
Whinston, and Wright (1975) for more on Leontief matrices and Leontief substitution
systems.

The back-pressure algorithm was developed by Tassiulas and Ephremides (1992),
specifically for a slotted-time model of a multi-hop packet radio network. (Slotted-time
communication network models are treated in Chapter 12 of this book.) They did not
call their algorithm “back-pressure.” Rather, that name was proposed later by Tassiulas
(1995) for multi-hop systems. It was further popularized by Neely, Modiano, and Rohrs
(2005) and by others, although many authors, perhaps even most, use the name “max-
weight” in both single-hop and multi-hop contexts. A large literature on max-weight
and back-pressure scheduling has developed since the pioneering work of Tassiulas and
Ephremides (1992), including an influential paper by McKeown et al. (1999) on max-
weight scheduling of an input-queued switch.

This chapter is largely based on the work of Dai and Lin (2005), although those au-
thors focused on rate stability, which is a weaker notion of stability than positive recur-
rence. A primary goal of Dai and Lin (2005) was to extend the analysis of max-weight
and back-pressure control policies to a larger class of models than those considered in
the pioneering work of Tassiulas and Ephremides (1992), Tassiulas (1995), and Tassi-
ulas and Bhattacharya (2000), all of which focused on models of the kind described in
Section 9.7. See the second column on page 198 of Dai and Lin (2005) for a detailed
discussion of the differing model classes.

Dai and Lin (2005) introduced the term strict Leontief networks to mean networks
that satisfy Assumption 9.1, but not necessarily Assumption 9.2. Our Lemma 9.10 states
that Assumption 9.1 implies what Dai and Lin (2005) called the extreme-allocation-
available (EAA) property; its proof follows that of Theorem 6 in Dai and Lin (2005). The
proof of our Theorem 9.8 follows that of Lemma 4 in Dai and Lin (2005). The statement
of our Theorem 9.12 is analogous to that of Theorem 2 in Dai and Lin (2005), but the
latter also covers critically loaded networks, reflecting the fact that positive recurrence
implies rate stability but not vice-versa.
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10

Proportionally fair resource allocation

In this chapter we introduce what is called proportionally fair resource allocation, or
just proportional fairness for brevity. To begin, Section 10.1 contains a preparatory
discussion of a related optimization problem. Thereafter, mimicking the historical de-
velopment of the subject, Sections 10.2 and 10.3 describe proportional fairness first in
a static model setting. Sections 10.4-10.6 then define and analyze a dynamic control
policy based on the same idea, called the PF control policy, specifically in the context
of a relaxed unitary network (that is, a unitary network subject to relaxed control).

The PF control policy is shown to be maximally stable for a relaxed unitary network,
which yields the following two corollaries (see Section 10.6): proportionally fair capac-
ity allocation is a maximally stable policy for a bandwidth sharing network, and HLPPS
control is maximally stable for a queueing network. As usual, the chapter concludes
with brief comments on sources and literature.

As we shall explain in Section 10.3, the PF control policy has an attractive prop-
erty that we call resource-relevant aggregation. The analysis undertaken in this chapter
is framed so as to also cover a PF control policy for multi-hop packet networks (see
Section 12.6), and in that setting the aggregation property is crucial.

10.1 A concave optimization problem

Let I > 0 be a fixed integer and define .# := {1,...,I}. Let &/ be a bounded, closed and
convex subset of RQ that is monotone in the following sense:

Ifxe o/, € R, and ¥ < x, then ¥ € &7 (10.1)

We also assume there exists an x € < such that x; > 0 for each i € .#. It follows from
this and (10.1) that ./ contains the origin.

The next section will provide a general interpretation of the problem structure de-
veloped here, but for the moment, readers can think of / as the number of item classes
or job classes in a processing network, and for each x € &7 and i € ., think of x; as the
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service rate allocated to class i. For each z € Rﬂr and x € &/ we define

f(zx):= Y zilog(x:), (10.2)
et

where, by convention, log(0) = —co and 0log(0) = 0. Thus the function f maps R/, x &/
into [—oo, o). For each z € ]Rﬁr consider the following optimization problem:

max f(z,x). (10.3)

xeqo/
Because f(z,x) is a concave function of x for each fixed z € RL , we refer to (10.3) as a
concave optimization problem.

It will be argued in Lemma 10.1 below that there exists an x* € .o that attains the
maximum in (10.3). The maximizer x* is a function of z in general, and it is not neces-
sarily unique. Despite the potential non-uniqueness, this paragraph will give meaning to
the following definition:

v(z) = argmax{ Y zilog(xi):x e 42%}, zeRL. (10.4)
i€y
Lemma 10.1 shows that y;(z) is uniquely defined by (10.4) for each i such that z; > 0.
On the other hand, one sees from the definition (10.2) that if z; = 0, then all non-negative
values for x; give the same value for f(z,x), holding constant the other components of
x. Given the convention 0log(0) = 0, and the assumed monotonicity of </, we can
therefore define

Wi(Z) =0 if i = 0. (105)
For the proof of the following lemma, it will be useful to define the constant
Amax = %%(Bé%xi. (10.6)

Because <7 is bounded and nontrivial, one has 0 < apax < .
Lemma 10.1. For each 7 € ]RI+ let
Fi(z):={ie S :z>0}

(a) For each 7 € Rﬂr there exists a WY(z) € </ that achieves the maximum in (10.4).
Furthermore, for each i € %, (z), Wi(z) is uniquely determined and is strictly positive.
(b) If 9,(z) is nonempty, then y(z) is extreme in the following sense: for each x € of
there exists an i € . (z) such that

xi < yi(2). (10.7)
(c) For each i € 7. (z) and each r > 0 one has
vi(rz) = ¥i(2)- (10.8)

(d) For each z € R!, and i € 7., (z), the function ;(-) is continuous at z. (e) Assume
7 # 0. For each x in the interior of &/ the following holds: f(z,x) < max,ec. f(z,a).
(f) The function max,c . f(z,x) is continuous in z on RL..
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Proof. Fix a z € RL. It will be convenient to establish the following notation for the
objective function in (10.3):

g(x):=f(z,x) forxe ..

Part (a). We first prove the existence of a maximizer y(z). By assumption there exists
an £ € o/ such that £; > 0 for all i € .#. For each i € ., (z), because lim, | z;log(x) =
—oo, there exists a §; € (0,%;) such that

zilog(x)+ Y zilog(amax) < g(%) (10.9)
ke \{i}

for x € (0,9;). Define «7(0) :={x € & :x; > §;fori € #.(z)}. Then <7(J) is a
bounded, closed set that contains £. Because g(-) is continuous on <7 (J), there exists a
v(z) € &/ (5) such that

g(v(2)) :xg%)g(@ > g(%).

We will prove shortly that
g(x) < g(X) foreachxe o/ \ &(8), (10.10)

which imples that

8(y(z) = xg%)g(ﬂ = gg;g(X)-

This proves the existence of y(z). To prove (10.10) we first note the following: for each
x € o/ \ o/ (0) there exists an i € .#,(z) such that x; < §;. Therefore

glx) =zlog(x)+ Y zmloglx) <zlog(x)+ Y, zlog(ama) < g(%),
ke 7\ fi} ke T\ fi}

where the first inequality holds because x; < amax, and the second inequality follows
from (10.9).

To prove that y;(z) > 0 for i € .7, (z), first observe that z;log(y;(z)) > —oo for each
i € 7, because

X}Z" log(¥i(2)) = g(¥(2) > g(%) > —o.

It follows that y;(z) > 0 for each i € ., (z).

Finally, we prove uniqueness. To see this, suppose that x* € o7 for k = 1,2, and
that g(x') = g(x*) = max,c ., g(x). Assume that x}o # x,-zo for some iy € .#, (z). Then for
0=1/2,

log(6x; + (1~ 6)x7) > Blog(x;) + (1 6)log(x})
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for each i € .#, and the inequality is strict when i = iy. It follows that
¢(6x' +(1-6)2) = ¥ zilog (6x] +(1-6)2) > g(x') = g(2),
i€y
contradicting our assumption that g(x!) has the maximum value. This concludes the
proof for part (a).

Part (b). Suppose that y;(z) < x; foreachi € .#, (z). Because log(-) is strictly increas-
ing,

log (wi(z)) <log(x;) foreachi€ .7, (z).
It follows that

8(¥(2)) < gl),

contradicting our assumption that g(y/(z)) has the maximum value. This proves part (b).
Part (¢). This follows immediately from part (a).

Part (d). Fix z€ R and i€ .#,(z), and let {z*,k > 1} C R be any sequence con-
verging to z. We need to prove that

lim () = yi(2).
k—ro0

Because {w/(z"),k > 1} is a bounded sequence, it suffices to prove that each limit point

v* € o of {y(ZF),k > 1} satisfies
v =wi(2). (10.11)

For notational simplicity, we assume the sequence {y(z¥),k > 1} itself converges to y*.
By part (a), ;(z¥) > 0 for k large enough and each i € ., (z). Fix an x € .«7. Then

ZZiIOg(‘/fi*/amax): Z zi1og(¥;" /amax)
i€y i€, (2)

= 1i k (7~ > 1 k (7~
kglolo_ Z Z; 10g(ll/1(z )/amax) = I}gg Z < IOg(‘Vl(Z )/amax)
i€s (2) ics

> lim Z Flog(xi/amax) = Z zi1og(x;/amax)-
k—roe iy ics
Here the second equality follows from the convergence of {zF} and y(zX), and the fact
that limy_,e.z¥ > 0 for each i € .#, (z). The first inequality follows from the fact that
log(Wi(z") /amax) < 0 for each i € .#, and the second inequality follows from the defi-
nition of y(z¥). The last equality follows again from the convergence of {z*}. Thus we
have proved that

g(v") = g(x)
for each x € o/. Therefore, g(y*) achieves the maximum on the right side of (10.4).
This fact and part (a) imply (10.11), proving part (d).
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Part (e). Because x is in the interior of &7, one has that x + de € & for small enough
6 > 0, where e is the vector of ones. Thus,

fzx)= ), zloglu) < Y zlog(xi+8)=f(z,x+8e) <max f(z,a).
l‘€(7+(2) iE:ﬂJr(Z) acd

Part (f). For each fixed x € &7, f(z,x) is linear in z € R/, and is therefore convex in z.

One can easily check that z € R, — max,c . f(z,x) € R is a convex function. Define
oo otherwise.

Clearly, h: z € Rl — h(z) € (—o0,0] is also a convex function. Now we prove that / is

lower semicontinuous. For that assume that {z,} C R’ is a sequence that converges to
z € R!. We need to prove that

liminfh(z,) > h(z). (10.12)
n—soo
If z ¢ R, then " ¢ RL for large enough n. Thus, (10.12) holds. Now assume z € R
By the proof of Part (a), there exists an x* € &/ with x; > 0 for each i € .# such that
f(z,x*) = max,e f(z,x). One can verify that h(z,) > f(z,.x*) for each n. Thus, we
have

liminfh(z,) > lim f(z.2) = f(.x") = h(2).

proving (10.12).

Having proved that /4 is convex and lower semicontinuous on R/, we now invoke
Theorem 2.35 on page 59 in Rockafellar and Wets (1998) to conclude that % is continu-
ous on RZ , proving Part (f). O

10.2 Proportional fairness in a static setting

As usual, we take as given a number [/ of job classes, or just classes for brevity, and
define .# := {1,...,I}. Processing resources are not directly represented in the model
under discussion here. Rather, their associated capacity constraints are modeled by a
bounded, closed, convex set .o C R’ , which is taken as primitive. We assume that .o
contains the origin and is nontrivial in the following sense: there exists an x € .2/ such
that x; > 0 for each i € .#. This rather abstract formulation will facilitate the application
of ideas developed here in multiple contexts.

Static allocation framework. The scenario we envision is one where a decision maker
confronts a demand vector z € Rﬂr and must select a corresponding allocation vector
x € o/ . Hereafter, when we say that an allocation vector x is feasible, this simply means
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that x € 7. It is easiest to envision components of z as integer-valued counts of “users”
in the various classes, and one may vaguely describe x; as the total amount of “service
effort” allocated to users in class i, with the understanding that “service effort” can have
different meanings in different contexts. Components of z are not actually assumed to
be integers in the development that follows, so the ideas developed here can be applied
later in both fluid model contexts and SPN contexts.

A notion of fairness. Consider two allocation vectors x and x* that are both feasible.
Let us imagine that a change is made from x* to x. It is natural to describe the ratio

Xi—X;
*

Xi

(10.13)

as the corresponding proportional change in the allocation granted to class i. A feasible
allocation x* is said to be proportionally fair for the demand vector z if, given a change
to any other feasible allocation x, one has

Yz <x’;x" > <0. (10.14)

ics

An implicit assumption underlying this definition is the following: whatever total alloca-
tion may be granted to class i, it will be divided equally among the z; users in that class.
Thus (10.13) is the proportional change for each class i user when the allocation vector
changes from x* to x, and the left side of (10.14) is the sum of those proportional changes
over all users of all classes. By definition, x* is proportionally fair for z if that sum of
proportional changes is non-positive for every alternative feasible allocation vector x.

Our definition (10.14) of proportional fairness may appear to be different from the
standard textbook definition, as in Srikant and Ying (2014), p. 17, specifically because
the factor of z; inside the sum on the left side of (10.14) does not appear in the standard
definition. That discrepancy occurs because we define x; as the fotal allocation granted
to a class containing z; individual users, whereas the very similar notation {x,,r € #Z} is
used in the standard treatment to denote the allocations granted to individual users. Our
definition is in fact equivalent to the standard one.

Relationship to equal sharing. For many readers it will not be obvious that (10.14)
expresses “fairness” in any sense, but in that regard it is useful to consider the following
special case. Assuming 0 < K < I, let {.#(k),k € %} be an arbitrary partition of .7,
and let o := {u € RX : u < e}, where e is the K-vector of ones. One can interpret this
scenario as follows.

The system’s processing resources are K servers, each with capacity 1. Server 1
is responsible for processing jobs whose class designations fall in the set .#(1),...,
and server K is responsible for processing jobs whose class designations fall in the set
J(K). Also, the total service effort allocated by a server to the jobs for which it is
responsible cannot exceed the server capacity of 1. The following is a special case of
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the aggregation property explicated in Section 10.3 below: under the stated conditions,
the proportionally fair resource allocations are x] = z;/yy for each k € # and i € .# (k),
where
yei=Y, z forallke.x. (10.15)
le s (k)

That is, each server k should divide its capacity among the classes for which it is
responsible in proportion to their job counts, and that can be accomplished by having
server k share its capacity equally among the y; jobs for which it is responsible. (The
basic and relaxed SPN models formulated in Chapter 2 require that all service effort
allocated to a given class be directed to one job, namely, the oldest job of that class
currently present. However, that requirement is not present, and indeed, is not even
meaningful in the static allocation framework currently under discussion.) Because such
equal sharing represents a plausible notion of “fairness,” this helps to justify the standard
terminology used in this chapter.

The PF allocation function. Hereafter, when we speak of proportionally fair (PF)
allocations, that will mean the vector

X =wy(z), (10.16)

where y(z) is the solution of the concave optimization problem (10.4) that was studied
in the previous section. That is,

v(z) = argmax{ Z zilog(x;) 1 x € szf} for each z € RY, (10.17)
i€y
with uniqueness of the solution ensured by the convention (10.5). It will be shown
immediately below that these allocations solve a certain utility optimization problem,
and hence have property (10.14), which explains the name. Hereafter y(-) will be called
the PF allocation function.

PF allocations as utility maximizers. Referring again to the case where components
of z are integers, one may interpret or motivate the optimization problem (10.17) as
follows. First, suppose that any single class i user, if granted an allocation of &, will
derive utility u;(&) from that allocation, where u;(+) is a given function, strictly concave
and increasing on R . Let us assume that the decision maker wishes to make allocations
to individual users so as to maximize the sum of all users’ utilities. It follows from the
concavity of u;(-) that the total allocation x; granted to class i should be divided equally
among the z; users in that class, so the total utility derived by all users from the allocation

vector x will be
Xi
Z iU * .
s Z

The PF allocations (10.16) result from assuming identical logarithmic utility func-
tions for all classes. That is, they are the eventual optimal choice if one ascribes to each
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class i € .# the utility function u;(§) = log(&). With those identical utilities, the decision
maker’s objective is to

maximize Z z;log <)ch> = Z zilog(x;) — Z zilog(z;). (10.18)

i€y i i€y i€y

Of course, the second sum on the right side of (10.18) can be ignored, because it does
not depend on x, so (10.18) is equivalent to the optimization (10.17) that defines y(-).

We now show that (10.14) does indeed hold for the allocation vector x* defined via
(10.16). First, if f(x) is a concave function over a domain &, it is well known that the
following optimality condition (the Karush-Kuhn-Tucker condition, or KKT condition)
holds: Vf(x*)(x —x*) <0 for all x € &, where x* is the maximizer of f(-). Our vector
x* of PF allocations is the optimizer in the case

f(x) =Y zilog (Z)

i€s

and in that case the KKT condition specializes to give (10.14).

Bandwidth sharing example. To illustrate the application of proportional fairness in
a dynamic setting, let us consider again the bandwidth sharing (BWS) example pictured
in Figure 1.4, assuming for simplicity that its two links have equal capacity, which we
normalize to 1 (that is, by = b, = 1). Fix a time ¢ and let z = (z1,22,23) be the vector of
job counts in the three classes at that time. (Recall that “jobs” in this example represent
files awaiting transfer over one of three routes.) As stated in Section 1.4, the system
manager must allocate flow rates x1,x;,x3 to the three classes, and one possible approach
is to choose PF allocations based on current system status, recomputing the allocation
vector x each time the job count vector z changes due to either an arrival or a service
completion.

Making connection with the static allocation framework described earlier in this
section, we have I = 3 job classes, and the capacity constraint set .27 for this example is
defined via (1.3), meaning that

d:{xeRi: x1+x3<1 and x2+x3§1}. (10.19)

The PF optimization problem (10.17) thus comes down to the following: choose x € Ri
to maximize z; log(x;) + z2log(x2) + z3log(x3), subject to the two capacity constraints
in (10.19). To avoid trivialities, let us assume that all three components of z are positive.
Both constraints must then be binding at the optimal solution x*, because otherwise
either x; or x, could be increased. The substitutions x; = 1 —x3 and x, = 1 — x3 reduce
the optimization problem to a single variable x3, and then elementary calculus yields the
following final solution (the PF allocations):
21 +22 * 23

o=t T2 oand M= — (10.20)

X .
3
21+22+23 21+22+23
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Dynamic versus static resource allocation. At least on the surface of things, one has
little reason to expect a priori that the PF allocations (10.20) will perform well in our
dynamic bandwidth sharing problem, where jobs come and go over time. Indeed, the
justification for PF allocations, in terms of either utility maximization or the fairness
property (10.14), attaches primary significance to service delivery rates, and those rates
have no intrinsic significance in our conception of SPN performance. That apparent
mismatch is highlighted in the following quotation from pp. 189-190 of Massoulié and
Roberts (2000): “User perceived quality of service may be measured by the response
time of a given document transfer ... The fact that this [transfer was achieved] ‘fairly’ is
largely irrelevant and, moreover, totally unverifiable by the user.” Nonetheless, it will be
seen that dynamic control using PF allocations is a maximally stable policy for a unitary
network with relaxed control.

10.3 Aggregation property of the PF allocation function

In this section we consider again the PF allocation function y(-) defined via (10.17),
assuming that the convex set <7 has a certain special structure. To describe that structure,
we take as given a positive integer L < I and define . := {1,...,L}. Also given is a
partition {.#(¢),¢ € £} of .7, by which we mean that (a) each .#({) is a nonempty
subset of .7, (b) L ({)N.I (') =0 for ¢ # ¢, and (¢c) Upce & ({) = #. Cells of the
partition are called demand groups, the defining feature of which is that the resources
required to process or serve any two classes in the same group are identical (see below
for elaboration). Thus, a more fully descriptive name for cells of the partition {7 (¢), ¢ €
L} is resource-relevant demand groups.

To repeat, the partition {.#(¢),¢ € £} is viewed initially as a primitive model ele-
ment, but later in this section we shall consider the application of proportional fairness
in an SPN setting, and there the partition will be derived from more basic model data;
specifically, it will be derived from the capacity consumption matrix A of the SPN. To
simplify future notation, we define an L x I matrix G that encodes the given partition,
setting Gy; := 1 if i € . (¢) and Gy; := 0 otherwise.

We also take as given a set &/ C Ri that has all the properties assumed earlier for
</, namely, it is bounded, closed and convex, it contains the origin, and there exists an
a € 4/ such that a; > 0 for each £ € .Z. The assumed special structure of .¢7 is that

o ={xeR.:Gxe dY}. (10.21)
To make clear the meaning of (10.21), let us agree to write a(x) = Gx forx € Rﬂ, so that

ai(x)=) x foreachlec Z. (10.22)
i€g(0)

Viewing x as a vector of service rate allocations to the various job classes, ay(x) is the
aggregate service rate devoted to demand group ¢, and (10.21) says that the feasibility
of x depends only on those aggregate quantities. We interpret this to mean that classes
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belonging to the same demand group have identical resource requirements for their pro-
cessing. A concrete example of this will be given shortly.

To state the aggregation property referred to in the title of this section, we define
¥ RE — RL just as y was defined via (10.17), but with & in place of .7, as follows:

¥(y) = argmax{ Z yelog(ay) :a € M} for each y € R%. (10.23)
e

The aggregation property is expressed by the following proposition.

Proposition 10.2. Given a vector z € Rﬁ, let y := Gz, or equivalently, y; 1= Yc 7 (1)Zi
foreach t € L. Then

vi(z) = W(Y))Zji foreachie 9 (0)andl € £, (10.24)
¢

with the convention that 0/0 = 0 in (10.24).
Proof. Define x* = (x}) € Rl via

X = l/?g(y)ﬁ foreachie #({)and { € £,
ye

with the convention that 0/0 = 0 in (10.24). From the definitions of G, y, and () one
has that Gx* = {(y) € .«7. Therefore, we have from (10.21) that x* € .27. To prove that
x* = y(z), and therefore to prove the lemma, it suffices to show that

f(z,x) < f(z,x") foreachxe€ o7, (10.25)

where f is defined via (10.2). To prove (10.25), let x € &/ be arbitrary and let a := Gx.
Then a € 7 by (10.21). One can verify that

xi:agﬁ foreachie #({)and { € L.

Ye
‘We then have
flz,x) = Z zilog(x;) = Z log(ag)ys+ Z z;log (ﬁ>
ies ez (2 ics (L) ye
< Y log(w())ye+ Y, Y zilog (ﬁ>
ey (eLics(0) ye
= Y zilog(x)) = f(z,x"),

ics

where the inequality is justified by two facts: first, a € <7, as noted earlier, and second,
(y) solves the optimization problem (10.23) by definition. O
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Components of the vector y in Proposition 10.2 are interpreted as group-level ag-
gregate demands, and components of J(y) as group-level aggregate allocations. The
proposition tells us that aggregate allocations depend on z only through the vector y :=
Gz of aggregate demands, and moreover, once the aggregate allocation {;(y) has been
determined for any group /¢, it is divided equally among the y, individual users belong-
ing to that group. Thus, in the static allocation framework currently under discussion,
implementation of the PF allocations does not actually require that users be sorted into
their respective classes, only into their resource-relevant demand groups.

10.4 Unitary network with PF control

As the bandwidth sharing example in Section 10.2 illustrates, one can apply the notion
of proportional fairness to dynamically allocate resources in an SPN. Let us consider
specifically a unitary network, as defined in Section 2.6, where we have a one-to-one
correspondence between job classes and service types, so both are indexed by i € 7.
Recall that the data of a unitary network include an /-vector A of external arrival rates,
an I-vector m of mean service times, and an [ X I routing matrix P that is substochastic
and transient. From those data we define via (2.38) an I-vector ¢ of total arrival rates into
the various classes, and then define the network’s load vector p via (2.40). Proposition
5.1 states that a unitary network is subcritical if and only if it satisfies the standard load
condition p < b.

PF allocation function for a relaxed unitary SPN. Also, recall that we denote by
A the K x I capacity consumption matrix for a unitary network, and denote by b the
K-vector of server capacities. To apply the notion of proportional fairness developed in
this chapter, we adopt the following obvious definition of the convex set .27

of = {xeRL :Ax < b}. (10.26)

We assume that the unitary network operates under a relaxed control policy having the
special structure studied in Section 7.4, so control actions are determined by a policy
function 4 : Rfr — RQ. More specifically, we take as our policy function /4 the PF allo-
cation function Y defined via (10.17) and (10.26).

The aggregation property discussed in Section 10.3 then takes the following form.
Let L be the number of distinct columns in A, and define . := {1,...,L} as usual. The
partition of interest here is such that two classes 7, j € .# belong to the same cell .7 (¢) if
and only if columns i and j of A are identical. That is, two classes belong to the same cell
of the partition (or equivalently, belong to the same demand group) if and only if they
have identical resource requirements for their next service. We encode this partition in an
L x I matrix G as above, setting Gy; = 1 if i € .#(¢) and G; = 0 otherwise. Defining the
process Y (t) = GZ(t),t > 0, one can then describe its components Y;(t) as group-level
aggregate job counts.
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class 3 class 4
arrivals departures
Gy Ba 1
S1 S2 S3
’—> B1 — l l_ — B2 <—‘
class 1 class 1 class 2 class 2
arrivals departures departures arrivals

Figure 10.1: A unitary network with two demand groups

Let A be the non-negative K x L matrix whose /th column is the common column of
A for classes i € .#(¢). With A defined in this way, a vector x € R. satisfies Ax < b if
and only if Ay < b, where y = Gx. It follows that (10.21) holds with

o = {yeRL: Ay <b}, (10.27)

and thus Proposition 10.2 holds with () defined via (10.23).

Modified version of BWS example. To illustrate these ideas, consider the system
pictured in Figure 10.1, which is a modified version of the bandwidth sharing example
(hereafter, BWS example) that was introduced in Section 1.4, pictured in Figure 1.4, and
revisited earlier in this chapter (see Section 10.2). In this modified system we have three
servers labeled S1,S2, S3 that are most naturally interpreted as communication links.
External arrivals are of three different classes, two of which must be transmitted from
their point of origin to their eventual destination without intermediate buffering: class
1 requires simultaneous possession of S1 and S2 for its service, and class 2 requires
service from S3 only.

In contrast, arriving jobs of class 3 are transmitted from origin to destination in two
hops, that is, by means of two sequential services; the first service requires simultaneous
possession of S1 and S2, and the second one requires only S3; jobs that have completed
the first service and await the second one are designated as class 4, and their associated
buffer is labeled B4. There are four processing activities or service types in this example,
one for each of the three input classes and one that takes its inputs from the intermediate
storage buffer B4. Numbering those service types 1,...,4 in the obvious way, one sees
that they fall into two groups as we have defined that term: services of types 1 and 3
each require simultaneous possession of S1 and S2, while services of types 2 and 4 are
each executed by S3 alone. Thus the matrices A and A are as follows for this example:

1 010 10
A=11 01 0 and A=1[1 0
01 01 0 1
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Readers can easily verify that this example meets all the requirements defining a
unitary network in Section 2.6. It is not a queueing network as we defined that term
in Section 2.6, because some of its services require simultaneous resource possession.
Also, our definition of a bandwidth sharing network (see Section 4.5) assumes or re-
quires single-hop processing of all input classes, so this example does not fall into that
sub-category either.

PF control policy. Applying Proposition 10.2, we have the following vector f3 of class-
level service rates going forward from any given decision time, where Z is the updated
job count vector as usual, ¥ = GZ, and ¥ is the aggregate allocation function defined via
(10.23):

Bi=wi(2) = W (9)= foreach /€ £ and eachic .7 ({), (10.28)
e
with the convention that 0/0 = 0 in (10.28). Hereafter this will be called the PF control
policy. It represents a dynamic application of proportionally fair capacity allocation,
generalizing the BWS example pictured in Figure 1.4 and discussed in Section 10.2.

PF fluid model. As readers can easily verify, the policy function h = y satisfies As-
sumption 7.6, so Theorem 7.8 can be applied to obtain a fluid equation characterizing
the PF control policy. Specifically, by combining Theorem 6.5 and Theorem 7.8, but
dropping the hat notation for fluid model processes throughout this chapter, we arrive at
the following fluid model for a unitary network operating under the PF control policy
(here M = diag(m) as usual):

Z(t) = 2(0)+A(t) = D(t), =0, (10.29)
Z(t)>0, >0, (10.30)
A(f)ZMJrP’ (1), t=0, (10.31)
D(t)=M"'T(t), >0, (10.32)
T(-)is nondecreasmg and globally Lipschitz with 7'(0) = 0, (10.33)

and for each ¢ € £, eachi € .7 (), and eacht > 0,

Zi(t)
Yi(t)’

Zi(t) > 0 implies %Ti(t) = (Y (1)) (10.34)

where
Y(t):=GZ(t), t>0. (10.35)

In this recapitulation of earlier results, we have replaced the original fluid equations
(6.5) and (6.6) with (10.33), using the obvious fact that (6.6) implies global Lipschitz
continuity of 7. Also, by Proposition 10.2, equation (10.34) is equivalent to (7.21) in
the current context.
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In a unitary network context, the fluid processes A, D, T and Z are all /-dimensional,
and their interpretations are as explained in Chapter 6. The fluid process Y in (10.35) is
L-dimensional, and we interpret Y;(¢) as the aggregate amount of fluid in demand group
£ at time ¢.

Definition 10.3. The PF fluid model consists of equations (10.29)-(10.35).

10.5 Proof of fluid model stability using entropy Lyapunov function

To review, the data of our PF fluid model are I-vectors A and m, an I X I matrix P, a
partition {.¥ ({),£ € £} of the index set .#, an L x [ matrix G that encodes the partition,
and a non-negative K x L matrix A that enters the fluid model through the definition
(10.23) of the aggregate allocation function J(-).

In this section we prove that the PF fluid model is stable under the standard load
condition p < b, which is equivalent to subcriticality by Proposition 5.1. To state an
alternative form of the standard load condition, let

Yo=Y om, (€, (10.36)
i€g(0)
and Y= (V1,...,7)". One interprets ¥, as the aggregate service effort required per time

unit to process job classes in demand group ¢. The proof of the following is left as an
exercise.

Proposition 10.4. The standard load condition (5.1) holds for a unitary network (or
equivalently, the unitary network is subcritical) if and only if

y<a forsomeac d. (10.37)

Theorem 10.5. If (10.37) holds, then the PF fluid model is stable.

The remainder of this section is devoted to the proof of Theorem 10.5, which is
long and intricate, as noted earlier in Section 1.7. What distinguishes this proof is its
use of a Lyapunov function that is not absolutely continuous (and therefore not locally
Lipschitz); most stability proofs in the literature involve Lyapunov functions having that
property, and greater care must be taken in its absence.

Let (D, T,Z) be a solution to the fluid model equations (10.29)-(10.35). We have that
T is globally Lipschitz by (10.33). It then follows from (10.31), (10.32) and (10.33) that
A and D are nondecreasing and Lipschitz continuous, implying that Z is Lipschitz con-
tinuous by (10.29). Recall that 7 is a regular point for the fluid model solution (D, T,Z)
if each component is differentiable at z. We denote by f (t) the derivative of a function f
at ¢ when it exists.

To prove Theorem 10.5, we define the Lyapunov function

=Y Zt log i(r)/0;)  foreacht > 0. (10.38)
i€y
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By (10.34) and Part (a) of Lemma 10.1, Z;(¢) > 0 implies that D;(r) = u;7;(¢) exists and
is positive, so the term

Z;(t)log (D;(t)/ o) (10.39)

in (10.38) is well defined when Z;(¢) > 0. By convention, we define (10.39) to be zero
when Z;(t) = 0. Therefore, (10.38) is a meaningful definition for each # > 0. The func-
tion ¢ in (10.38) is known as the entropy Lyapunov function for a PF fluid solution
(D,Z).

Unlike most Lyapunov functions encountered in this book, we are unable to prove
that ¢ : Ry — R is Lipschitz continuous. Nevertheless, it follows from Definition 6.1
and Lemma 8.11 that the following five lemmas will suffice to prove Theorem 10.5.
Their proofs rely on preliminary results developed in Section B.4.

Lemma 10.6. For each t > 0 one has ¢(t) > 0. Furthermore, Z(t) # 0 implies that
o(t) > 0.

Lemma 10.7. The function ¢ is continuous on (0,o0).

Lemma 10.8. There exists a constant M > 0 such that
DT ¢(t) <M foreacht >0, (10.40)
where D" (t) is the Dini derivative defined via (A.9).

Lemma 10.9. For each regular point t > 0 of the fluid model solution (D,T,Z),

D (1) <Zz )log (Di(t)/04). (10.41)
i€es

Remark 10.10. The right side of (10.41) is well defined at each regular point ¢, because
Dj(t) > 0 for all classes i by (10.34) and Lemma 10.15 below.

Lemma 10.11. Given that (10.37) holds, there exists an € > 0 such that, for each regular
point t >0,

Z(t)#0 implies Y Zi(t)log (Di(t)/oy) < —¢ (10.42)
i€

The rest of this section is devoted to the proofs of these five lemmas. For that pur-
pose, it is useful to have an alternative expression for ¢. Recall that we are given, as part
of the data specifying the PF fluid model, a partition {.# (¢),¢ € £} of the job classes
#. For each t > 0 one can write

=) o), (10.43)

e

To be published by Cambridge University Press. (©J. G. Dai and J. Michael Harrison 2019



198 Proportionally fair resource allocation

where

Oo(t) := Z Zi(t)log (l.)i(t)/oc,-) for each group / € .Z. (10.44)
ic€g(0)

For each ¢ > 0 one has

ut) = Zi(t)log (Di(t)/ o)

), (10.45)

where the first equality follows from our convention that (10.39) equals zero when
Z;i(t) = 0, the second equality follows from (10.32) and (10.34), and the last equality
derives from the following conventions:

0
0= 0 and Olog(0)=0. (10.46)

Proof of Lemma 10.6. Fixt >0 and ¢ € .. We first assume that Y;(¢) > 0. Then (10.45)
can be rewritten as

_ Zit) o (%) vy (@)
00 =10 L 7t Gyam 7 )
- Zi(t) Zi(t) w (Y (1))
— Y1) ie§(£) e (Ye B am) +Yi(1) log <T> (10.47)

where ¥, is defined via (10.36). Let us define two probability distributions p = (p;) and
q = (g;) on the finite set .# () by setting p; := Z;(t)/Y,(¢) and q; := om; /Y, i € I (L).
From the definition (B.23), one sees that the sum on the right side of (10.47) is the
relative entropy D(p||¢), which is non-negative by Lemma B.11 (Pinsker’s inequality).
Thus we have from (10.47) that

de(t) > Yi()log (W(I;f))) (10.48)

If Y;(t) = 0, on the other hand, then ¢;(¢) = 0 by convention, and hence (10.48)
continues to hold. Therefore,

=Y o)=Y v log( (Y(t))>

le¥ e’ Ve
=Y Yi(t)log (Y (Y — Y Yi(t)log(y)
e e
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>0, (10.49)

where the last inequality follows from two facts: first, ¥ satisfies (10.37) and is therefore
an element of </; and second, y(-) is by definition an optimal solution of problem
(10.23). Clearly, Z(t) = 0 implies ¢ (z) = 0. Now assume that Z(r) # 0. Then Y(¢) >0
for at least one ¢ € .Z. Then by Part (e) of Lemma 10.1, the inequality (10.49) must be
strict, proving that ¢(¢) > 0

O
To prepare for the proofs of Lemma 10.7 and Lemma 10.8, we define
£() = Eéie;@zi(z) log i 8 £>0, (10.50)
with the conventions adopted in (10.46). Also, let
=Y Z Zi(t)log (W (Y =Y Yi(t)log (P (Y (1)), ¢>0. (10.51)
leZLicy(t le?
It follows from (10.43) and (10.45) that
o(1) = — Y Zi(r)log(cim;). (10.52)

i€y

In the proof of Lemma 10.7, we use the following preparatory result.
Lemma 10.12. The function f: R, — R in (10.50) is continuous.
Proof. Tt will suffice to show that, for each ¢ € . and each class i € .# (), the function

Zi(1)
Yg(l‘)

is continuous in # > 0. That is, fixing £ € .Z, i € #(¢) and 1y > 0, it will suffice to show
that

[it) = Zi(t)log

lim fi(to + 8) = fi(to). (10.53)

The following three cases will be considered: (a) Z;(tp) > 0, (b) Yy(tp) = 0, and (c)
Zi(tp) = 0 and Yy(t9) > 0. In case (a), (10.53) clearly holds. In case (b), Yy(fo) = 0 and
fi(to) = 0, so for each 0 € R with |§| < 1y one has

Zi(to + 3)) ‘
Yg(t() + 5)
Zi(to+0) o (Z,-(l‘() +9) ) ‘
(0+6) Yi(to+90)

[flto+8)| = |Z(t0+8)log

’Yg 1+8)7

<Y(to+ 5)6
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where the last inequality follows from Lemma B.15. Because limg_,Yy(fo + ) =
Yi(tp) = 0, we have limg_.q fi(fo + 0) = 0, proving (10.53). Finally, in case (c) one
has Y;(79) > 0, Zi(ty) =0, and f;(to) = 0. Thus, for each 6 € R with |3] < to,

fi(l() + 5) = Z,'(to + 5)10g(Zi<l0 + 6)) —Zi(l() + 5) IOg(Yg(l‘O + 5))
Because Y;(fy) > 0,

%ii%zi(to + 5)10g(Yg(1‘0 + 5)) = Zi(l‘o) log(Yg(l‘())) =0. (10.54)

Because Z;(fo+ 6) > 0, we have Z;(t9+ 0) — Zi(tp) = 0. Also, xlog(x) is right continu-
ous at x = 0 by Lemma B.15, so

lim Z;(to + 8) log(Zi(to+ 8)) = 0. (10.55)
6—0

Concluding the proof, one sees that (10.53) follows from (10.54) and (10.55) in this
case. O

Proof of Lemma 10.7. Because Z(t) is continuous in ¢ > 0, the third term in (10.52) is
continuous. By Lemma 10.12, the function f is continuous. It remains to prove that
h(t) is continuous in ¢ > 0. This follows from the definition (10.51) of A(-), Part (f)of
Lemma 10.1, and the continuity of Y (z). O

To prove Lemma 10.8, we first establish the following result. Recall the definitions
(A.9) and (A.10) of the upper and lower Dini derivatives, denoted D™ and D™, respec-
tively. Lemma A.12 is used repeatedly in the proof.

Lemma 10.13. Recall the definition (10.50) of f. For eacht > 0,

DT f(t) < gf ie,¢<z§i(,)>o (D*Zl-(t) log 28 +DVZ(t) - D Y,(r) 28 ) . (10.56)
Proof. Fix at > 0. For any 8 > 0 one has
fa+8) s =Y, ie;(@ (Z,-(t 1 6)log m ~Zi(1)log ZE; ;)
Zi(t+6
+€§g ief(z)Zé,-m_oZi(t +6) 1ogY€E§+6§

<Y ) (Zi(t+5)logm—Zi(t)logZig)

e ies(0):Zi(t)>0
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; 1)
(Zi(t+6) = Zi(1)) logg:::é,;

e ies(0):Zi(t)>0

It follows from Lemma A.12 that

D <Y Z [D_Zi(t)logzi(t)+Z,~(t)D+(logl

e ic7(0):Zi(r)>0 Ye(t)

Fori € .7 (¢) with Z;(t) > 0, again by Lemma A.12,

Dt (10g gg; ) = D" (log(Z(r)

which implies that

Z(t)D* (1 og 25’%) <D"(Zi(t)) =D (Yu(1)) v

Substituting (10.58) in (10.57) gives (10.56). O

(10.58)

It will now be convenient to define
Amax = 1V amax, (10.59)
where apayx is defined via (10.6). Lemma A.12 is used repeatedly in the following proof.
Proof of Lemma 10.8. Fix at > 0. From (10.52) we have

Do (t) <D*f(1)+DVh(t)+ D" (= Y Zi(r)log(am;)). (10.60)
ies
Recall the bound (10.56) for DT f(r). It will be shown that
p<Y Y D Z)log (W)

e icy(0):Zi(r)>0

4108 (Gmax < Y. D*Zt y D_Z,-(t)), (10.61)

ics i€s:Z(t)>0

where dpax is defined via (10.59). Assuming (10.61), we now complete the proof of
Lemma 10.8. Combining (10.60) with (10.56) and (10.61), one has

PEIOES MDY (Dzi<r>log(z" ’)m<Y<r>>)+D+zi<z>—DYMZ!‘(’))
(6)>0

(e ico ()it Yi(7) Yy(1)
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+1og(dmax)< Y DY (1) - Z D™ Z(t )) +D+< Y. Zi(t) log(oum; )

e i€.7:7Z;(t)>0 i€s

=Y Y (pzwog(b <>/a,)+D*Z<> pni )

(€2 ic.s(0):2:(1)>0 Yi(7)

+10g(dmax)<ZD+Yg(t)— y D*Zi(t)>

e’ i€9:Zi(t)>0

+D+( Y Zi(1)log( (x,ml)>+ Z D Zi(1) log(cum;). (10.62)
i€y €9 Z;(t

Because Z and Y are globally Lipschitz continuous with some Lipschitz constants Cz > 0
and Cy > 0, the following holds for all # > 0:

DY Zi(t)| <Cz, |D Z(t)|<Cz, and |[DTY,(t)| <Cy.
Thus, to prove the lemma, it suffices to show that

Y D z(t)log (Dit)) < M, (10.63)
i€.9:Z;(t)>0

for some constant M, independent of ¢. To prove (10.63), fix a class i with Z;(¢) > 0.
Equation (10.34) implies that D;(¢) exists. It follows from the fluid model equation
(10.29) that

D~ Zi(t) = D™Ai(t) — Di(¢).

Clearly, 0 < D™A;(t) < Cy4, where C, is the Lipschitz constant of A, and 0 < D,-(t) <
Wiamax When Z;(t) > 0. Therefore, by Lemma B.16 we have

(D™ Zi(1)) log (D;(t)) < Calog (1V (Widmax)) + é (10.64)

which proves (10.63). Therefore, the lemma is proved assuming that (10.61) holds.
To prove (10.61), let us again fix a r > 0. Then for 6 > 0 we have

h(t+8) —h(r) = Y. Yot + 8)log(P (Y (1 +8))) — Y Yu(r)log(W (Y (1))

e’ e’

< Y Yi(t+8)log(P (¥ — Y Yi(r)log(W (Y ( + 6)))

e’ e¥
= Y (4(t+8)~ ¥ilt)) 1o (W)+ Y (Yt +8) — ¥i(1)) 1og @)

e’ max e¥
<Y Y (Zt+8)—2z))log (W)

e ics(0):Zi(t)>0 max

+ Y (Ye(r+8) —Yi(1)) 10g(amax)- (10.65)
le¥
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Here the first inequality follows from the fact that W(Y (¢)) is an optimal solution to
the optimization problem (10.4) and that §(Y(r 4+ §)) € o/ is a feasible solution for
that problem; the last inequality follows from the fact that W (Y (t + 8)) < @max, which
implies

(W( (f+5))) <o.

Amax

Because dmay is defined to be at least 1, we have log(dmax) > 0. Also, Z;(t) > 0 implies
Y;(t) > 0, and therefore, by part (c) of Lemma 10.1, @ (Y (r+6)) — (Y (r)) as § — 0.
Dividing both sides of (10.65) by 0 > 0 and taking limsup as 6 — 0 on both sides, we
have

(Y (¢
D*h() < ¥ (D~ Zi(t)) log (M) +108(dma) Y DYYi(0),
(€% ied (0):Zi(1)>0 Amax (e
proving (10.61). O

To prove Lemma 10.9 we use the following.

Lemma 10.14. At each regular pointt > 0,

. Z:
Dfn< ), ) Zln)log 9 (10.66)
(€2 ic.o(0):Z:(1)>0 Y(1)
Proof. Assume ¢ > 0 is a regular point of (D,Z). Then
DYZi(1) = D"2i(0) = Zi(1),  DVilt) = Yil0), (10.67)

From Lemma 8.9 we have that Z;(r) = 0 implies D" Z;(t) = Zi(t) = 0. Therefore, the last
two terms on the right side of (10.56) are equal to

—y (o Zil1) : 5\ Zi(t)
D*YZi(t) — D Y,(t) = Zi(t) = Y(1)
e ieﬂ(f):zi(t)>0< ' Yf(t)) ng ief(f):zi(t)>0< ! Yé(t)>
Z(t) . .
= Zi(t = Yi(t)—Yy(¢)) =0. (10.68)
L X o) = X o)
Finally, (10.66) follows from (10.56), (10.67) and (10.68). O

Proof of Lemma 10.9. Our proof of (10.41) relies on the inequality (10.60). Assume ¢ >
0is aregular point. Because D Z;(t) = D~ Z;(t) = Z;(t), one has D*Yy(t) = Yic s (¢) Zi(t).
Also, Z;(t) = 0 implies Z;(t) = 0, so from (10.61) we have

D h(t) < Y Zi(1)log (W (Y (1))). (10.69)
i€y
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Thus, by (10.60), (10.66), and (10.69),

DT ¢(t) < Z Z ;(i) + Z Z log (Y(t ))) — Z Z.i(t)log(oc,-ml-)

ics Y( ) ze] i€y
. Zi(t) g,
Y Zi(t ( ’ ) Zi(1) log(Di(1) /o
iezj Yg(l‘ OC,'ml zezﬂ g / l)

proving the lemma.
O

Our proof of Lemma 10.11 relies on the following lemma, whose proof does not use
fluid model equation (10.34).

Lemma 10.15. Lett > 0 be a regular point of (D,Z), and further assume that Di(t) >0
for each class i € & such that Z;(t) > 0. Then

Di(t) >0 foreachclassie 7. (10.70)

Proof. Under the assumptions of our PF fluid model (see Section 10.4), the /-vector
A and I x I matrix P jointly satisfy (B.13) and (B.17), where « is defined via (B.16).
Given that (B.17) holds, Lemma B.9 asserts the existence of an integer p > 1 and classes
ir € Z,k=0,...,p, that satisfy (B.19). We first argue that

D;,(t) > 0. (10.71)

If Z;,(¢) > 0, then (10.71) follows from the assumptions of the current lemma. If Z; (¢) =
0, Lemma 8.9 implies that Z; () = 0. Thus, by (10.29) and (10.31),

Di, (1) = Ay (1) > Ay >0, (10.72)

where the last inequality holds because iy € %. If Z;, (¢) > 0, then D;, (r) > 0 holds by
the assumptions of the current lemma. Otherwise, similar to (10.72), we have

D, (1) = =%+ Y, PjinD
jes
> Pyiy Diy (1) > 0.
Continuing in this manner, the proof is completed by induction. O

Proof of Lemma 10.11. Fix a regular pomt t > 0. From (10.29) and (10.31) we have
Z(t) = A(t) — D(1), where A(t) = A +P'D(t). Also, (10.34) and Lemma 10.15 ensure
that D;(¢) > 0 for each i € .#. We now apply Lemma B.13 with d = D(t), which implies
d —a = —Z(t), so Lemma B.13 gives the following:

1
Zi(t)1 ) < : Aij1—D ;
,eZ} JHog (Di(r)/ ) < 2% (At Dilt)) <,esz | el +
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+ Y albi(t)/ai— Y, ijj(t)/ajy>2, (10.73)

ics JESL

where ./, = . U{0},Po=1—-Y ;c,Pj, and 0 = Do(r) = 1.
Recall that (10.37) is assumed to hold, where ¥ and of are defined by (10.36) and
(10.27), respectively. Let a € <7 be chosen to satisfy (10.37). Now define

0 :=mi —v)>0. 10.74
min(a; — ) (10.74)
Assume Z(t) # 0. From Part (b) of Lemma 10.1 we have the following: there exists an

¢ €  such that Yy(¢) > 0 and a; < (Y (¢)). Therefore,
Y48 <ar < WY (), (10.75)

where the first inequality follows from the definition (10.74) of 6. From (10.75) one has
that

) Zi(t)
)y (“imi+z) < Y Yl( >W(Y(t))7
ic.7 () ic7 (0) o(1)
which implies the existence of at least one class i € .# (¢) such that
& Zt) _
om;+ — < Y (1)).
im; + .= Yg(l‘) Wf( ( ))
Dividing both sides of that inequality by a;m; gives
0 Zi(t) . .
0 B g v() = o) o

oymiL — OtimiY[(l)

where the equality follows from (10.32) and (10.34). Therefore,
148 <Di(1)/ oy, (10.76)
where §; := 0 (Lmaxiey Ocim,-) ~! Because D,-(t) < Uiamax for each i € .#, the right side

of (10.73) is less than or equal to the first expression immediately below, which can itself
be upper bounded as follows:

1 : . . 2
B A1 =Di(0) /el + Y ai|Di(t) Joi— Y PiD;(1)/
2Y e 7 (Ai+ HiGtmax) (ig} | /e ié b/ j§ﬂ+ D)/ ]|)
1 . . 2
== ;|Di(t)/ 0t — PiD(t)/a;
B 2Zi€f(a'i+uiamax) <162ﬂ ’ ( )/ jGZ%r J J( )/ j‘)
1

K'Z(Ot,él);

= 221’6](}4 + .uiamax)
the first of these inequalities is obvious, and the second one follows from (10.76) and
the definition of x(a,d;) via (B.32). From Lemma B.14 one has that k(c,8;) > 0.
Lemma 10.11 is thus proved with

1

= K% (e, 81).
ZZieJ(li‘f‘HiamaX) ( 2

£
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10.6 Maximal stability of the PF control policy

Combining Theorem 10.5 (the PF fluid model is stable in the subcritical case) with The-
orem 6.2 (fluid model stability implies SPN stability), we conclude that a subcritical
unitary network is stable under the PF control policy. Also, the PF control policy does
not require knowledge of the arrival rate vector A for its implementation, so we have the
following from Corollary 5.6.

Corollary 10.16. The PF control policy is maximally stable for a unitary network.

In the remainder of this section we consider the implications of Corollary 10.16 for two
families of specially structured unitary networks that have been introduced in earlier
chapters.

Proportionally fair bandwidth sharing. Let us consider a bandwidth sharing network
(BWS network) and its equivalent head-of-line model (equivalent HL. model, or EHL
model), both of which were defined in Section 4.5. The latter is an example of a unitary
network.

Recall that a BWS network is a special case of the generic processor sharing model
described in Section 4.3. Thus a control policy for the BWS network is specified by a
policy function /4 : Rﬂr — RL . Here we focus specifically on the PF policy function

h(z) = w(2) = argmax{ Y filog(x) :x = (x) € RL, Ax < b}. (10.77)
i€y

To be absolutely clear about the meaning of (10.77), let us denote by Z the updated
job count vector at a decision time ¢ for the original BWS network, and denote by 8
the vector of service rate allocations to the various job classes going forward from ¢.
Equation (4.19) specifies that B = h(Z), and here we are focusing on the policy function
h(-) defined via (10.77). Hereafter, when we say that a BWS network is “operating under
PF control,” or simply is “under PF control,” this means that attention is restricted to the
PF policy function (10.77).

Starting with a BWS network operating under PF control, and following the model
translation recipe laid out in Section 4.4, readers can verify via Proposition 10.2 the
following fact: the policy function A(-) for the corresponding EHL model, which is
defined in general by the relationship (4.27), is again the PF allocation function defined
by (10.17), but now in the setting of Section 4.4, where service rate allocations to refined
job classes depend on the job counts in those refined classes. That is, the EHL. model for
the original BWS network is a unitary network operating under the PF control policy, so
Corollary 10.16 above applies.

Corollary 10.17. If the standard load condition p < b is satisfied, then a BWS network
is stable under PF control, and otherwise it is not stable under any control policy. In
this sense, proportional fairness is maximally stable for a BWS network.
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Proof. Because the EHL model is a unitary network, Proposition 5.1 tells us that it
is subcritical if and only if p < b. Thus, applying first Corollary 10.16 (a subcritical
unitary network is stable under PF control) and then Theorem 5.2 (if an SPN is not
subcritical, no stable control policy exists), we conclude the following: if p < b, the
EHL model is stable under PF control; otherwise, it is not stable under any control
policy. Finally, applying Proposition 4.4 (a processor sharing model is stable if and only
if the corresponding EHL model is stable), we have the same conclusion for the original
BWS network. O

Queueing network with HLPPS control. A queueing network, as defined in Sec-
tion 2.6, is another example of a unitary SPN. Let us consider now the form taken by
the PF control policy in a queueing network setting. First, the partition specified in Sec-
tion 10.4 has L = K cells or demand groups (that is, one demand group for each server),
with group k consisting of those classes i € .# (k) that are processed by server k. Second,
the definition (10.26) of </ specializes to give

o = T]10,b]. (10.78)
ket

That is, the total service rate delivered by server k can be chosen anywhere in the interval
[0, 5], without regard to the total service rates chosen for other servers. With .7 hav-
ing this product structure, the aggregate allocation function {/(-), defined in general via
(10.23), is simply {(-) = b. That is, the total service rate allocated to group k is the full
capacity of server k, regardless of system status. Next, as we have seen in Section 10.2
under the heading “relationship to equal sharing,” the PF allocation rule calls for the
capacity of each server k to be divided among the classes i € .# (k) in proportion to their
job counts z;. Finally, of course, the entire service effort provided to any given class i
must be directed to the oldest current job in that class.

This is precisely the HLPPS control policy defined earlier in Section 4.6. Having
concluded that the PF control policy coincides with HLPPS for a queueing network, we
have the following conclusion from Corollary 10.16.

Corollary 10.18. The HLPPS control policy is stable for any subcritical queueing net-
work. Thus HLPPS is maximally stable for a queueing network.

10.7 Sources and literature

The notion of proportional fairness was originally propounded in a static model context
(as in Section 10.2) by Kelly (1997), and it was further developed in that setting by Kelly,
Maulloo, and Tan (1998). It is now a mainstream topic in network resource allocation,
as indicated by the textbook treatment in Srikant and Ying (2014), Section 2.2.

As mentioned earlier, it was Massoulié and Roberts (2000) who introduced the dy-
namic bandwidth sharing network described in Section 4.5, specifically as a model of
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internet flows. Those authors studied a number of bandwidth allocation policies, in-
cluding the dynamic version of proportional fairness described in Section 10.4. A more
general concept of o-fair allocation was advanced and analyzed by Mo and Walrand
(2000).

For a dynamic bandwidth sharing network with exponential file size distributions,
De Veciana, Tae-Jin Lee, and Konstantopoulos (2001) proved the maximal stability of
several bandwidth sharing policies, including proportional fairness (that is, proportion-
ally fair capacity allocation). For the case where file size distributions are of phase type,
Massoulié (2007) proved the maximal stability of proportional fairness. The proofs in
Massoulié (2007) rely on fluid models and entropy Lyapunov functions, much as in our
treatment (see Sections 10.4 and 10.5).

The inclusion of resource-relevant demand groups in the static allocation model of
Section 10.2, and in its fluid model counterpart in Section 10.4, makes those models
more general than what one typically finds in the literature. As noted in the text, the
added generality allows us to treat simultaneously three families of fluid models, namely,
those in Bramson (1996b), in Massoulié (2007), and in Walton (2015). Corollary 10.17,
establishing the maximal stability of HLPPS control for queueing networks, was first
stated and proved by Bramson (1996b).

In recent years a lively area of research has been heavy traffic performance analysis
of bandwidth sharing networks, especially under proportionally fair capacity allocation.
That study was initiated by Kang et al. (2009), assuming exponential file size distribu-
tions and a “local traffic” condition, and was continued by Ye and Yao (2012) without
the local traffic condition. More recent work by Vlasiou, Zhang, and Zwart (2014)
and Wang, Maguluri, et al. (2017) makes the weaker assumption of phase-type file size
distributions, and among other things, is moving toward resolution of a long standing
open problem: proving that the steady-state performance in heavy traffic of a bandwidth
sharing network with proportionally fair capacity allocation is insensitive to the file size
distributions.
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11

Task allocation in server farms

In this chapter we formulate and analyze a family of models abstracted from an important
and still unsettled body of practice. The associated discussion serves to illustrate the
process by which researchers formulate tractable models of complex systems, ignoring
or suppressing some aspects of system structure, emphasizing other aspects that are
judged to be essential.

The problem on which we focus is task allocation in a server farm. In that labeling of
the problem, the word “server” should be interpreted narrowly to mean a general-purpose
computer of standard design. The term “server farm” refers to a collection of many such
machines, maintained by an organization to meet the computing needs of some user
population. Server farms employing tens of thousands of individual machines are now
quite common, those machines being typically arranged on racks that each house 10-50
servers, and located in a data center that further includes supporting equipment such as
power sources, communication links and environmental controls. Large data centers are
industrial scale operations using as much electricity as a small town.

11.1 Data locality

A problem of particular concern in current practice is how to organize server farms for
data-intensive applications, by which we mean applications that draw upon large data
sets; examples of “large” data sets are those associated with search engines, scientific
research, online social networks, and the health-care industry. There have emerged in re-
cent years a number of distributed computing paradigms, such as the MapReduce frame-
work originally developed by Google, to address data-intensive applications in a server-
farm environment. In this approach, large data sets are broken into many “chunks,” each
of a size suitable for storage on a single server, but each chunk is replicated several times
and the replicas are stored on different servers; the MapReduce framework specifically
dictates that there be three replicas of each data chunk.

When a job arrives that requires manipulation of the large data set, a “map” routine
is run to break the original job into many “map tasks,” each of which draws upon just one
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data chunk. Each map task is then allocated to some server for execution, and eventually
a collection of “reduce tasks” may be required to assemble results of individual map
tasks into a resolution of the original job.

In many settings, neither the “mapping” process (that is, breaking the original job
into chunk-specific tasks) nor the execution of “reduce tasks” are computationally signif-
icant, so modeling attention focuses on the efficient execution of map tasks. In particular,
for speedy execution of a map task it is highly desirable to place computation near data,
that is, to assign that task to a server on which its input data are stored, or at least assign
it to a server that is physically close to one that stores its input data. This is commonly
referred to as the data locality issue. We shall consider alternative routing algorithms,
that is, methods for allocating map tasks to servers, that take account of data locality.

11.2 A map-only model with three levels of proximity

The task allocation model to be considered here is one in which map tasks in L different
categories (see below for an explanation of that term) are generated by an exogenous
arrival process, and each such task must be allocated to one of K different servers for
execution; by assumption, a map task simply departs from the system when its execution
is complete. Thus, the decomposition of an original job into its constituent map tasks is
not explicitly represented in our model, nor are the “reduce tasks” referred to above; the
latter feature is sometimes expressed by saying that we consider a map-only model.

The category of a map task specifies the data chunk that serves as its input, and for
each category £ = 1,...,L we identify the following three sets of servers: %] (¢) consists
of the servers (three of them in the standard MapReduce arrangement) on which data
chunk ¢ is stored; .#;(¢) consists of servers that do not belong to %] (¢) but are located
in the same rack as a server belonging to %] ({); and J#3(¢) consists of servers that
belong to neither %] (¢) nor #;(¢).

Servers in 7] (¢) are said to be local for tasks in category ¢, those in %5 (¢) are said
to be rack local for tasks in category ¢; and those in J#3(¢) are said to be remote for
tasks in category ¢. As explained in the next section, we take as given three nominal
service time distributions, the first of which applies when a map task is allocated to a
local server, the second of which applies when it is allocated to a rack local server, and
the third of which applies when it is allocated to a remote server; those three distributions
have means 61, 6,, and 03, respectively, where 0 < 0; < 8, < 65. What distinguishes a
nominal service time from an actual service time is an adjustment for the relative speed
of the server performing the task; see the next section for details.

In this book the word “category” is used only in discussion of task allocation prob-
lems, and always with the narrow meaning indicated above. In contrast, the word “class”
is part of our general terminological system (see Section 2.1), and in Section 11.3 below,
where we formulate a general model of task allocation, the notion of “class” is given a
problem-specific meaning consistent with its more general role throughout the book.

An example of a task allocation model is pictured in Figure 11.1, where we have six
servers, denoted S1, ..., S6, arranged in three racks containing two servers each. In this
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example there are four distinct data chunks, denoted C1, ..., C4, that are each stored on
two servers. To be specific, C1 is stored on S1 and S4, C2 is stored on S2 and S3, C3
is stored on S4 and S5, and C4 is stored on S1 and S6. Thus, for example, S1 is a local
server for tasks in categories 1 and 4, is a rack local server for those in category 2, and is
a remote server for category 3. More completely, the sets %] (¢), #>(¢) and #5(¢) are
as follows for this example:

(1) = {S1,54}, 1(2) ={52,83}, #1(3)={S4,55} and .7 (4)=/{S1,56},
(1) ={52,83}, #(2)={S1,54}, (3)={S3,56} and % (4)={S2,85},
(1) = {85,86}, #5(2) ={85,56}, #5(3)={S1,52} and J#(4)={S3,S4}.

The open-ended rectangle placed above each server in Figure 11.1 represents a buffer in
which tasks that have been allocated to the server await completion of their processing;
the tasks themselves are represented by small circles placed within the buffers, with
numbering to indicate the category of the task (that is, the number on a task specifies the
data chunk that serves as its input).

11.3 Augmented SPN formulation

Hereafter, we shall restrict attention to task allocation models with immediate commit-
ment, as that term was defined in Section 4.2. That is, we assume that each map task
must be irrevocably allocated to some server at the moment of its arrival or creation,
based on the category of the new task and the backlog of tasks already allocated to the
various servers. A general model of task allocation with immediate commitment will be
developed in the remainder of this chapter, where we first spell out the complete model
formulation and then analyze one particular routing algorithm.

As an alternative to immediate commitment, one might imagine that map tasks are
sorted into one of L different storage buffers as they arrive, depending on which data
chunk they require as input, and that tasks are released from those buffers only when
they are allocated to servers that are otherwise unoccupied. We call this a delayed com-
mitment model of server farm operation, because in it no task is committed to a server
until that server is actually ready to execute the task. In server farms where a high vol-
ume of map tasks must be processed, and where large data sets are stored in relatively
small chunks, creating many distinct “categories” of map tasks, delayed commitment
is impractical because of its extensive administrative overhead; there will be no further
consideration of such models here.

For a precise mathematical specification of the task allocation problem, we adopt the
augmented SPN formulation in Section 4.2, which allows for exogenous arrivals from L
different “sources,” and requires that each new arrival be immediately committed to one
of several possible classes for subsequent processing. In our current context, what plays
the role of a “source” is a map task “category,” as defined above, and the commitment
required at the time of a task’s arrival is the allocation of that task to one of K servers.
After a task from category ¢ € .Z has been allocated to a specific server k € ', we
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Figure 11.1: Illustrative server farm model

designate its class as the pair (¢,k). We denote by i = (¢, k) a generic class, and as usual
denote by I = LK the number of such classes.

More specifically, our general task allocation model is an augmented version of the
basic SPN model (Section 2.3), so server sharing is disallowed. Each of the K servers is
treated as a pool unto itself, meaning that

bi=..=bg=1. (11.1)

There is exactly one activity or service type for each class (¢,k); that activity is un-
dertaken by server k, and we associate with it one of the three nominal service time
distributions mentioned in the previous section, depending on whether server k is local,
rack local or remote for tasks in category ¢ (see below for details). This general task
assignment model has the structure of a parallel-server system, as defined in Section 4.7,
except for its immediate commitment requirement.
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Nominal service times and relative processing speeds. We take as primitive three
mutually independent i.i.d. sequences of nominal service times, each having a phase-
type distribution. These are denoted {&;(n),n € Z; }, {&(n),n € Z, }, and {&3(n),n €
Z. }, corresponding to local tasks, rack local tasks, and remote tasks, respectively. A
“nominal” service time is the length of time that some benchmark server would require
for execution of the task.

Also given as model data are constants 7y, ..., rg > 0, which we call relative process-
ing speeds of the various servers. By assumption, server k works at r; times the speed
of the nominal server, regardless of what task it may be performing. (The letter r can
be viewed as mnemonic for “rate.”) Let us denote by vy (n) the actual service time for
the nth task in category ¢ that is assigned to server k. Reflecting the model’s distinctive
special structure, we model those actual service times as follows:

gl(l’l)/}"k ifk e %(6),
va(n) = &) /re ifk € H5(0), (11.2)
ég,(l’l)/l”k ifke L%/z(e)

For purposes of the routing algorithm introduced in Section 11.6, we denote by my the
expected (actual) service time for a class (¢,k) task. That is, mg := E(ng(n)), s0 (11.2)
gives the following formula, where 6, = E(&,) for p = 1,2,3 as in Section 11.2:

91/rk ika%(f),
myg =< 6/r ifke (0, (11.3)
93/}’k lfke,%/z(f)

The scenario we have in mind is that where the many servers in a data center are of
just a few distinct generations, with each successive generation being uniformly faster
than its predecessor by some factor. Combined with the three-tier proximity model dis-
cussed in Section 11.2, this allows a vast number of class-specific service time distribu-
tions to be built up from just three nominal service time distributions and a handful of
relative processing speeds. In a typical data center, where there are many thousands of
servers and many more task categories, it would be impossible to directly estimate from
operating data a service time distribution for each (¢,k) pair. Thus the multiplicative
structure hypothesized here is important for practical use of the task assignment model.

Remark 11.1. Although the special structure (11.2) is important for applications, it is
not used in the analysis below. To be specific, we use only the following hereafter: for
each class (¢, k) the sequence {v(n),n € Z4 } isi.i.d. and has a phase-type distribution,
with my := E(vzk(n)); moreover, the sequences for different (¢,k) pairs are mutually
independent. The latter condition can be relaxed to require only that the sequence of K-
tuples { (ve1(n),...,vik(n)),n € Z, } be i.i.d., allowing correlations among the service
times associated with different servers.
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FCFS service. For concreteness, we assume that tasks allocated to each server are pro-
cessed by that server on a first-come-first-served (FCFS) basis, without inserted idleness.
However, it is more or less obvious in this setting that decisions about order of service
do not affect system stability, assuming that each server follows a non-idling policy. Fi-
nally, we restrict attention to simply structured routing policies, as that term was defined
in Section 4.2.

11.4 Markov representation

To model task allocation in server farms realistically, it is not acceptable to assume
independent Poisson arrival streams for tasks in different categories. A more realistic
model would be one in which batches of tasks arrive according to a Poisson process,
and the composition of each batch (that is, the numbers of constituent tasks in different
categories) is drawn from an arbitrary discrete distribution: in such a model, one can
interpret an arrival as an externally generated job that draws upon a large, distributed
data set, and the corresponding batch as the collection of map tasks, each drawing upon
just one data chunk, that are generated from the job.

Thus, in formulating a general task allocation model, we shall modify our baseline
stochastic assumptions (see Section 2.2) by allowing the L-dimensional uncommitted
arrival process U = {U(t),t > 0} to be a general Markovian arrival process (MArP),
as discussed in Sections 4.1 and 4.2. This includes as a special case the batch-Poisson
model of arrivals referred to above. As before, we denote by ¥ = {Y(¢),r > 0} the
arrivals-regulating Markov chain (ARMC) that underlies U. Proposition E.7 provides
a SLLN for U, but as in Section 4.2, the vector of long-run average arrival rates in the
various categories, which is denoted by A in the statement of Proposition E.7, will here
be denoted by v = (vy,..., VL), . Also, readers are reminded that, as part of our base-
line stochastic assumptions, each of the service time distributions in our task allocation
model is assumed to be of phase type.

With these assumptions, one can construct a Markov state description x for the total
system at any given time by combining ideas developed in Sections 4.1 and 4.2 with
those developed via two examples in Chapter 3, namely, the single-pool example with
FCFS control (Section 3.3) and the single-pool example with phase-type distributions
(Section 3.4). To be specific, under any simply structured routing policy an adequate
Markov state description is obtained by including in x the current state of the ARMC Y,
plus the following information for each server k € J#": the number of tasks z; currently
allocated to the server; the category ¢ € £ of the task in each queue position 1,--- ,z;
and the service phase for the task currently in service.

11.5 Simplified criterion for subcriticality

The task allocation model formulated in this chapter is a single-hop SPN with alternate
routing and immediate commitment, where external arrivals in categories 1, ..., L follow
a Markovian arrival process (MArP) with arrival rate vector v = (vy,..., V). In the last
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paragraph of Section 5.2, the subcritical parameter regime is defined for such networks,
and Corollary 5.5 states that stability is only achievable in the subcritical case. In this
section we show that, given the special structure of the task allocation model, the general
definition of subcriticality can be restated in much simpler terms.

Recall from Section 11.3 that after a task from category £ € . has been allocated
to a specific server k € ¢, we designate its class as the pair (¢,k), so the number of
classes in the task allocation model is / = LK. Also, the service time distribution for
each class (¢,k) is of phase type with mean my. In the lemma immediately below, Ay
should be interpreted as the arrival rate into class (¢,k), or equivalently, as the long-run
average rate at which tasks in category ¢ are assigned to server k under the routing policy
adopted by the system manager.

Lemma 11.2. The task allocation model is subcritical, as that term was defined in the
last paragraph of Section 5.2, if and only if there exists an I-vector A = (Ag) > 0 such
that

Z Ao = Ve for each category L € £, and (11.4)
ket

Z mop g < 1 for each serverk € X . (11.5)
e

Proof. As noted in the proof of Corollary 5.5, an SPN with alternate routing and imme-
diate commitment is subcritical if and only if the following holds: there exist A € R/,
and x € R’ such that

GA=v, Rx=A, and Ax<b. (11.6)

For our task allocation model, the L x I source-buffer matrix G has G, = 1 if i = (¢,k)
for some k € ', and Gy; = 0 otherwise. Thus one sees that the first equation in (11.6)
is equivalent to (11.4). Also, J =1 in the current setting, and the general definition (5.3)
of the input-output matrix R reduces to R = M~!, because I = 0 (all tasks exit after
completing their one service) and B is the /-dimensional identity matrix; here M is the
I x I diagonal matrix whose diagonal elements my; are given by formula (11.3). Thus the
second equation in (11.6) simply dictates that x = MA. Next, our task allocation model
has Ay; = 1 if and only if i = (¢,k) for some ¢ € £, and b is the K-vector of ones by
(11.1). Combining these factors, one sees that the final inequality in (11.6) is equivalent
to (11.5). O

11.6 Workload-weighted task allocation (WWTA)

Consistent with the general notation established in Section 2.1, we denote by Zy(¢) the
number of class (¢, k) tasks in the system at time 7, that is, the number of tasks in category
£ that have been allocated to server k and are waiting for service or currently in service
at time ¢. Recall that m, denotes the mean service time for such tasks. We define the
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workload for server k at time ¢ as

Wi(t) ==Y muZuz). (11.7)
e
Definition 11.3. Workload-weighted task allocation (WWTA) is the simply structured
routing policy that allocates an arriving task in category £ to any server & in the set

argming ., mpW(1—) (11.8)
(ties are broken arbitrarily), where W (1—) is the left limit of W at time ¢.

This definition implicitly assumes that arrivals are completely ordered: allocating a
newly arrived task to any given server will change the workload of that server, which
may affect how the next arrival is allocated, so if two tasks arrive simultaneously, differ-
ent results may be obtained depending on which of them is designated as the “earlier”
arrival. To assure that the definition remains meaningful in models with batch arrivals,
we simply assume that members of any such batch are unambiguously ordered by some
exogenous means, such as random ordering.

11.7 Fluid model

In this section we develop fluid model equations, numbered (11.11)-(11.15) below, that
hold for our task allocation model under any simply structured routing policy, plus an
additional equation (11.16) that characterizes the WWTA policy. As usual, these fluid
model equations are justified through a fluid limit procedure, which was first devel-
oped in Chapter 6 under our standard assumptions. As noted earlier in the preamble to
Chapter 6, our task allocation model differs in two substantial ways from the standard
assumptions of Chapter 2: it features alternate routing with immediate commitment, and
it models the external arrival process U as a MATrP rather than a Poisson process. The
fluid limit procedure developed in Chapter 6 must be modified to accommodate these
model differences, but the required changes are minor. The fluid limit justification is
stated and proved in Theorem 11.4.

Before taking fluid limits, we record two system equations that describe alternate
routing with immediate commitment. Let Ey(¢) to be the cumulative number of tasks
in category ¢ that are routed to server k in [0,7], and define Dy () as the cumulative
number of tasks in category ¢ that have been completed by server k in [0,7]. In our
current context, equation (4.6) dictates that £ and U jointly satisfy

Y Eu(t)=Uir). teRy, (11.9)
ket

and then, using Ey () to replace the exogenous arrival process into class (¢,k) in (2.10),
one has that

Zp(t) =Zu(0)+Egp(t) =Dy (t) >0, reR,. (11.10)
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(In this model, the process F is identical to the process D, and thus is omitted in the rest
of this section.) To introduce fluid limits, we define fluid scaled process

A

(D*(,0), B*(,@), (@), W(- 0), 2'(, @)
for each @ € Q and each initial state x € 2~ with |x| > 0, as in (6.37).

Fluid equations. The fluid model under the WWTA routing policy is defined by the
following equations:

Zy(t) = Zu(0) + Ene (1) — Dyge(1) > 0 (11.11)

Eg () and Dy(-) are nondecreasing and Lipschitz continuous; (11.12)

for each category £ € %, Z En(t) = vit; (11.13)
ket

for each server k € %, W, (t) = Z muZo(1); (11.14)

le¥
for each server k € #°, Wi(t) > 0 implies that Z mpDy(t) = 1; and (11.15)
le¥

for each category £ € .&Z, Z mngk(t)Ii"gk(t) = v, min mg W (1). (11.16)

ket ket

Theorem 11.4. Consider the task allocation model with a simply structured routing
policy. (a) For almost all @ € Q there exist fluid limit paths as in Definition 6.6. (b)

AAAAA

(c) Under the WWTA routing policy, each fluid limit path further satisfies (11.16).

Proof. For (a), we wish to prove a version of Theorem 6.5. For that purpose, fix ® €
Q such that (2.14), (2.15), and (6.38) hold for the core stochastic elements, with Uy
replacing E; in (2.14). For any unbounded set C C 2" of initial states, there exists a
sequence {x,} C C with |x,| — o such that

A

(D% 0), B (-, 0), 7 (-, 0), W (@), 2% (-, 0) ) = (D, E, T, W, 2)  (11.17)

as n — oo. The argument supporting (11.17) is as follows. First, for each category ¢ € .Z,
we combine Lemma A.10 with Proposition E.7 (the SLLN for a MArP) to conclude, just
as in the proof of (6.45), that

A

U/ (-,0) = Up(") wo.c. (11.18)

for any sequence {x,} C 2~ with |x,| — oo, where Uy (t) = vt fort € R . Fix an @ that
satisfies (2.15), (6.38), and (11.18) for all ¢ € .£. It follows from (11.9) that for each
server k € ¢

E}(t,0) - E}(s,0) <U}(t,0) - Ui(s,0), 0<s<t (11.19)
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for any x € 2" with |x| # 0. It follows from (11.18), (11.19), and Lemma A.11 that there
exists a sequence {x,} C C with |x,| — oo such that for each k € Z

Ep(,0) = Ex(-) uo.c, (11.20)

where Ey is some continuous, nondecreasing function. Given that (11.20) holds, it
follows exactly as in the proof of Theorem 6.5 that there exists a subsequence of {x,},
still denoted by {x, } for notational simplicity, such that

(l’jxn(.7 w)’ EAvxn(.’ (1)), 7’*)6,1(‘7 0)), ZX}I(" 0))>
converges. Because

W)=Y maZy (), (11.21)
le¥

the convergence in (11.17) readily follows.

To prove (b), equations (11.11) and (11.13) follow from (11.10) and (11.9), respec-
tively. Property (11.12) follows from the corresponding property of the prelimit. Equa-
tion (11.14) follows from the definition (11.7) of workload. To prove equation (11.15),
it follows from (2.9) that D* (¢, ) = F* (¢, ®) for each n, t, and @. It then follows from
the proof of Lemma 6.8 that

A . 1 .
Dy (t) = Fu (1) = mTkTek(f)

for each ¢ > 0 and each class (¢,k). For a k € %, assume W, (¢) > 0. Now equation
(11.15) follows from

Y D) =1,

e’

which is proved exactly as was (7.1).
For part (c), it suffices by (11.13) to prove the following: for each k € JZ, { € .Z,
andt > 0,

mgkvi/k(z)>kmi)1} myWe(t) implies  Ey(t) = 0. (11.22)
e,

Assume that mgyWy(t) > minge 5 mguWy(t). By the continuity of W, there exists an
€ >0anda d > 0 such that foreach u € [t — €,7 + €],

mgWi(u) — & > min mg W (u).
Kex
Thus, when # is sufficiently large,

mpW," (1) — |xn| 8 > kr/reli;l/mgk/W]jf”(u) for all u € [|x,|(r — €), |xa| (t + €)].
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By the workload-weighted routing algorithm (11.8), for sufficiently large n, server k will
not be allocated any category ¢ tasks during time interval [|x,|(r — &), [x,|(r + €)], and
therefore

Ej(uz) —Ep (u1) =0 forall uj,uy € an\(t —g), \xn\(t—i—e)] with u; < up,
which implies that
E;I? (I/tz) _E;I? (u]) =0 forall uj,up € [(l — 8), (l+8)] with u; < up.
Taking n — oo, one has

Egk(ug) —Egkul) =0 foralluj,u; € [(l —8), (t+s)] with u; <up,

which implies égk (r) =0, proving (11.22). O

11.8 Maximal stability of WWTA (quadratic Lyapunov function)

The main result of this section, Theorem 11.6 below, concerns stability of the task allo-
cation model under the routing policy described earlier in Section 11.6 and there called
workload-weighted task allocation (WWTA). As with all other stability results in this
book, we rely on a fluid-based argument to prove that theorem, but in the current context
we cannot directly cite Theorem 6.2, because it was developed under the assumption that
(a) external arrivals occur according to independent Poisson processes, and (b) there are
no routing decisions that require immediate commitment. Neither of those assumptions
hold for our task allocation model, so the following extension of Theorem 6.2 is needed.

Theorem 11.5. Consider a task allocation model satisfying all the assumptions enun-
ciated above, and operating under a simply structured routing policy. If its associated
fluid limit is stable, then the task allocation model is also stable (that is, the ambient
Markov chain X described in Section 11.4 is positive recurrent).

Proof. We need only modify in minor ways the proof of Theorem 6.2. Assuming the
WWTA routing policy is used, Theorem 11.4 establishes that the desired fluid limit
fluid model equations (11.11)-(11.16). Using exactly the same proof, one sees that the
fluid limit is well defined under any simply structured routing policy, and furthermore,
each fluid limit path satisfies equations (11.11)-(11.15), plus a policy-dependent equa-
tion analogous to (11.16).

It remains to check that Lemma 6.10 continues to hold in the current setting. Clearly,
for each time ¢ > 0, the total number of tasks in the system at time ¢ is upper bounded by
the initial total number and the cumulative number of arrivals by time ¢. Thus, for each
x € 2 with |x| # 0, one has

Lz <1+ ¥ S Ui(un). (11.23)
x| ey X |
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The lemma now follows from (11.23) and part (b) of Proposition E.7 (uniform integra-
bility of a MArP). Ul

Theorem 11.6. Suppose there exists an I-vector A = (Ay) > 0 satisfying (11.4) and
(11.5). Then the WWTA fluid model, defined by equations (11.11)-(11.16), is stable.
Thus, by Theorem 11.5 above, the task allocation model itself is stable under the WWTA
routing policy.

Proof. Let (D,E,W,Z) be a fluid model solution to (11.11)-(11.16), and define the
quadratic Lyapunov function

:% Z (Wi(r) ?

ket
Then

= Y we)Wi(t)= Y Wi(t) Y muZu(t)
ket ket e
= Y Wit) ¥ mu(Ea(t) — Du(1))
ket e’
= Y Wit) Y muEa(t)— Y, Wit) ¥ maD(r)
ket e ket e
= Y W) ¥ maEa(t)— Y, Wi(r)
ket e’ ket

=Y ) wd YmuE(t) - Y Wit
teLkex ket

= Z ngank( myy — Z Wk
e ket

where the second equality follows from (11.14), the third equality follows from (11.11),
the fifth equality follows from (11.15), and the last equality follows from (11.16). Let
(Ag) satisfy (11.4) and (11.5). Now,

Z Vy mank( myy — Z Wk

ket

Z < Z lpk) < min Wk/ mgk/) Z Wi (1)

e ket ket
= Z Z ()L/k mln Wk/ Ymy ) Z Wi ()

leLkex ket
<Y Y (/Iék(Wk My ) Y Wile

leL ke ket

=Y Wit) Y. Aama— ) Wil

ket e’ ket
<—g ) Wi(t) < —&/f(),

ket
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where

€ = min (1 — Z l[kmfk) > 0.
k e’

It then follows from Lemma 8.6 that f(¢) = 0 for t > /f(0) /¢, proving that the fluid
model stable. O

Corollary 11.7. The WWTA routing policy is maximally stable in the following sense: if
there exists any simply structured routing policy under which the task allocation model
is stable, then it is stable under WWTA.

Proof. This is an immediate consequence of Corollary 5.5 (stability is only achievable
in the subcritical case), plus Lemma 11.2 and Theorem 11.6, which together show that
WWTA is stable in the subcritical case. 0

11.9 Sources and literature

Dean and Ghemawat (2008) is the standard reference on the MapReduce framework
for data-intensive applications (Section 11.1); it is written for a computer engineering
audience.

The map-only model of task allocation described in Section 11.2, with its attendant
notion of three-level data locality, is due to Xie, Yekkehkhany, and Lu (2016), as is the
WWTA routing policy (Section 11.6). Their paper extends earlier work by Xie and Lu
(2015), who propounded a two-level model of data locality.

Xie, Yekkehkhany, and Lu (2016) proved what we call maximal stability of the
WWTA routing policy, using the equivalent term “throughput optimality,” and further
showed that WWTA, coupled with a priority policy for sequencing the tasks assigned
to any given server, achieves what is called “heavy traffic delay optimality.” Xie, Yek-
kehkhany, and Lu (2016) go on to argue convincingly, through both theoretical analysis
and numerical work, the superiority of WWTA-with-priority-sequencing over a policy
called JSQ-MaxWeight, which was raised to prominence by the work of Wang, Zhu,
et al. (2014).

The quadratic Lyapunov function used here to prove maximal stability of the WWTA
routing policy (Section 11.8) is identical to one used by Xie, Yekkehkhany, and Lu
(2016), but in their case the quadratic Lyapunov function was used in a direct analysis of
the discrete stochastic model, whereas we use it to prove stability of the corresponding
fluid model.
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12

Multi-hop packet networks

We consider in this chapter a stylized model of a digital communication network, in
which inputs from the external world are treated as an uncontrollable source of uncer-
tainty. That aspect of the model is inconsistent with standard network protocols like
TCP, which may suppress or delay external inputs as a means of congestion control, but
it is widely viewed as an acceptable approximation over moderate time spans. In other
regards the model we present is quite general.

An important theme in this chapter is decentralized control of large networks, by
which we mean that decision making in any given part of the network is based solely on
“local” information. Even a communication network that is interior to a single organiza-
tion or a single data center may encompass many communication links and many layers
of switching, and decentralization is essential for scalability of such systems.

To begin, let us consider the input-queued switch model discussed earlier in Sec-
tion 1.4. A 2 x 2 switch was pictured in Figure 1.5, which for ease of reference is
reproduced here as Figure 12.1. Like that example, our general model of a communi-
cation network operates in discrete timeslots, and its units of flow are data packets of
uniform size. For lack of a better term, members of our slotted-time model family will
be referred to generically as packet networks.

As in the continuous-time models of Chapter 2, the processing activities in our
packet network models are “services” of various types. In the current context all ser-
vice types can be envisioned as data transfers over communication links that play the
role of processing resources. Thus we use the verbs “to serve” and “to transfer” inter-
changeably throughout this chapter. As examples, a service may consist of transferring
a packet from an input port of a switch to an output port, or of transferring a packet
across a wired or wireless communication link. By assumption, all services require one
timeslot in our model.

Elements of the general model are described, illustrated and discussed in Section 12.1
and Section 12.2. Later sections focus on two control policies that have attractive sta-
bility properties: back-pressure control, which is maximally stable in a very general set-
ting but has extensive information requirements; and the proportional scheduler, which
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to input —>< from output
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switching
fabric

Figure 12.1: A 2 x 2 data switch (identical to Figure 1.5)

has modest information requirements and is maximally stable in networks where packet
routes are fixed.

We begin in Section 12.1 with an abstract formulation that makes no explicit mention
of processing resources. Rather, it takes as primitive a complete list of feasible actions
by the system manager in any given timeslot; those actions are called schedules, and the
list of feasible schedules is denoted .. Compiling such a list would be impractical in
a system of realistic size, but the abstract formulation minimizes notation and focuses
attention on essential logic. In Section 12.2 we consider a more detailed model structure
in which processing resources (that is, communication links) are explicitly identified,
and explain how .# is derived in that setting from more basic system data.

12.1 General slotted-time model

Timeslots are indexed by 7 = 1,2,... and packet classes by i = 1,--- ,I. Broadly speak-
ing, the class designation of a packet encodes all information about the packet that is
relevant for future processing decisions, but that can mean different things depending
on context, as later examples will show. Throughout this chapter readers may imagine a
packet’s class designation as specifying (at least) its current location and eventual des-
tination, both of which are nodes of a graph representing a physical network. However,
no such graph will be formally introduced. Rather, we shall speak in terms of services
that move a packet from one class to another, with the understanding that each such
movement implies a physical transfer from one location to another.

As with the continuous-time models described in Chapter 2, our formulation in terms
of packet classes and service types has the advantage of generality and the disadvantage
of abstraction. It provides a unifying framework for problems with and without discre-
tionary routing (this is illustrated by the multi-hop wired network example discussed

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

12.1 General slotted-time model 225

in Section 12.2), and our class-centered notational system allows a compact expression
of both packet network equations and the corresponding fluid models. As in previous
chapters, we imagine each packet class as being stored in its own dedicated buffer; the
words “buffer” and “class” are used essentially as synonyms. The notion of packet
class, as well as other related modeling concepts, will be illustrated with examples in
Sections 12.2 and 12.6.

By assumption, the numbers of packets of classes 1, ...,/ that arrive from the outside
world in successive timeslots (as in earlier chapters, we call these external arrivals) form
mutually independent i.i.d. sequences with means Ay, ..., A; respectively. We denote by

E;(7) the cumulative number of class i packets that arrive from such external sources
through the end of timeslot 7, and impose the following mild assumption throughout:

P{E(1) =0} > 0. (12.1)

Service types and processing plans. As in Chapter 2, we denote by ¢ = {1,---,J}
the set of processing activities, or equivalently, service types, in our general model. As
a matter of definition, a “service” of any given type j € _# transfers a single packet of
a particular class, called the input class for activity j and denoted u(j), either removing
it from the network or else transferring it deterministically to a different class, called the
output class for activity j and denoted d(j); in the case where type j services remove
packets from the network we set d(j) = 0. In the obvious way, removal of a packet is
interpreted as a transfer to its ultimate destination.

In our current notational system the letters u and d are mnemonic for “upstream”
and “downstream,” respectively. That is, activity j is envisioned as transferring packets
from an associated upstream buffer u(j) to an associated downstream buffer d(j), or
transferring them out of the network if d(j) = 0.

Input-output relationships for the various activities are encoded by an / x J matrix R
defined as follows: fori€ .# ={1,--- ,I}and j€ #Z,setR;j=1ifi=u(j),setR;j=—1
if i = d(j) and set R;; = 0 otherwise. That is, the jth column of R contains a single 1
in the row corresponding to that activity’s input class, and the remaining components
of column j are either all zero if packets served by activity j leave the network after
completing service, or else they include a single —1 in the row corresponding to that
activity’s output class, and the rest zeros. Earlier, in Chapter 5, we defined an input-
output matrix R for our general SPN model via (5.3), and the current definition of R is
consistent with that.

To avoid trivial complications we shall assume that activities available to the system
manager are restricted to ensure an acyclic flow of packets. To state this assumption in
precise mathematical terms we define a cycle as a sequence of activities ji,---,j, € 7
such that

d(jr) =u(ja), -+ d(jn-1) = u(jn) and d(jn) = u(jr).

Assumption 12.1. The data of the packet network are such that (a) each packet class
i € .7 is the input class for some activity, and (b) no cycles exist.
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Definition 12.2. A processing plan for a packet class i € .# is a sequence of activities
Jis--+5Jjn € Z such that

u(hr)=1i,d(j)=ulj), ..., d(ju—1) =u(j,) and d(j,) =0. (12.2)

The integer n is said to be the length of this processing plan. Under Assumption 12.1
there exists at least one processing plan for each packet class, and the length of every
processing plan is at most /.

For future reference, let us denote by B the I/ X J matrix that has 1’s in the same
components as R and all other components zero. This matrix B is a precise analog of the
material requirements matrix B that was defined in Chapter 2.

Data switch example. To illustrate the notions of packet class and service type, let us
first consider the 2 x 2 data switch pictured in Figure 12.1. One can say that the switch
consists of the four “links™ that are labeled 1 through 4 in the figure. By assumption,
each packet that arrives from the outside world requires a single transfer over one of
those four links before exiting, so external arrivals need only be separated into I = 4
classes, depending on which of the system’s four links they will traverse in their one
processing operation. Also, we identify J = 4 service types: type j services are those
that transfer packets of class j over link j (j = 1,---,4). The model’s routing matrix R
is thus the 4 x 4 identity matrix, and B is identical to R.

Single-hop and multi-hop routes. A packet network is said to be single-hop if each
column of R contains a single 1 and the rest zeros. In words, this means that every packet
class leaves the system after receiving just one service. A packet network is described as
multi-hop if it is not single-hop. We use the term “route” to mean the sequence of classes
visited by a packet during its sojourn in the network, starting with the class into which it
arrives. The “stages” of a packet’s route are the successive classes it visits. If each row
of R contains a single 1 (that is, if there is just one activity available for processing each
packet class), then we say that the network model is one with fixed routing; otherwise it
has discretionary routing.

The term “routing” is consistently used, both in this book and in the broader technical
literature, to mean decision making about which links will be used to transfer packets.
In contrast, “scheduling” is used sometimes with a narrow meaning and sometimes with
a broader one. The narrow usage refers to the order in which packets will be processed,
for example, through a switch or over a wireless link. The broader use of “schedule” and
“scheduling” encompasses all decision making about packet processing, including both
routing decisions and order-of-service decisions. It is the second, broader meaning that
predominates throughout this chapter.

Schedules. In each timeslot the system manager chooses a schedule s = (sy,...,55) €
Zﬁ from a given set . of feasible schedules. We interpret s; as the number of type
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Jj services (or the number of type j transfers) executed in a timeslot. If schedule s is
employed for a particular timeslot, then (Bs); packets are transferred from buffer i during
that timeslot (i = 1,--- ,I), each of which either leaves the network or occupies another
buffer at the end of the timeslot. Thus, denoting by z = (z1,...,27) the vector of class-
level packet counts at the beginning of a timeslot, the system manager’s choice of a
schedule s for that timeslot must satisfy the packet availability constraint

Bs < z. (12.3)
We assume that . is monotone in the following sense:
Ifs€., §€7Z, and§<s, then§€.7. (12.4)

We denote by (.’) the convex hull of ., and by § a generic element of (.¥). An element
of () can be interpreted as a randomized choice of a processing schedule, or as a long-
run average of the schedules employed under a given control policy. That is, components
of a vector § € (.’) can be viewed as long-run average activity rates under some control
policy, and we use the term “activity mix” to indicate that latter interpretation.

Main system equation. Let us denote by s(7) the schedule chosen in timeslot 7,
remembering that components of this J-vector represent actual numbers of packets
transferred during the timeslot, as opposed to available or potential transfers, and let
Z(t) = (Zi(7),...,Zi(7)) be the vector of class-level packet counts at the conclusion of
timeslot 7 (or equivalently, at the beginning of timeslot 7+ 1). Defining

D(t)=s(1)+...+s(tr) for t=1,2,..., (12.5)
we then have the following fundamental system equation:

Z(t)=Z(0)+E(t)—RD(t) for t=1,2,..., (12.6)

Admissible policies and Markov chains. From (12.6), we have
Z(t)=Z(t—1)+[E(t)—E(t—1)]—Rs(t) for 7=1,2,.... (12.7)

A control policy is needed to dictate the schedule s(7) in timeslot 7. In this chapter
we restrict attention to Markovian policies, which means that s(7) is a function, either
deterministic or randomized, of Z(7 — 1) only. To be precise, a Markovian policy is
defined by the relationship

S(T) = f(Z(T_ 1)7U(T))7 (12.8)

where f: Z% x [0,1] — . is some function and {U(7) : T=1,2,...} is a sequence of
i.i.d. random variables uniformly distributed on (0, 1); by allowing the chosen schedule
5(7) to depend on U(7) we are including randomized policies. Under such a Markovian
control policy f, the class-level packet count process Z = {Z(7) : T € Z, } is a discrete-
time Markov chain (DTMC).
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Definition 12.3. A Markovian control policy f is said to be admissible if Bf (z,u) < z
for all z € Z!_ and all u € (0,1). An admissible Markovian policy f is said to be stable
if the associated Markov chain Z is irreducible and positive recurrent.

12.2 Additional structure of links and link configurations

Rather than viewing the set .% as a primitive model element, it is natural in most ap-
plications to take as given the following more basic information. First, there are links
indexed by k € # = {1,--- ,K} and a K x J link usage matrix A that has a single 1 in
each column and all the rest zeros. We interpret A;; = 1 to mean that activity j transfers
packets over link k. Thus A plays the same role as does the capacity consumption matrix
defined in Chapter 2. (By assuming that each column of A contains a single 1 in the
current model, we rule out activities that transfer packets over two or more links in a
single timeslot. This contrasts with the bandwidth sharing model in Section 4.5, where
an activity may use multiple links simultaneously.) Second, a link configuration, or just
configuration for short, is a vector

c=(c1,...,cx) € ZX,

and we take as primitive a set ¢ of feasible configurations. The system manager must
choose a configuration ¢ € ¢ at the beginning of each time slot, and one interprets com-
ponent ¢, as the maximum number of packets that can be transferred over link £ during
that timeslot; the examples provided below show that % is not necessarily a singleton.
That is, we do not necessarily have separate and independent single-timeslot capacities
for the various links. To avoid trivialities, we assume hereafter that each link k € ¢
has positive capacity under some feasible configuration. That is stated mathematically
as follows.

Assumption 12.4. For each k € JZ there exists ¢ € ¥ such that ¢, > 0.

Having chosen a configuration c, the system manager is then restricted to schedules
s that satisfy the capacity constraint As < ¢, where A is the link usage matrix defined in
the previous paragraph. With this additional structure, the schedule set .# (a collection
of J-vectors, with one component for each activity or service type) is defined in terms of
A and the configuration set ¢ (a collection of K-vectors, with one component for each
communication link) as follows. First, let

So={s€l) :As<c} force%. (12.9)
Then
S = U%:{seZﬂ_:Asgcforsomece‘f}. (12.10)
cEC

Remark 12.5. In some parts of this chapter, such as the analysis of back-pressure control
in Section 12.5, we make no use of the special structure (12.10), but at other points it is
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Figure 12.2: Five-link wireless network

assumed without comment. Mathematically, that assumption is not actually restrictive,
because any set . C Z{r that satisfies (12.4) can be written in the form (12.10), as
follows: One can set K = J, let A be the J x J identity matrix, and let % the the set of
undominated s € .% (meaning that there exists no § € . such that § > s and § # s). With
these definitions, (12.10) always holds.

Link configurations for the data switch example. For the 2 x 2 data switch pictured
in Figure 12.1, type j services transfer packets over link j (j =1,...,4), so Aisthe 4 x4
identify matrix, and we identify the following configuration set:

¢ ={(1,0,1,0),(0,1,0,1)}. (12.11)

That is, we identify just two “feasible configurations” in formulating the switch model,
each of which makes available two packet transfers. Those “feasible configurations” are
identical to the two “feasible matchings” that were identified in Section 1.4. The set .
of feasible schedules is then defined via (12.10).

Wireless network example with interference. Consider the network depicted in Fig-
ure 12.2, where blue circles represent physical locations, or endpoints, that are connected
by wireless links. The links are numbered 1,--- ,5, as shown in the diagram, and for the
moment we shall say nothing about external arrivals and the routes they follow, instead
focusing exclusively on the feasible link configurations

In each timeslot, each link is capable of transmitting 1 packet, except that link 3 is
capable of transmitting 2 packets, as indicated by the red circle in the figure. In addi-
tion, interference considerations dictate that no two neighboring links can transmit in
the same time slot. Given the five-sided network topology shown in the figure, the in-
terference constraint can be equivalently stated as follows: only two links can transfer
packets in any given timeslot, and those two active links cannot be neighbors. Combin-
ing link capacities and interference constraints, we conclude that there are five feasible
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Figure 12.3: Five-link wired network

link configurations, as follows:
¢ =1{(1,0,2,0,0),(1,0,0,1,0),(0,1,0,1,0),(0,1,0,0,1),(0,0,2,0,1)}.  (12.12)

The set . of feasible schedules is defined from % via (12.10), but that relationship
involves the link usage matrix A, and A cannot be specified until packet classes and
service types are spelled out. See Section 12.4 for a continuation of this example.

Multi-hop wired network example. Consider the wired network pictured in Fig-
ure 12.3. Its unidirectional links are numbered 1,---,5, as shown in the diagram, and
here again blue circles represent physical locations, or endpoints. Let us assume that
each link can transfer at most one packet per timeslot. There are no interference consid-
erations, so there is just one feasible link configuration, namely,

c=(1,1,1,1,1). (12.13)

This describes the potential supply of packet transfers. With regard to demand, there are
three distinct flows to be accommodated, which we designate as ¢,  and y. Packets
following flow «, hereafter referred to as a-packets, arrive at location A and exit at
location E; they can follow either of two paths, namely, ABCE or ABDE. That is, o-
packets can be transferred from A to E using either links 1, 2 and 4 in that order, or else
using links 1, 3 and 5 in that order. On the other hand, 3-packets all follow path ABC
(that is, they arrive at A and are transferred over links 1 and 2 to exit at C), and y-packets
all follow path DE (that is, they arrive at D and are transferred over link 5 to exit at E).
We assume that packets following any given path can be stored temporarily at their
point of arrival, and also at any intermediate location on that path. To fit this example into
our model framework, we can define seven packet classes and eight processing activities
as in Table 12.1. This specification identifies two distinct ways to serve a class 3 packet
(that is, an a-packet stored at location B): it can be transferred next over link 2 (this is
activity 3, or service type 3), or it can be transferred next over link 3 (this is activity 5).
Note that the last two packet classes identified in Table 12.1 have the same location
and the same future processing requirements. Specifically, classes 6 and 7 are both stored
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input | output | link
class | flow | location || activity | class | class | used
1 a A 1 1 3 1
2 B A 2 2 4 1
3 a B 3 3 5 2
4 B B 4 4 none 2
5 a C 5 3 6 3
6 a D 6 5 none 4
7 Y D 7 6 none 5
8 7 none 5

Table 12.1: Packet classes and processing activities

at location D, and both require a next transfer over link 5, after which they will exit.
However, these two packet classes come from different flows, and we might want to treat
them differently in scheduling transfers (for example, giving priority to y-packets over
o-packets), in which case it is appropriate to recognize their different origins with two
distinct class designations. But if the system manager is content to treat ¢¢-packets and
Y-packets in undifferentiated fashion (for example, using FIFO processing at location D,
without regard to flow), then we can merge classes 6 and 7, and merge activities 7 and 8
as well, giving a model formulation with just 6 packet classes and 7 service types.

Finally, to illustrate the fixed-routing scenario analyzed in Section 12.6, suppose
that each o-packet is randomly assigned to either the ABCE path or the ABDE path by
means of a coin flip at the moment of its arrival from the outside world. To properly
represent that situation we need more packet classes and service types than shown in
Table 12.1. Specifically, class 1 must be replaced by two classes, each consisting of o-
packets stored at location A, but one assigned to path ABCE and the other to path ABDE.
Also, class 3 must be replaced by two classes, one to follow path BCE in the remainder
of its processing and the other to follow path BDE. In similar fashion, activity 1 must be
replaced by two distinct activities, one processing packets assigned to path ABCE and
the other processing those assigned to ABDE. In the end we arrive at a formulation with
9 packet classes and 10 processing activities, or service types.

Characterization of the convex hull (). We denote by (%) the convex hull of ¥,
and by ¢ a generic element of (). As with schedules, an element of (¢") can be inter-
preted either as a randomized choice of a link configuration or as a long-run average of
the configurations employed under a given policy, and we use the term ‘“configuration
mix” to indicate the latter interpretation. In the following proposition we denote by (.7,)
the convex hull of ..

Proposition 12.6. For each ¢ € € one has (#.) = {x e R’ : Ax < c}.
Proof. Fix a configuration ¢ € . From (12.9) it is obvious that every § € (.#,) belongs

to R’ and satisfies A§ < c. For the converse, fix a vector x € R’ such that Ax < ¢. To
+ +
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prove that x € (.;), we construct a probability distribution {7 (s),s € ..} such that

x=Y sn(s). (12.14)

Z
sES

For each link k € #" we denote by _# (k) the set of activities j € _¢ that use link
k, that is, the set of j € ¢ such that A;; = 1. A schedule s € ... can be partitioned
into segments corresponding to activities that use different links, and we shall denote
those segments in the following, somewhat abusive fashion: s* = {s;,j € # (k)}. The
distribution 7(-) to be constructed has the form

n(s)= [T m(s"). (12.15)

ke X

Viewing 7(-) as a mechanism for randomly selecting a schedule, (12.15) says that our
mechanism is one that randomly and independently selects the segments corresponding
to different links.

To specify the segment distributions 7 (-), let us first define, for each k € %,

pj:=xj/cx forje Z(k) and gr:=1-— Z Pj- (12.16)
je 7 (k)

It follows from the inequality Ax < ¢ that 0 < g; < 1. Now let

p; if s* =% for some j € ¢ (k),
m(s) =g ifsf=0, (12.17)

0  otherwise ,

where, for each j € ¢ (k), sk has ¢ as its jth component and all other components
equal to zero. That is, our random mechanism schedules services of at most one type
using each link k: with probability p; it is type j € _# (k), and with probability g; no
transfers over link & are scheduled; also, whatever service type j may be selected for link
k, the number of packets transferred is c;. Readers can easily verify that the distribution
7(-) thus constructed does indeed satisfy (12.14), which completes the proof. OJ

Corollary 12.7. (%) = {x e R} : Ax < ¢ for some é € (€) }.

Proof. First suppose that § € (/). Then we have § = Y o s7, for some probability
distribution {7, s € .#’}. By definition, each s € . satisfies As < c(s) for some c(s) € €.
Multiplying each side of that inequality by 7; and summing over s € .7 gives

AS< Y c(s)m,. (12.18)
se.

The right side of (12.18) is an element of (%), so § belongs to the set specified after the
equal sign in the statement of the corollary.
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To prove the converse, fix a vector x € R, such that Ax < ¢ for some ¢ € (¢). By
definition,
=Y cpe (12.19)
cEC
for some probability distribution {p.,c € €}. In the next paragraph we shall construct
vectors x(c) € R%., ¢ € ¢, such that

Ax(c) <cforeachce€ ¥ (12.20)
and
Zx(c)pczx. (12.21)
cEFC

Combining Lemma 12.6 with (12.20), we conclude that x(c) € (.#.) for each ¢ € €.
Thus (12.21) says that x equals a convex combination of vectors lying in U.c4 (7). It
follows easily from the definitions of (.#;) and (.%’) that any such convex combination
is an element of (.¥), which completes the proof of the corollary.

To construct vectors x(c) € R/, satisfying (12.20) and (12.21), let us assume initially
that ¢, > 0 for all k € .#". With that restriction, our proposed solution is

x(c) = (%)ck forallke 4, j€ #(k), andc € €. (12.22)
The first factor on the right side of (12.22) does not depend on c¢. Thus, multiplying
(12.22) by p., summing over ¢ € ¥ and invoking (12.19), we conclude that (12.21)
holds for the proposed solution. To verify (12.20), first recall that Ay; = 1 for j € ¢ (k)
and Ag; = 0 otherwise. Also, let us define y := Ax and y(c) := Ax(c) for ¢ € €. Using
the special structure of A, we have from (12.22) that

yi(c) = (y—)ck forallke # andc € €. (12.23)

A

Ck

From the assumed relationship Ax < ¢, the first factor on the right side of (12.23) is < 1
forall k € 2. Thus yx(c) < ¢ forall k € % and ¢ € €, which is equivalent to (12.20).
The adjustment required for the case where &, = 0 for some k € J#" is essentially trivial:
for all such k, one simply sets xj(c) =0 forall j € ¢ (k). O

Subcritical region and maximal stability. In the context of our continuous-time SPN
model, the subcritical region A was defined via (5.16), or equivalently via (5.17). In the
current slotted-time model, a suitable analog is the following:

A:={A €RL :R§ = A for some § € () and ¢ € (%) satisfying A§ < ¢}, (12.24)

That is, an arrival rate vector A is said to be subcritical if there exist an activity mix § and
a configuration mix ¢ that satisfy two conditions. The first, R§ = A, says that for each
buffer i € ., the specified activity mix generates a net output rate equal to the external
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arrival rate into that buffer. The second condition, AS < ¢, says that the average link
capacities required by the activity mix are strictly less than the average link capacities
provided by the configuration mix.

As in our continuous-time SPN models, a packet network control policy is called
maximally stable if it is stable for all A € A. The following analog of Theorem 5.2
provides justification for that terminology, showing that stability is only achievable in
the current slotted-time model if A € A. Its proof is almost identical to, but simpler than,
that of Theorem 5.2.

Theorem 12.8. If there is a Markovian control policy under which Z ={Z, :n € Z.}
is an irreducible, positive recurrent Markov chain, then the arrival rate vector A lies in
the subcritical region A defined via (12.24).

To conclude this section we provide two alternative characterizations of the subcrit-
ical region A. First, it is immediate from Corollary 12.7 that (12.24) is equivalent to the
following:

A={A €R :Rx= A for some x € R, and ¢ € (¥) satisfying Ax < ¢}.  (12.25)

Finally, one can state a necessary condition for subcriticality directly in terms of the
convex hull (.#), without making reference to the link configurations that underlie .7,
as follows.

Proposition 12.9. If a vector A € Rﬂr belongs to A, then
A < RS forsomeS§e (). (12.26)

Proof. Let x € R/, and ¢ € (%) be as in (12.25). For each i € . we denote by ¢’ the
I-vector whose ith component is 1 and other components are 0. Given a packet class i,
let ji, ..., j, be a corresponding processing plan, as in Definition 12.2. Let s’ be the
J-vector whose jth component is 1 if j € {ji,...,j,} and is O otherwise. One can easily
verify that Rs' = ¢'. That is, the net effect of performing one service of each type ji, ...,
Jn sequentially is to remove one packet of class i from the system. Define

s=s'4+.. . +s' e,

Then RS = e, where e is the I-vector of ones, so we have R(x+¢€§) > A and A(x+€5) < ¢é
for sufficiently small €. From the latter inequality and Corollary 12.7 it follows that
(x+€5) € (), and thus (12.26) holds with § = x + €5. O

12.3 Fluid-based criterion for positive recurrence

Throughout this section we fix an admissible Markovian control policy f as in (12.8).
Paralleling the development in Chapter 6 for continuous-time SPNs, we shall define
below the fluid limit corresponding to policy f (see Definition 12.14) and define fluid
limit stability (Definition 12.15). Our major result is then the following theorem, the
proof of which mimics that of Theorem 6.2 and is thus omitted.
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Theorem 12.10. Assume that the DTMC Z under policy f is irreducible and the corre-
sponding fluid limit is stable. Then the DTMC Z is positive recurrent.

To prove fluid limit stability, one uses the following, now-familiar approach: a fluid
model under policy f is defined, consisting of all solutions for a certain system of equa-
tions, and it is shown that all fluid limit paths are fluid model solutions; then the fluid
model is shown to be stable, which implies fluid limit stability.

To define fluid limits and fluid models, first recall that s(t) € . is the schedule
used in timeslot 7, and s(7) is determined using the policy function f via (12.8). For
each s € .7, let T;(7) be the cumulative number of times that schedule s has been used
through the end of timeslot 7, that is,

T
Ty(t) = ) 1i5(0)=s) foreach 7 € Z,.
=1

One can verify that

D(t) =Y sTy(t) foreach T € Z,. (12.27)
ses

Clearly, T;(7) depends on the control policy employed. Observant readers will see that
results developed in the rest of this section are actually valid under any control policy
(even anticipating policies can be allowed), but for concreteness we continue to focus
on the Markovian policy f that is fixed throughout. For each 7 € Z let T (7) denote the
vector

(Ts(7),s € 7).

Recall that the external arrival process E = {E(7) : T € Z4} is assumed to be an /-
dimensional random walk defined on some probability space (,P). Because T(7) de-
pends on the arrival process, it depends on the sample path @ € Q, and we write 7(7, ®)
rather than 7'(7) when that fact requires emphasis. The following lemma is obvious.

Lemma 12.11. For each s € ¥ and each ® € Q, T;(-, w) is Lipschitz continuous in the
following sense:

Ii(n,0)—T|(n,0) <tn—1 forany 1,7 € Z4 with 1) < Tp. (12.28)

Convention. The stochastic processes D, E, T and Z have a discrete time parameter.
In particular, each of their sample paths is a function g : Z, — R? for some integer d > 0.
In the rest of this chapter we adopt the following convention: each sample path is viewed
as a right-continuous, piecewise constant function g : R, — R with g(t) = g(|¢]) for
t >0, where |¢] is the largest integer less than or equal to 7.

Recall that the processes D, T, and Z all depend on the initial packet count vector
z€ 7L but E does not. In the following, we use D?, T%, and Z* to denote these processes
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in a network with initial packet count z. For each z € Z/, with with |z| > 0, and for each
sample path @ € Q, let

. 1 R 1

E‘(t,w) := mE(]z|t,co), Di(t,w) := HDZ(|z\t,a)), t>0,
A 1

T(t,w) := HTZ(\z|t,a>), 74t 0) = sz(‘zv’w)’ t>0.

The following lemma is the familiar functional SLLN for the external arrival process E.

Lemma 12.12. With probability one, for each M > 0,
lim sup |E%(t,)—At| =0. (12.29)

|z|—e 0<t<m

For future reference, let Q; denote the set of @ € © on which (12.29) holds. Also, a
set G C ZL, is said to be unbounded if the set {|z| : z € G} C R is unbounded.

Theorem 12.13. Fix an @ € Q1 and an unbounded set G C Zfr. There exists a sequence
{z"Y C G and functions D, T, Z such that

(D% (@), 7% (,®),2% (,®)) = (D(-),T(-),2(-)) wo.c. (12.30)
as { — oo. Furthermore, each limit (D(-),T(-),Z(-)) satisfies the following:
Z(t)=Z(0)+At —RD(t), t>0, (12.31)
|Z(0)| =1, (12.32)
Z(t)>0, t>0, (12.33)
D@) =Y sT,(t), t>0, (12.34)
seS

[(t)=t, t>0, (12.35)

ses
each component of T () is nondecreasing and Lipschitz continuous. (12.36)

We leave the proof of Theorem 12.13 to the end of this section.

Definition 12.14. A fluid limit path is a triple (D, T,Z) that occurs as a limit in (12.30)
for some @ € Q, and the fluid limit under policy f consists of all fluid limit paths.

Definition 12.15. The fluid limit is said to be stable if there exists a & > 0 such that
Z(t) = 0 for each t > & and each fluid limit path (D, T,Z).

Fluid models. The fluid model under policy f, to which reference was made earlier,
consists of equations (12.31)—(12.36), which do not actually depend on or reflect the
policy under consideration, plus one or more additional equations that serve to charac-
terize the policy. In the remainder of this chapter two specific control policies will be
considered, namely, back-pressure control (see Sections 12.4 and 12.5) and the random
proportional scheduler (Sections 12.6 and 12.7); the additional fluid equations charac-
terizing those policies are (12.44) and (12.65), respectively.
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Proof of Theorem 12.13. Recall that for each z € Z/, with |z| > 0, and for each sample
path @ € Q, T%(-, ) is a piecewise constant function on R, . It has jumps at times £/|z]|
for ¢ € Z,. We now define a continuous version of the function via linear interpolation
between jump times. Namely, for each ¢ € Z and eacht € [¢/|z|, (¢4 1)/|z]), define

(1, 0) = ’;(TZ(E,(») (0+1—|2lf) + T+ 1,w)(|z\t—£)>.

Then 77(-, ) € C(R,,R?). Fix an ® € Q. It follows from (12.28) that the set of func-
tions {T%(-, ),z € Z%, \ {0}} is equi-Lipschitz in the sense of Corollary A.9. Because
the set G C Zi is unbounded, it follows from Corollary A.9 that there exists a sequence
{z': 0 €7} C G with lim/_,.|z| = o and a function 7" such that

T° (,0) > T(-) wu.0.c.asl — oo (12.37)

One can check that for each z € Z!, with |z] # 0, and each @ € Q,

- . 1
sup|T*(t,0) — T*(t,0)| < —. (12.38)
>0 2]

Because lim/_,.,|z| = oo, (12.37) and (12.38) imply that
T°(,0) = T() wuo.c. ask—oo. (12.39)

The convergence of DZ[(~, ®) to D(-), with D(-) given by (12.34), follows from (12.27).
The convergence of ZZK(-, o) to Z(-), with Z(-) given by (12.31), follows from (12.6),
(12.29), and the fact that @ € Q. One can easily verify that (12.32), (12.33), (12.35),
and (12.36) are all satisfied by (D, T,Z). O

124 Max-weight and back-pressure control

To formulate the system manager’s dynamic control problem in mathematical terms, we
have assumed that system status at the start of a timeslot is summarized by the /-vector
z of class-level packet counts. (For reasons explained at the end of this section, that
seemingly natural assumption is unrealistic in at least some contexts.) The manager
must then choose a schedule s € . as a function of z, and the chosen schedule s must
satisfy the packet availability constraints (12.3).

Consider the following variant of the back-pressure control policy that was described
previously (in a different model context) in Chapter 9: in each timeslot, given the ob-
served vector z, choose s € . to maximize z- Rs, subject to the packet availability con-
straints (12.3). That is, defining

S()={s€S :Bs<z}, zeZl, (12.40)
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the system manager solves the following optimization problem after observing the buffer
contents vector z:
max z-Rs. (12.41)
s€7(z)

As in Chapter 9, the control policy that chooses schedules via (12.41) will be de-
scribed as either the max-weight policy or the back-pressure policy, depending on whe-
ther the network under discussion is single-hop or multi-hop; the abbreviation MW/BP
will often be used in statements that refer to both settings. The mechanics of MW/BP
calculations will be illustrated shortly using the three examples that were introduced
earlier in this chapter.

To rewrite the MW/BP optimization problem in a revealing alternative form, recall
that u(j) and d(j) denote the input buffer and output buffer, respectively, for activity or
service type j € ¢, with d(j) = 0 if the activity has no output buffer. Now define the
“weight” associated with a type j service completion as

w;i(z) = zu(jy —za(jy forallje #, (12.42)

where zop = 0 by convention. Given the special structure for R assumed in this chapter,
we can then rewrite the optimization problem (12.41) as

max Y w;(z)s;. (12.43)

Data switch example. For the 2 x 2 data switch depicted in Figure 12.1, suppose that
the vector z of buffer contents at the start of a timeslot is z = (8,4,1,6). As noted earlier,
the routing matrix R for this example is the 4 x 4 identity matrix, so the max-weight
objective value (12.41) for a schedule s is z;s; + - - - + z454. Because all buffers are non-
empty in the hypothesized scenario, the only schedules worth considering are those that
fully exploit one of the two feasible configurations identified in (12.11). That is, we
need only consider schedules s = (1,0,1,0) and s = (0, 1,0, 1), which have max-weight
objective values z; +z3 =841 =9 and zp + z4 = 4 + 6 = 10, respectively. Because the
latter value is larger, the max-weight algorithm chooses schedule (0,1,0,1).

Another policy that has been studied in the literature is largest buffer first (LBF),
which chooses a schedule to decrease the largest of the current buffer contents. In the
scenario hypothesized above, the largest buffer content is z; = 8, so the LBF criterion
chooses s = (1,0,1,0) in preference to s = (0, 1,0, 1). Thus we see that the max-weight
and LBF criteria do not generally coincide. Indeed, the max-weight policy is maximally
stable in our slotted-time model (see Section 12.5), but LBF is known to lack that virtue.

Five-link wireless network example. For the wireless network pictured in Figure
12.2, suppose that arriving packets fall into just five classes, with class i requiring a
single transfer over link 7 in a clockwise direction before exiting. Thus, for example,
class 1 arrives at node A, is transferred over link 1, and departs from node B, whereas
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class 5 arrives at node E, is transferred over link 5, and departs from node A. The net-
work is therefore single-hop, with five service types (or processing activities) defined in
the obvious way. Its routing matrix R is the 5 x 5 identity matrix, its link usage matrix
A is also the 5 x 5 identity matrix, and the max-weight objective value (12.41) for a
schedule s is zys; + - - - + z555.

Suppose the vector of current packet counts for the five classes is z = (3,7,4,1,6).
Thus, for example, there are 7 packets that wait to be transmitted over link 2 at the be-
ginning of this timeslot. In this scenario each buffer contains at least as many packets as
the single-timeslot capacity of the corresponding link, so the only schedules worth con-
sidering are those that fully exploit one of the five feasible link configurations identified
in (12.11). The max-weight objective value for schedule (0,0,2,0,1) is4 x2+6 = 14,
and readers can verify that all other feasible schedules give a smaller objective value.
Thus the max-weight policy dictates that links 3 and 5 be active during this timeslot,
with each transmitting its maximum number of packets (2 on the former link and 1 on
the latter).

Multi-hop wired network example with discretionary routing. Consider again the
five-link wired network pictured in Figure 12.3, with packet classes and processing ac-
tivities (or service types) defined as in Table 12.1. Because this is a multi-hop network,
we shall speak in terms of back-pressure control rather than max-weight control. Recall
from (12.13) that a maximum of one packet can be transferred over each link in each
timeslot, regardless of how the other links may be used.

Given the input-output relationships detailed in Table 12.1, links 1, 4 and 5 can each
be analyzed in isolation (that is, without considering how other links are to be used)
for purposes of back-pressure scheduling, regardless of what the buffer contents vector
z may be. In contrast, one cannot schedule links 2 and 3 separately, because of their
common reliance on buffer 3 as a source of input; it is specifically in the case zz = 1 that
the scheduling of links 2 and 3 must be considered jointly. Also, only the contents of
buffers 3, 4, 5 and 6 are relevant for scheduling transfers on links 2 and 3, and we shall
assume the following data:

(23724725726) = (674737 1)

The only activities or service types that use links 2 and 3 are activities 3, 4 and 5, and
we calculate the following weights for those activities using formula (12.42) and the
hypothesized buffer contents:

w3(z) =6—-3=3, wa(z)=4—0=4, and ws(z)=6—1=35.

Given these weights, we choose non-negative integer decision variables s3,s4 and ss to
maximize w3(z)s3 + wa(z)s4 + ws(z)ss, subject to link capacity constraints s3 +s4 < 1
and s5 < 1, plus packet availability constraints s3 4+ s5 < 6 and s4 < 4. As readers may
easily verify, the optimal solution is s3 = 0,54 = 1 and s5 = 1. That is, the back-pressure
policy dictates that one packet of class 4 be transferred over link 2 and one packet of
class 3 be transferred over link 3 during the next timeslot.
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Information requirements for back-pressure control. To implement back-pressure
control, one must maintain packet counts by class. This means, for example, that packets
stored at a given location within a network must be logically sorted into separate virtual
buffers depending on their eventual destinations, and perhaps depending on other factors
as well. The number of potential destinations grows explosively as a network’s size
increases, so the requirement to track system status at such a fine level of detail may be
impractical.

Separately, to calculate the back-pressure “weights” for service types that use any
given link, one needs real-time packet counts not only for classes that provide inputs
to those services, but also for classes that receive outputs from them, and such “down-
stream” status information simply may not be available. One would like to base schedul-
ing decisions solely on “local” information, and such a scheme will be our focus later in
Section 12.6.

12.5 Maximal stability of back-pressure control

We return now to the general model described in Section 12.1. It follows from Theorem
12.8, Proposition 12.9, and the theorem below that the back-pressure control policy is
maximally stable under our standing assumptions.

Theorem 12.16. Consider a packet network satisfying (12.1) and Assumption 12.1, op-
erating under the back-pressure control policy. The DTMC Z ={Z.;: 1 =0,1,...} is
aperiodic and irreducible. Furthermore, if the stability condition (12.26) is satisfied,
then Z is positive recurrent.

To prove this theorem, we first establish a series of lemmas.

Lemma 12.17. For any z € ZQ with z # 0, the optimization problem (12.41) has a
solution s # Q.

Proof. Tt suffices to prove that there exists a schedule s € .(z) such that z- Rs > 0. For
each buffer i € .# we define the hop count of the buffer to be the smallest integer k > 1
such that there exist activities ji, jo, ..., ji satisfying

i=u(j1),d(j1) =u(j2),--,d(jx—1) = u(jr), and d(ji) = 0.

Let us denote by z, the largest component of the given vector z. That is, z, = max;c » z; >
0. When there is a tie for largest component, we choose r to be a class or buffer having
the smallest hop count. By part (a) of Assumption 12.1, there exists an activity or service
type j such that r = u(j). First suppose that d(j) = 0, and consider the schedule s with
s; =1 and all other components zero. Clearly, s € .”(z) and z- Rs =z, > 0, proving the
lemma.

Now suppose on the contrary that d(j) # O for each activity j with » = u(j). Among
those activities, choose an activity j such that d(j) has the smallest hop count. Let i :=
d(j) € #. It must be true that z, > z;, because otherwise z; = z, and buffer / has a smaller
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hop count than buffer r, contradicting the choice of buffer r. Now consider the schedule
s with s; = 1 and all other components zero. Then s € .%(z) and z-Rs = z, —z; > 0,
proving the lemma. O

Lemma 12.18. For a packet network satisfying (12.1) and Assumption 12.1, operating
under the back-pressure control policy, the DTMC Z is irreducible and aperiodic.

Proof. Under the assumptions of the lemma, starting from any state z € Z% , we first
claim that Z can reach state 0. Indeed, Lemma 12.17 gives the following conclusion
under the back-pressure policy: if the network is not already empty, then at least one
service will be conducted (that is, at least one packet will be transferred) in each timeslot.
Also, it follows from Remark 12.1 that no packet can remain in the network through
more than [ services, so the network must be empty after timeslot x = I|z] if there are
no external arrivals in those x timeslots. Thus (12.1) gives

P{Z(x) =0|Z(0) =z} > P{E(n) —E(n—1)=0forn=1,...,x} > 0.

Define 2" C Z’+ to be set of states that are reachable from state 0. Then Z is irreducible
with state space Z . Because

P{Z(1) =0|Z(0) =0} =P{E(1) =0} >0,
the period of state 0 is 1, and thus the DTMC is aperiodic. Ul

Remark 12.19. Without part (b) of Assumption 12.1 (absence of cycles), it is not nec-
essarily true that state O can be reached from any initial state z under any version of the
back-pressure policy. (The meaning of the word “version” will be explained shortly.)
To see this, consider a network with two packet classes, three links, and three activities
or service types: activity 1 transfers class 1 packets to class 2 using link 1; activity 2
removes class 2 packets from the network using link 2; and activity 3 transfers class 2
packets back to class 1 using link 3. Thus activities 1 and 3 constitute a cycle, violat-
ing part (b) of Assumption 12.1. We assume that each link can transfer one packet per
timeslot.

Let the initial state be z= (0, 1) and suppose for the moment that there are no external
arrivals. Further suppose that, as a tie-breaking rule, activity 3 is preferred to activity 2
when those two activities or service types have equal weight. (Different tie-breaking
rules define different versions of the max-weight policy.) With no external arrivals, the
system state will then cycle endlessly from (0, 1) to (1,0) and back again, never reaching
state (0,0). Furthermore, if the initial state is (0,0) and all external arrivals are into class
2, readers can verify that, under the same version of the back-pressure policy, state (0,0)
will never again be reached after the first arrival occurs.

We now develop and analyze the fluid model of a packet network operating under
back-pressure control, with heavy reliance on our earlier analysis (see Chapter 9) of
continuous-time models with back-pressure control. In the following lemma, a point
t > 0 is said to be a regular point of a fluid limit path (D, T, Z) if the path is differentiable
atz.
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Lemma 12.20. For a packet network operating under the back-pressure control policy,
each fluid limit path (b, T, Z) satisfies the following fluid model equation in addition to
(12.31)-(12.36):

d

2(1) ~RED(I) = m<ay)5>2(t) -Rs  for each regular pointt > 0. (12.44)
SE(-

Proof. Let (D,T,Z) be a fluid limit path. Fix a regular point ¢ > 0. First note that

max Z(t)-Rs = max Z(t) - Rs,
se(S) ses

because a linear function achieves its maximum over a bounded polytope at an extreme
point of the polytope. Thus it suffices to prove that
N d 4 N

Z(t)-R—D(t) = Z(t)-Rs. 12.45

(1) RS D(t) = max Z(1) - Rs (12.45)

To prove (12.45), first observe the following: because .7 is finite, there exists an
s* € . such that

Z(t)-Rs* = maxZ(t) - Rs.
ses

Recall that we denote by u(j) the upstream buffer served by activity j € _#. By (12.42)
and (12.43), one can then choose s* such that the following analog of Lemma 9.10 also
holds:

if Z;(r) = 0 for a buffer i € .#, then 57 = 0 for each j € # withi=u(j), (12.46)
As in the proof of (9.31) in Lemma 9.11, one can prove that
Z(t)-Rs < Z(t) - Rs* implies that %f}(i) =0foranyse.”.
It follows that
Ty(t) for any s € .. (12.47)

Therefore,

= 2(t)-Rs",

where the first equality follows from (12.34), the second equality follows from (12.47),
and the last equality follows from (12.35). This establishes (12.45), proving the lemma.
O
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Lemma 12.21. If(12.26) is satisfied, then the fluid model defined by equations (12.31)-
(12.36) and (12.44) is stable.

Proof. The proof is almost identical to that of Theorem 9.12. Let (D,T,Z) be a fluid
model solution. Define the quadratic Lyapunov function

It follows that

=27(t)-A —22(¢) -R%f)(t)
2

Z(t)-A—2max Z(t)-Rs by (12.44)
se(S)

= —27(t)-(R§— 1)
< —28|2(1)| = —28/3(1),

where § is some s € () that satisfies (12.26), and

<27(t)-A —2Z(t)-R§

0 =min(R§—A1); > 0.
i€s
It then follows from Lemma 8.6 that Z(¢) = O for t > /g(0)/28, proving the fluid
model’s stability. OJ

12.6 Proportional scheduling with fixed routes

In the remainder of this chapter we consider the special case / = I. In this case there
is just one activity or service type to process packets of any given class, so packets in
each arrival class visit a fixed sequence of other classes before exiting, and hence are
transferred over a fixed sequence of links. Adopting the obvious convention, we assume
it is activity i that processes packets of class i, so the matrix B defined in Section 12.1
is the I x I identity matrix. It will be convenient to define P as the I x I matrix that has
Pj=1if R;; = —1 and P;; = 0 otherwise. That is, P;; = 1 if class i packets become class
Jj after completing the one service type available to them. Thus P is a sub-stochastic
Markov transition matrix, and part (b) of Assumption 12.1 requires that it be transient;
that is, P" — 0 as n — oo, which means that all packets exit after traversing a finite
number of links (see Theorem F.1 and the discussion below it in Appendix F.) For future
reference, we note that our routing matrix R has the following form in the fixed-routing

case:
R=I1I-P. (12.48)
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Partitioning packet classes into link-specific groups. Recall that links are indexed
by k€ # ={1,--- K}, and there is given a K x I matrix A such that Ay; = 1 if class i
packets traverse link k in the one service type available to them, and Ay; = 0 otherwise.
In a fixed-routing model, the matrix A partitions the potentially large collection of packet
classes into a relatively small number of groups according to the link on which they next
require a transfer: if Ay; = 1 we say that class i belongs to link k, or equivalently, that
the link designation for class i packets is k, and we shall denote by .7 (k) the set of all
such packet classes i (k € #"). Using general language, one may say that a packet’s link
designation specifies the resource required for its next processing step, while its class
designation carries additional information about its processing needs beyond the next
step.

Subcritical region with fixed routing. Suppose that A lies in the subcritical region A,
which was defined in general via (12.24). Using (12.48), let

a: =R 'A=(I+P+P*+..)A,

interpreting this as the I-vector of total arrival rates into the various classes, including
both external arrivals and internal transfers. We now define the K-vector

p:=Ac. (12.49)

Because service times are all identically equal to 1 in a packet network, one interprets
Pr as the long-run average number of packets that link & must transmit per timeslot
(k € ¢'); it is precisely analogous to the load factor py that was defined for server pool
k of a queueing network in Section 2.6. Also, it follows immediately from (12.24) that
subcriticality (that is, A € A) implies the following load condition:

p <¢ forsome ¢ € (7). (12.50)

Example with fixed routing. Figure 12.4 pictures a multi-hop network in which pack-
ets arrive at two locations labeled A and B, follow fixed routes,and eventually leave from
one of three locations labeled C, D and E. In this example we imagine the data flow on
all links as unidirectional (this simplifies the discussion of routes), as indicated by the
arrowheads in the diagram.

Locations A and B are the input ports of a 2 x 2 switch, which is represented by a
dashed rectangle at the top of the figure. From those two input ports, packets may be
transferred to either of the switch’s two output ports, and as usual, any such transfer
requires one timeslot. The four paths through the 2 x 2 switch are identified as links 1
through 4 in Figure 12.4, and the constraints on packet transfers over those four links are
as stated earlier in (12.11). That is, there are two feasible configurations for the four-link
cluster that constitutes the 2 x 2 switch, each of which makes two transfers available.

The dashed rectangle in the lower left portion of Figure 12.4 represents a 1 x 2 switch
(that is, a switch with one input port and two output ports), and the two paths through
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Figure 12.4: A multi-hop network with two levels of switching

that switch are identified as links 7 and 8. At most one packet can be transferred per
timeslot over either of those two links, and they cannot be active simultaneously. Thus
there are two feasible configurations for the two-link cluster that constitutes the 1 x 2
switch: the system manager can make one transfer available over either link 7 or link 8,
but not over both of them simultaneously.

The remaining four links identified in Figure 12.4, numbered 5, 6, 9 and 10, fall into
two categories: link 5 connects an output port of one switch to the input port of another,
and links 6, 9 and 10 each connect an output port of one switch to a location from which
packets exit. They can each transfer one packet per timeslot, and each of them can be
scheduled independently from the remainder of the network. Moreover, there is just one
feasible configuration for each of those four links, namely, the configuration that makes
available the transfer of one packet over the link in question.

It is natural to distinguish / = 20 packet classes in this example, as follows. First,
packets arriving from external sources fall into six distinct classes, each corresponding
to one of two arrival points (A or B) and one of three possible departure points (C, D or
E). Four of those six classes (the ones departing from locations C and D) follow four-
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stage routes, and hence each of them gives rise to three additional classes corresponding
to three stages of partial processing. For example, each new arrival in class AC will
transition to a second class after traversing link 1, will transition to a third class after
traversing link 5, and will transition to a fourth class after traversing link 7. There are
also two classes of new arrivals (namely, the ones exiting from location E) that follow
two-stage routes, and each of them gives rise to one additional class that has completed
one of the two required transfers. Thus we arrive at a total of 4 x 442 x 2 = 20 classes.

An important point for future discussion is that packet classes proliferate rapidly
as network size increases. Imagine, for example, that the system pictured in Figure
12.4 is expanded to have dozens of switches rather than two, and that each switch is
16 x 16 rather than 2 X 2 or 1 x 2. Such numbers are realistic even for the communication
network within a data center of modest size, and they cause a combinatorial explosion
in the number of classes.

Link clusters. In discussion of the preceding example, the word “cluster” has been
used to mean a collection of links that can be configured independently of other links.
That is, within any given timeslot, transfers can be scheduled over such a collection of
links without consideration of the transfers scheduled over other links. Mathematically,
this means that the set % of feasible link configurations (see Section 12.1) can be written
as a Cartesian product

C=C"x---xEY, (12.51)

with one factor for each cluster. For the example pictured in Figure 12.4 there are M = 6
clusters: one (the 2 x 2 switch) contains links 1 through 4 and has two feasible config-
urations; a second one (the 1 x 2 switch) contains links 7 and 8 and has two feasible
configurations; the other four each contain a single link and have a single feasible con-
figuration. Thus there are 2 x 2 x 1 x --- X 1 = 4 feasible configurations for the full set
of 10 links. They are

(1,0,0,1,1,1,1,0,1,1),
(1,0,0,1,1,1,0,1,1,1),
(0,1,1,0,1,1,1,0,1,1),
(0,1,1,0,1,1,0,1,1,1).

As we shall see shortly, the product structure allows a decomposition of certain schedule
optimization problems, which may drastically reduce computational complexity.

Randomized configurations Recall that (¥") denotes the convex hull of €. Thus each
¢ = (é) € (€) can be represented in the form

&= ) am fork=1,--- K, (12.52)
ce?
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where © = (7.,c € €) is a probability distribution. Of course, for any distribution 7 on
% one can construct a mapping o : (0,1) — % such that, for any uniformly distributed
random variable U on (0, 1),

P{oc(U)=c}=m  foreachce?. (12.53)
Thus, given a ¢ € (¥’) with representation (12.52), one has
¢=E[o(U)]. (12.54)

Hereafter we shall refer to o (U) as a randomized configuration, and to ¢ as its associated
mean vector.

Walton’s random proportional scheduler. Letz = (zj,...,z7) be the vector of class-
level packet counts at the beginning of a timeslot. Then y := Az is the corresponding
K-vector of link-level packet counts. In the remainder of this chapter we focus on a par-
ticular control policy, called the random proportional scheduler (RPS), that chooses the
schedule for each timeslot based solely on the vector y. To be specific, implementation
of the RPS involves four steps in each timeslot, as follows. (a) Choose a point

e=w(y) € (%), (12.55)

where v : Zf — (%) is a function to be specified shortly. (b) Let 7 be a probability
distribution on € such that (12.52) holds, and let 6 : (0,1) — % be chosen to satisfy
(12.53). The link configuration for the timeslot is then taken to be

c= G(U)v

where U is uniformly distributed on (0,1). Thus implementation of the RPS involves
randomized choice of a link configuration in each timeslot, but the policy does not spec-
ify the complete randomization, only its associated mean vector. (c) The number of
packets transferred over link £ during the timeslot is

Xy =c Ay fork=1,-- K. (12.56)

That is, the number of packets actually transferred over a given link equals either the
link capacity determined by the choice of a configuration, or else the number of packets
available for transfer, whichever is smaller. (d) The x; packets transferred over link k
during the timeslot are randomly selected (without replacement) from the y; packets
awaiting transfer over that link (k=1,--- | K).

In the obvious way, the uniform random variables used to generate configurations
via step (b) in successive periods must be independent of one another and of the net-
work’s external arrivals. With this stipulation, even without knowing the function ¥ in
(12.55), one readily sees that the resulting control policy is Markovian and admissible
(see Section 12.1 for the meaning of those terms). Thus Z = {Z(7) : 1€ Z, } isaDTMC.

To be published by Cambridge University Press. (©J. G. Dai and J. Michael Harrison 2019



248 Multi-hop packet networks

The RPS optimization problem. The terms “proportional scheduler” and “propor-
tional scheduling” originated in the work of Walton (2015), and they refer to use of the
following specific function in step (a) above:

K
y(y) = argmax{ Zyk log(é):é€ <C€>} (12.57)
k=1

For purposes of this book we have added the modifier “random” to emphasize the use
of random selection in step (d), which is a particularly simple method of “disaggregat-
ing” the link-level transfer totals determined in step (c). See Section 12.9 for a brief
discussion of one alternative to random selection, namely, first-in-first-out processing.

Lemma 10.1 shows that the maximization problem (12.57) is meaningful for real
vectors y € RX not just integer-valued y. Also, the maximum is achieved (that is, a
maximizer exists) for any such y, because the domain (%) is compact and the func-
tion to be maximized is continuous. This specific optimization problem is associated
with the notion of “proportionally fair” capacity allocations, which was introduced in
Section 10.2.

When y;, > 0 for all k € ¢, the objective function in (12.57) is strictly concave in
¢, and as a result, y(y) is uniquely defined; see part (a) of Lemma 10.1. On the other
hand, if y € ]Rf and y; = 0 for some k € %, then yi(y) is not uniquely determined
by (12.57). Nevertheless, a value for y(y) can be selected from among the alternative
optima for each y € RE so that the function y : RK — (%) is well defined; see the
discussion preceding the statement of Lemma 10.1.

Decomposing the RPS optimization problem. The dimension of the RPS optimiza-
tion problem (12.57) is nominally K, the number of links in the network under study,
which may be prohibitively large. But as noted earlier, in virtually all systems of prac-
tical interest the K links can be partitioned into M non-interacting clusters that are each
relatively small, giving us the Cartesian product structure (12.51). In that case, it can be
verified that

(€)= (€1) x - x (€M). (12.58)

Let us denote by .# (m) the set of links that constitute cluster m, and denote cluster-
specific components of a vector y € R§ in the following, somewhat abusive fashion:

V"' = (k€ A (m)).

Now let

yr(y") = argmax{ Z yilog(éy):é € (%m>} form=1,--- .M. (12.59)
ket (m)

Remark 12.22. The meaning given to the symbols m and M immediately above, and
again in the paragraphs below, is different from the meaning given to them in previous
chapters.
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Given the product structure (12.58) of the convex set (¥), and given the separable
character of the objective in (10.4), one sees that the solution y/(y) for the RPS optimiza-
tion problem can be gotten by concatenating the solutions y” (y™) for the cluster-specific
optimization problems in (12.59). Again abusing notation slightly, we write this mathe-
matically as

v(y) = ', M oM). (12.60)

This decomposition is significant for two reasons, both of which have been alluded
to earlier. First, the number of decision variables in the mth cluster-specific optimiza-
tion problem (12.59) is just the number of links in cluster m. When modeling a net-
work of input-queued switches, for example, clusters essentially correspond to individ-
ual switches (that is, the links constituting a cluster are the paths through a particular
switch), so the RPS optimization problem for a network of switches reduces to numer-
ous smaller problems, each of a size required to schedule a single switch in isolation.

Second, the data y" that serve as input to the mth cluster-specific optimization prob-
lem are simply the numbers of packets currently awaiting transfer over links in cluster m,
without any need for further information about the subsequent routing of those packets,
nor additional information about packet counts elsewhere in the network.

Contrast with the back-pressure algorithm. It is natural to ask whether, given a
Cartesian product structure (12.51), there is a similar decomposition of the back-pressure
(BP) optimization problem (12.43). That is, can one decompose the BP optimization
problem into separate, cluster-specific problems? The answer is in general negative, but
only because the BP algorithm applies to a larger class of problems than does the RPS
algorithm.

To be specific, back-pressure control applies to problems with discretionary rout-
ing, where there is a many-to-one relationship between processing activities and packet
classes. In such a setting there may exist, for example, a packet class that can be next
transmitted over either a link in cluster A or a link in cluster B, and the presence of such
discretion prohibits independent scheduling of the two clusters.

If, however, the BP algorithm is applied to a packet network with fixed routing (see
the first paragraph of this section for the meaning of that phrase), then a cluster-by-
cluster decomposition analogous to (12.60) occurs. As noted earlier, the data involved
in BP scheduling of any given cluster involves not only packet counts for classes awaiting
transfer over links in that cluster, but also packet counts for “downstream” classes.

12.7 Fluid limits and fluid model under random proportional scheduling

To develop the RPS fluid model, we extend in the following ways the notation used in
Section 12.6. First, for T =1,2,---, let Z(7 — 1) be the I-vector of class-level packet
counts at the beginning of timeslot 7, and define Y (7 — 1) := AZ(t — 1). In step (a) of
the RPS scheduling algorithm (see Section 12.6), given that Y (7 — 1) =y, we solve the
concave optimization problem (12.57) to obtain ¢é = y(y).
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Let {U;,U,,---} be a sequence of i.i.d. random variables that are uniformly dis-
tributed on (0, 1) and are independent of the external arrival process E. For each fixed
y € ZX, let 6(y,-) be a map (0,1) — ¢ such that E[o(y,U;)] = y(y). In timeslot 7,
executing step (b) of the RPS algorithm, we choose link configuration

c(t)=0cY(t—1),U). (12.61)

As in Section 12.6, we denote by .# (k) the set of packet classes that belong to link
k (k € #). We denote by s(7) the schedule chosen by the RPS algorithm in period
7. (Recall that this is an I-vector of actual packet transfers by class.) Executing steps
(c) and (d) of the algorithm, given ¢(7) and Z(t — 1), the schedule s(7) is chosen as
follows: for each link k € . we choose ¢x(7) A Yy(T — 1) packets randomly without
replacement from buffers i € .#(k), denoting by s;(7) the number of packets thereby
selected from buffer i € .# (k). It is convenient to define the conditional expectation
$i(t) =E[si(7)|Z(t —1)] and the constant

Cmax = Max max c. (12.62)
c€C ket

One can easily verify that

R Zi(t—1 .
SV = 10 e V(1)) forall i€ (4. (12:63)

We turn now to the task of defining fluid limits under RPS control. In Section 12.3,
fluid limit paths were defined on the set 21 of sample paths that satisfy the SLLN for the
arrival process, where Q, is defined via (12.29). When the packet network is operated
under the random proportional scheduler, additional randomness is introduced due to
(i) the random selection of a configuration in (12.61), and (ii) the random selection of
packets for transfer in step (d) of the algorithm. Thus, under the random proportional
scheduler, fluid limit paths are defined on a set of sample paths Q; NQ;, where Q; is as
before and Q, satisfies P{Q,} = 1. As we shall see shortly (see Theorem 12.27 below),
stability of the fluid limit still implies positive recurrence of the DTMC Z.

The set Q; is defined in Lemma 12.23 below. In preparation for the lemma’s state-
ment, we need to establish the following modified version of the mathematical setup
specified in Section 6.3. (The modifications reflect a change from the continuous-time
setting of previous chapters to the current slotted-time setting.) First, with attention
fixed on a particular admissible Markovian control policy, namely, the random propor-
tional scheduler, we construct on a single probability space (Q,.%,PP) a complete array
of network processes for each initial state z of the DTMC Z. Second, to indicate the de-
pendence of a constructed variable or process on the initial state, we attach a superscript
z to the notation developed in Section 12.1. In particular, for each initial state z € ZQ
and each integer T > 1, let us define

£(2) 1= X (s(m) ().
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As usual, we write £7(T, @) to explicitly indicate the dependence of this random variable
onw € Q.

Lemma 12.23. Let {z': £ > 1} C 7. be a sequence of initial states satisfying |z*| > ¢*
for each £ > 1, and define

Then
P(Q,) = 1. (12.64)

The proof of Lemma 12.23, like that of the following theorem, is delayed until later
in this section.

Theorem 12.24. Consider a packet network operating under the random proportional
scheduler. Let {z': ¢ > 1} C 7! be a sequence of initial states satisfying |z‘| > ¢* for
each £ > 1, and let Qy be as in Lemma 12.23. For each @ € Q) Ny, all fluid limits
(D,T,Z7) in (12.30) satisfy the following: for each packet class i € .7,

Z;(t) > 0 implies that %Di(t) = ig i v (Y (1)), (12.65)

where k € ¢ is the link to which class i belongs, Y (t) = AZ(t), and for each y € RX,
y(y) is a solution to the concave optimization problem (12.57).

Definition 12.25. The RPS fluid model consists of equations (12.31)-(12.36) and (12.65).

Proposition 12.26. The RPS fluid model is a special case of the PF fluid model for-
mulated in Section 10.4, specifically with the following correspondences: the I packet
classes of the RPS fluid model play the role of job classes in the PF fluid model; we iden-
tify one demand group for each link, so L = K; the partition {.% (k),k € # } is defined
as in Section 12.6; and it is (%) that plays the role of 4 in the concave optimization
problem (10.23).

Proof. This is a straightforward verification. O

Unlike in Theorem 12.10, where the set 2; does not depend on initial states, the
set Q, in Theorem 12.24 does depend on a sequence of initial states. Not surprisingly,
though, a version of Theorem 12.10 still holds in the current setting, as follows.

Theorem 12.27. If the RPS fluid model is stable, then the DTMC Z is positive recurrent.

Proof. The proof is analogous to that of Theorem 6.2 in the continuous-time setting.
Suppose & is a positive integer such that Z(h) = 0 for each RPS fluid model solution
(D,T,Z). By Lemma 3.7, it suffices to prove that

1
lim —E|Z%(|z|h)| = 0. (12.66)

lz]— 2]
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Suppose that (12.66) does not hold. Then there exists a sequence {z‘} C Z% with || >
¢? such that

lim mmzz (24| > 0. (12.67)
Given this sequence {z'}, define Q, as in Lemma 12.23. Tt follows that, for each @ €

Q1 Ny, each fluid limit path in (12.30) is a fluid model solution. Because the fluid
model is stable by hypothesis, one has

lim —|ZZ (|2 |h, )| = for each w € Q1 NQy.

Because P(Q; N ;) = 1, by invoking a slotted time version of Lemma 6.10, one can
argue that

- Z
fim. E|E|z (12! 1)] =

contradicting (12.67). O

In the rest of this section we prove Theorem 12.24 and Lemma 12.23, in that order.
In preparation, let us define

Smax = Max maxs; < co. (12.68)
i€y s€&

Proof of Theorem 12.24. Assume that {z: £ > 1} C Z. is a sequence of initial states
satisfying |z¢| > £2. Fix an @ € QN Q,. Let (D(-),T(-),Z(-)) be a fluid limit path in
(12.30). Fix a buffer i € .# and a t > 0, and let k € # be the link to which class i

belongs. Assume that € := Z;(t) > 0. By the continuity of Z;(-), there exists a & € (0,¢)
such that

A

Ye(u) > i Zi(u) > €/2. 12.69
ue[tnéél}—&-é'o] (u)_ue[zznﬁé,r}—i-tso} (u)_ / ( )

We would like to prove that for any d € (0, &),

t+6 u .
Di(r+8) Dyt ~8)= [ i Euiww w))d, (12.70)

from which (12.65) will follow.
Fix a 6 € (0,0). To prove (12.70), it follows from (12.5) that for each ¢ > 1,

Df (t+8)— D (t—8)

= §i(r)+@ Y | (si(7) = 8i(7))
f ve (|21(-8).|1+5)
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1 gt Fo g
- Y §(0)+ &7 (1+8)— & (1 8)
‘ce(\z"' (t—5),\z”|(t+6)]
t+6 . P 0 e Ny
:/ 5 Si(|12u])du+n"+& (t+8)—&F (1—6), (12.71)
t_

where

&0 = & (1), and

n'= Zlq([ma)wu F1- (48[ +8)1))
- ’;’(w—anzfu 1= (= 8)l]) ([ - 8)I1])).

Because m£| < smax/]z£|, where spax is defined via (12.68), one has

limn‘ =0. (12.72)
{—oo
Also, because W € Q,, we have that
lim E(t+8)—E(t—8)=0. (12.73)
—>00
Because (12.30) holds, it follows that
(D% (,0),T7(,0),2% (,®)) = (D(),T(),2(-)) woc. as L — oo, (12.74)
which implies that
. Al Al A A
lim (Df (t+8)—D7 (1— 5)) = Di(t+8) — Di(t — §). (12.75)

Recall that we are striving to prove (12.70). Toward that end, it follows from (12.71)-
(12.73) and (12.75) that it will suffice to prove the following:

) t+8 ) 1406 Z(u) .
(114 -
ghnolo s $i([|2"u])du /176 ) y(Y (u))du. (12.76)

The remainder of this proof is devoted to establishing (12.76). It follows from
(12.74) and (12.69) that there exists an integer ¢y > 0 such that, for £ > ¢,

At
min  Z7 (u) > €/4,
uelt—8,1+8] ' ()= ¢/

and
|2'|e /4 > maxc;.
cEC
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Thus, for any ¢ > /g and for any timeslot 7 € (|z|( — §),|*|(t + §)], one has
cr(t) < maxcy < [2'le/4 < Zi(x) <¥(v),
cEY

where ¢/(7) is defined via (12.61). It follows from (12.63) that for all 7 in the indicated
interval,

§i(1) = TBW@(Y(T— 1).

Now the homogeneity property (10.8) of y(-) implies that

46 L B 46 le‘(u) iy
| st un= [ 7 e )

Also, it follows from (12.30), part (c) of Lemma 10.1, and (12.69) that, for each u €
(t—68,t+0),

) ea o Ziw)
222%w(y (W) =y w7 ).

Thus, by the dominated convergence theorem (Corollary B.3),

1+ Z.Z[(u) .t 8 Zi(u) o
li L V& d :/‘ - Y (u))du, 12.77
él—>nolo/z—6 v (w) (P () -8 Ye(“)W( o) (1270
proving (12.76). 0

Proof of Lemma 12.23. Tt suffices to prove that, for each bufferi € .7,

21t

; (o

P{m:mnilkk—l:o}zl.
e |

Fix an i € .#. By the definition of §;(7) for T > 1, {s;(t) — $i(7),7 > 1} is a martingale-
difference sequence, meaning that

E[si(t) = $i(t)|Z(t—1)]=0 fort>1.

Because |s;(7) — $i(7)| < Smax, We conclude that {s;(7) — $;(t),T > 1} is a bounded
martingale-difference sequence, for which the standard SLLN holds; see, for exam-
ple, Theorem 3 in Section VIL.8 of Feller (1971). Because the martingale-difference
sequence {s;(7) — §;(7),7 > 1} depends on an initial state z, we have a family of
martingale-difference sequences indexed by {z/,#¢ > 1}. To define fluid limit paths, we
need a version of the SLLN for this family of sequences.

Draft (2020-4-2) of “Processing Networks”. Feedback: http://spnbook.org.


http://spnbook.org

12.8 Maximal stability of random proportional scheduling 255

For arbitrary € > 0 one has

‘ Fam; r
& () >£}<E[5f D] G _ R

IP’{a): .

(12.78)

The first inequality in (12.78) is an application of Chebyshev’s inequality, the last one
follows from the condition |z/| > ¢2, and the following estimates justify the second one:

2’|

[52 \z\} ZES, — 5t ]2+2ZE[(si(fc)—fi(f))(si(r’)—fi(r’))}

<7

= ZE 5i(7) = $i(0))? < sl
where the second equality follows from the fact that
E[(si(1) = §(2)) (5(2) ~ ()
= E| (si(7) = (1) E[(s1() — 5i(+)) 12(z' = ]| =0

for T < 7/, and the final inequality follows from |s;(7) — §;(7)| < smax for each 7 > 1.
Because

oosmax

Y 55 <o
22 ’

52185

the lemma follows from (12.78) and the Borel-Cantelli lemma (see Section B.2).

12.8 Maximal stability of random proportional scheduling

It follows from Theorem 12.8, equation (12.50), and the theorem below that the RPS
control policy is maximally stable when packet routes are fixed; that is, a packet network
with fixed routing is stable under the RPS control policy if there exists any Markovian
policy under which it is stable.

Theorem 12.28. Assume that the load condition (12.50) is satisfied. Then (a) the RPS
fluid model is stable, and hence (b) the DTMC Z under the RPS control policy is positive
recurrent.

Proof. It has already been established (Proposition 12.26) that the RPS fluid model is a
special case of the PF fluid model formulated in Section 10.4, specifically with (%) play-
ing the role of 7. Also, our earlier definition (8.30) of the load vector p for the PF fluid
model, when specialized to the fixed routing model now under discussion, agrees with
(12.49). Thus the general stability condition (10.37), when specialized to the RPS fluid
model, is equivalent to (12.50), and part (a) of the current theorem is then immediate
from Theorem 10.5. Part (b) is immediate from part (a) and Theorem 12.27. O
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12.9 Sources and literature

The slotted-time model formulated in Sections 12.1 and 12.2 is a generalized version
of the multi-hop network model propounded by Tassiulas and Ephremides (1992), in-
corporating both dynamic routing and order-of-service decisions. As noted earlier in
Chapter 9, it was Tassiulas and Ephremides (1992) that introduced and analyzed the
max-weight and back-pressure control policies, although the term “back-pressure” only
appeared later in work by Tassiulas (1995). Fluid limits in slotted time were first devel-
oped in the work of Dai and Prabhakar (2000) on data switch models. Those authors
obtained fluid-scaled limits while keeping the initial state fixed, a restrictive setup that
allowed them to prove results on “rate stability,” but not to prove the stronger property
of positive recurrence that we obtain here in Theorem 12.27.

The fixed-routing model analyzed in Section 12.6 is essentially the same model
considered by Walton (2015), although our notation and terminology differ substan-
tially from his, and also from the notation and terminology of Tassiulas and Ephremides
(1992). For example, what we call a “configuration” corresponds roughly to what Tassi-
ulas and Ephremides (1992) call an “activation set,” and in our terminology a “schedule”
specifies numbers of transfers to be executed in a timeslot per packet class, but in Wal-
ton (2015) it specifies numbers of potential transfers made available per link. Also,
Walton (2015) uses the term “queue” where we use “link.” Some of Walton’s terminol-
ogy is adopted from earlier work on slotted-time “switched network” models by Shah
and Wischik (2012).

In making decisions about model formulation and exposition, authors must balance
conflicting desires for generality, simplicity, and mathematical precision. The choices
we have made in this chapter, particulary those deviating from usage by previous authors,
often reflect yet another concern, namely, consistency with the notation, terminology and
modeling style used in earlier parts of this book.

As noted earlier, it was Walton (2015) who introduced what we have called the ran-
dom proportional scheduling (RPS) policy. He articulated the informational advantages
of that policy over the back-pressure algorithm, and proved its maximal stability using
an entropy Lyapunov function. The RPS policy uses random selection to “disaggregate”
the link-level transmission totals that it determines via proportional fairness logic. An
alternative disaggregation approach is to transmit packets queued for any given link on a
FIFO basis, which is at least roughly the mechanism used in the management of Internet
flows. Analysis of that “FIFO proportional scheduler” is substantially more complex
than the RPS analysis, but it has been undertaken recently by Bramson, D’ Auria, and
Walton (2017), who prove the maximal stability of the policy in a fixed-routing packet
network.

Another example of a “low-information” control policy for packet networks, apart
from the two versions of Walton’s proportional scheduler mentioned above, is the queue-
proportional rate allocation (QPRA) scheme propounded in recent work by Li and Sri-
kant (2016), details of which will not be presented here.
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Appendix A

Selected topics in real analysis

The primary focus of this appendix is real analysis. We review a few key definitions and
collect results that are important for this book. Our standard reference is Royden (1988)
and its updated edition Royden and Fitzpatrick (2010).

A.1 Absolutely continuous functions

Absolutely continuous functions are prominent in the proof of Lemma 8.5, which plays
a key role in the the analysis of fluid models. In the following definition, a and b are
numbers in R satisfying a < b.

Definition A.1. A function f : [a,b] — R is said to be absolutely continuous if for each
€ > 0 there exists a 0 > 0 such that

YIfOw) — fla)| <e
k

for any finite sequence of pairwise disjoint intervals (xx,yx) C [a, b] satisfying
Y Ok —x) < 8.
3
The following is Proposition 6.7 of Royden and Fitzpatrick (2010).

Lemma A.2. If f : [a,b] — R is Lipschitz continuous (see Definition 8.1), then f is
absolutely continuous on [a,b].

The following is a generalization of the fundamental theorem of calculus. It is a deep
result in real analysis, originally due to H. Lebesgue in 1902. See Fitzpatrick and Hunt
(2015) for a modern proof and an account of its history. This result, in combination with
Lemma A.2, is used repeatedly in Chapter 8.

Lemma A.3. Assume that f : [a,b] — R is absolutely continuous. Then (i) the derivative
of f, denoted f(t), exists for almost every t in (a,b); (ii) f is Lebesgue integrable on
(a,b); and (iii)

f(t) = fla)+ / [ f(u)du  fort € [a,b). (A.1)
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Proof. Part (i) follows from Corollary 5.12 in Royden (1988). Parts (ii) and (iii) follow
from the proof of Theorem 5.14 in Royden (1988). O

A.2 Sequential compactness

In this section we use N to denote the set {1,2,...} of natural numbers.

Definition A.4. Let (X,p) be a metric space with distance function p. A set A C X is
said to be sequentially compact if for every infinite sequence {x, : n € N} C A there is a
subsequence {ny : k € N} such that

]}im p(xy,,x.) =0 for some x, € A.
—»00

In a metric space, a set is sequentially compact if and only if it is compact (see,
for example, Theorem 9.16 of Royden and Fitzpatrick (2010)), but for purposes of this
book, it is convenient to focus on the former concept rather than the latter. The follow-
ing is a well known result for the special case of a Euclidean space; see, for example,
Theorem 9.20 of Royden and Fitzpatrick (2010).

Theorem A.5 (Bolzano-Weierstrass). Fix an integer d > 0. Any bounded and closed set
A C R? is sequentially compact.

A.3 Path spaces, u.o.c. convergence, and equi-continuity

Let d > 0 be a fixed integer. For an interval [a,b] C R, let D([a,b],R?) be the set of
functions x : [a,b] — R¥ that are right continuous in [a,b) and have left limits in (a,b].
Also, let C([a,b],R?) be the subset of continuous functions on [a,b]. For a function
x € D([a,b],RY), let
[llasy == sup (o).
a<s<b

Given a sequence of functions {x,} C C([a,b],R?), we say that x, converges to x, €
C([a,b],R?) if || — x| (4.p) = O as n — oo. In this case x, is said to be the limit (or less
commonly, limit point) of the sequence. A set A C C([a,b],R?) is said to be closed if it
contains all of its limit points.

We denote by D the set of functions x : R — R? that are right continuous on
R, and have left limits in (0,0), and denote by C? the subset of functions in D’ that
are continuous. If x € D? and 0 < a < b, then the restriction of x to [a,b] belongs to
D([a,b],R?). For a function x € D and t > 0, we write ||x||; as shorthand for [1[[0,4]-

Definition A.6. A sequence {x,} C D’ is said to converge uniformly on compact sets,
written x, — x,. u.0.c., if there is an x, € D¢ such that, for every t > 0,

lim ||x, — x.||; = 0.
n—soo0
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One can metrize u.o.c. convergence by defining
p(x,y) = / e 'min(1,|jx—yl|;)dr foranyx,y € D’;
0

that is, x,, — x, u.o.c. if and only if p(x,,x.) — 0 as n — co. While u.o.c. is a common
convergence mode for the space C¢, it is not a common one for D?. The popular topology
on D4 is the Skorohod J; -topology; see, for example, Ethier and Kurtz (1986). When
X, is in €4, it is well known that Xp — X4 w.0.c. if and only if x, — x, in the Skorohod
Ji-topology. In our book, the limit x, is always in C¢ for some integer d > 0, and
therefore u.o.c. convergence of functions in D¢ is always equivalent to convergence in
the Skorohod J;-topology.

Definition A.7. Fix an integer d > 0 and an interval [a,b] C R.. A set of functions
A C C([a,b],RY) is said to be equi-continuous if the following holds: for every € > 0
there exists a § > 0 such that

sup|x(r) —x(s)| < €
X€A

for every pair 5,7 € [a,b] with |t —s| < §.

When the set A contains a single function, equi-continuity is simply uniform con-
tinuity of that single function. The key in Definition A.7 is that one needs to choose a
0 > 0 that works for all functions in A. Clearly, if a set of functions A is equi-continuous,
then its closure is also equi-continuous.

Theorem A.8 (Arzela-Ascoli). Fix an integer d > 0 and an interval [a,b] C Ry. Let
A C C([a,b],R?) be a closed set of continuous functions. Then A is sequentially compact
if and only if (i) the set {x(a),x € A} C R is bounded, and (ii) A is equi-continuous.

For a proof, see Theorem 10.3 of Royden and Fitzpatrick (2010). The following
corollary will be used in this book.

Corollary A.9. Fix an integer d > 0. Let A C C¢ be a set of continuous functions
satisfying (a) x(0) = 0 for each x € A, and (b) A is equi-Lipschitz in the following sense:
there exists a constant L > 0 such that

sup|x(r) —x(s)| < L|t — s (A.2)
X€EA

for any s,t € Ry. Then for any sequence {x,} C A, there exists a subsequence {x,, }
such that x,, —y u.o.c. for some'y € ce.

Proof. We use a standard “diagonal argument.” The sequence {x, }, restricted to [0, 1], is
a subset of C([0, 1],RY) that satisfies both conditions (i) and (ii) of Theorem A.8. Thus
there is a subsequence {x,, ,,k > 1} such that

lim [[x,, = yi[}y =0
k—yoo
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for some y; € C([0,1],R?). Assume there is a subsequence {x,, ,,k > 1} such that

lim ||x,,,,, — Ym|lm =0 (A.3)
k—yoo

for some y,, € C([0,m],R?). The sequence {x,,,,,k > 1}, restricted to [0,m+ 1], is a
subset of C([0,m + 1],R?) that satisfies both conditions (i) and (ii) of Theorem A.8.
Thus there is a subsequence {x,,,, ,,k > 1} C {x,,,,k > 1} such that

,}gg”xnmlk —Ym+1 ||m+l =0.

Because {x,,,,, .,k > 1} is a subsequence of {x,, ,,k > 1}, we have
Ym+1(t) =ym(t) fort € [0,m). (A4)

Thus, by induction, for each integer m > 1 we have constructed a sequence {xnm_’k k> 1}
and y,, € C([0,m],RY) such that (A.3) holds. Define

y(t) :==ym(t) forre[0,m].
It follows that y(¢) is well defined for all € R and y € C?. We now show that
Xp, =y U.0.C. as k — oo, (A.5)

For that argument, fix an € > 0 and a ¢t > 0. Let m > ¢ be an integer. There exists an
integer N,, > m such that

”'xnm,k _y”m <E&
for k > N,,. Because {ny x,k > m} is a subsequence of {n,, x,k > m}, we have
1% = Ylle < g, = yllm <&
for k > N,,. O
The following lemma can be found in Dai (1995a).

Lemma A.10. Let {f,} C D be a sequence of nondecreasing functions on Ry and f € C
be a continuous function on R. Assume that f,(t) — f(t) for all rational t > 0. Then
fn— fuo.c.

Proof. First, because f, is nondecreasing and f is continuous, one can check that f,(z) —
f(¢) for every t € R,. To see this, suppose that € R and ¢ is not rational. Then there
exists a rational sequence #; >t with #; — f as kK — co. Because

fn(t) S fn(tk)
foreachn > 1,

limsupfn(l> < Jggfn(tk) = f(lk)'

n—oo
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Taking k — oo and using the fact that f is continuous, one has

limsup £,(1) < £(1).

n—yoo

Similarly, by taking #;, < ¢ with #; — ¢, one can show that
liminf f,,(t) > f(z).
n—soo

The preceding two displays imply that lim,, . f,,(t) = f(¢).
Next, suppose that f;, does not converge to f uniformly on compact sets. Then there
exist € > 0,7 > 0 and {#,, } such that 7, <t and

| o, () — f(ty,)] > € forall . (A.6)

Because {#,,} is bounded, we may assume that ,, — o < ¢. Thus for any 6 > 0, 1,
eventually is less than 7y 4+ 8. Hence for [ large enough,

fm(tnz) _f(t’lt) < f”[(t0+6) _f(tnz)
= Jfu(to+06)—flto+8)+ fto+ &) — f(to) + f(t0) — f (tn,)-

Therefore,

limsup (fy,, (t,,) — f(tn,)) < f(to+ ) — f(to0)-

[—oo

Because f is continuous and 0 is arbitrary, we have

limsup (£, (t,) = f (t,)) < 0.

[—o0

When £y > 0, one can similarly prove that
liminf (fy, (t) = f(tn,)) 2 0.
When 1y = 0,
Biminf (f, (i) = £ (1)) 2 Jim (£,(0) = £(t,)) = 0.

Thus we have
lhm (fnl (tnl) _f(tn,)) =0,
—>00
which contradicts (A.6). Hence the lemma is proved. [l
The following lemma is used in the proof of Theorem 11.4.

Lemma A.11. Suppose that for each n € N the functions f,,g, € D(R1,R) are nonde-
creasing with f,(0) = g,(0) = 0, and that each pair (f,,g,) satisfies

Ja(t) = fu(s) < gu(t) —guls), 0<s<t. (A7)

Assume that g, — g u.o.c. and g is continuous. Then there exists a subsequence {ny}
such that f,, — f u.o.c., where f is a continuous function.
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Proof. By the standard “diagonal argument” there exists a subsequence {rn; } such that

f@) = lim f, (1),

k—yoo

exists for each rational ¢ > 0. For each irrational t > 0 we define

f(r)y:= inf  f(s).
s>t, s rational
It will be shown that
0< f(t)—f(s) <g(t)—g(s) foranyO<s<t. (A.8)

Equation (A.8) and the continuity of g imply that f is continuous, and it then follows
from Lemma A.10 that f,, — f u.o.c. as k — oo.
To prove (A.8), fix 0 < s < t. Pick two sequences of rationals {s;} and {#,} such that

tp>sp, ty>t, syp>s foreach/

and

limsy=s, lim f(s;) = f(s), lim#y, =1, lim f(t;) = f(¢).

{—oo oo {—so0 {—oo0
By (A.7), for each k and each /,

fnk(tf) _fnk (Sg) < gnk(tf) _gnk(sﬁ)'
Taking the limit as k — oo,
Fte) = f(se) < g(te) — g(s0).

Finally, taking the limit as £ — oo gives (A.8).

A.4 Dini derivatives

For a function f : R} — R, the upper Dini derivative and lower Dini derivative of f at ¢,
denoted D" f(¢) and D~ f(t), respectively, are defined as follows:

flt+h) —f@)

DT f(t) := limsup , (A9)
110 h
D™ f(1) := liminf LEFM =) (A.10)

110 h

The following is used repeatedly in the proofs of Lemma 10.13 and Lemma 10.8.
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Lemma A.12. For any functions f, fi,f» 1Ry — R,

D™ (—=f(t)) = —=D" f(1), (A.11)
DY (fi(1)+ f2(2)) <D™ fi(t) + D" fa(1), (A.12)
D™ (fi(t)+ f2(t)) > D™ fi(t) + D™ fo(1). (A.13)

Furthermore, assuming f : R, — R is continuous and g : R — R is continuously differ-
entiable and nondecreasing, we have the following:

Dg(f(t)) =& (f(1)D" (1), (A.14)
D g(f(t)) =& (f(1)D" f(2). (A.15)
Proof. (A.11) follows from the definitions (A.9) and (A.10) and the fact that
limsup(—a,) = —lilgi}}fan

for any sequence {a,} C R. (A.12) follows from the fact that

limsup(a, + b,) < limsupa, + limsupb,
n

n n

for any two sequences {a,},{b,} C R. (A.13) follows from (A.11) and (A.12). The
proofs of (A.14) and (A.15) are routine and are omitted.
O
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Appendix B

Selected topics in probability

B.1 Uniform integrability, dominated convergence, and Vitali convergence

In their most general form, the results presented in this section involve integration over
general measure spaces; see, for example, Chapter 18 of Royden and Fitzpatrick (2010).
The general measure space framework encompasses both the integral versions and the
summation versions of the results in question. For example, the proof of Theorem 12.24
utilizes the integral version of the dominated convergence theorem below, whereas the
proof of Theorem D.24 utilizes the summation version of the same theorem. For no-
tational simplicity, we choose to state these results in terms of random variables on a
probability space. Generalizing results from probability measures to finite measures
should be straightforward.

As usual, given a random variable X on a probability space (Q,.%,IP), we define the
expectation of X as the integral

E(X) := /QX(a))dIP’.

Definition B.1. A sequence of random variables {X,, : n € N} is said to be uniformly
integrable if

lim supEE (X, 1,0y ) = 0. (B.1)

A= peN

Because
E(1%/"4) 2 @B (Xl 1 (5, 0) )

for any a > 0 and € > 0, a sufficient condition for (B.1) to hold is

supE(yX,,\”e) < oo (B.2)
neN

for some € > 0. The following is Theorem 4.5.4 of Chung (2001).
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Theorem B.2 (Vitali convergence theorem). Let {X, : n € N} be a sequence of random
variables on a probability space (Q,.F,P). Let X be a random variable on the same
probability space. Assume that

lim P{|X, — X| > e} =0 (B.3)
n—soo

for each € > 0. Assume further that the sequence {X, : n € N} is uniformly integrable.
Then,

lim E|X, —X| = 0. (B.4)
n—yoo

Asa consequence,
lim E(X,) = E(X). (B.5)
n—soo

Corollary B.3 (Dominated convergence theorem). Consider the same setting as in The-
orem B.2, but with the uniform integrability condition replaced by the following:

X, (w)| <Y(w) (B.6)

for all n € N and almost all ® € Q, where Y is some non-negative random variable on
the same probability space satisfying

E(Y) < oo. B.7)
Then (B.4) and (B.5) hold.

Proof. One can verify that conditions (B.6) and (B.7) imply uniformly integrability of
the sequence {X,,}. Thus, (B.4) and (B.5) hold by Theorem B.2. O

When (B.3) holds, {X,} is said to converge to X in probability. It is known that
almost sure convergence implies convergence in probability.

Lemma B.4 (Fatou’s lemma). Let {X, : n € N} be a sequence of negative random vari-
ables on a probability space (Q, F ,P). The following inequality holds

E(liminf X,) < liminfE(X,). (B.8)
n—oo n—yoo
We conclude this section with the following simple proposition.

Proposition B.5. Let E = {E(t),t > 0} be a Poisson process with rate A > 0. Fix an
h > 0. The family of random variables

{%E(z‘h),t > 1} is uniformly intergable.
Proof. Foranyt > 1,
2
E(%E(rh)) - tlz(;um (Ath)?) = lth +(Ah)? < Ah+ (Ah)2.

Thus, condition (B.2) is satisfied for the family with € = 1. Therefore, the family of
random variables is uniformly integrable. O
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B.2 Borel-Cantelli lemma

Let {A, : n > 1} be a sequence of events in a probability space (Q,.%#,P). When we
speak of the event {A, occurs for infinitely many n}, this should be interpreted as short-
hand for

My Ui A
The proof of the following lemma can be found on page 77 of Chung (2001).

Lemma B.6 (Borel-Cantelli). Let {A, : n > 1} be a sequence of events in a given prob-
ability space. If

oo

) P(A,) <o, (B.9)

n=1

then
IP’{An occurs for infinitely many n} =0.
The following is a corollary of the Borel-Cantelli lemma.

Corollary B.7. Let {X, : n > 1} be a sequence of random variables on a probability
space (Q,.7 ,P). Suppose that for each € > 0,

iIP’{|X,,| > e} <oo (B.10)
n=1

Then, with probability one, X,, — 0 as n — oo. That is, IP’{(O € Q:limX,(w) = 0} =1.

Proof. Let A = {® € Q : lim, .. X,,(®) = 0}. It suffices to prove P(A°) = 0, which
follows from

: o0 o0 (oo} 1
A =Uply My Un:k{|Xﬂ| > Z}
and
[} o0 1
P(ﬂk:1 Un:k{\Xn\ > Z}> =0 foreach?>1.

The latter equality is proved for each ¢ > 1 by applying Lemma B.6 with

A, = {w €Q: (X, (0)| > %}

observing that (B.9) holds because of (B.10) with € = 1/¢. O
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B.3 The maximum of many i.i.d. random variables

Proposition B.8. Let X|,X,,... be i.i.d. random variables such that P{X, > 0} = 1 and
E(X{ ) < oo for some € > 0. Then

IP’{ lim1 max Xk:O} =1.

n—eo 11 1<k<n

Proof. By the SLLN for i.i.d. random variables, with probability one,

lim = le+8 E(x1+£)

n—eo (=

which implies that, with probability one,

lim
n—soo n] +e

Zx”s . (B.11)
Because

n
max X1+£ < ZX]<1+87
1<k<n =1

we have from equation (B.11) that, with probability one,

1 I+ _
Jim e s X =0 @12
Because the function y'/(17€) is continuous in y > 0, it follows that (B.12) is equivalent
to

.1
lim — max X; =0,
n—eo 11 1<k<n

which proves the lemma. O

B.4 Propositions related to entropy-like functions

In this section we state and prove some propositions that play a central role in Section
10.5, where an entropy Lyapunov function is used to prove stability of a certain fluid
model. Unlike other topics treated in the appendices of this book, these are not results
that appear in standard reference works. Rather, they are specialized, technical proposi-
tions that are essential for our purposes but represent a digression from the main flow of
ideas in the body of the book.

We take as given a positive integer I, a vector A € R/, and an I x I non-negative
matrix P. We assume that P has spectral radius less than 1. Thus, by Theorem F.1 in
Appendix F below, (I — P')~! exists and has the following Neumann expansion:

(I-P)~ ZP" (B.13)
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(Here prime denotes transpose as usual, and the letter / is reused to denote the identity
matrix.) Let . = {1,...,I}, calling .# the set of classes. We interpret A; as an arrival
rate from the external world into class i, and F;; as a transition rate from class i to class
j. Foreachie .7 let

Po:=1-Y P; (B.14)
jeS
Then
Y Pj=1foreachic .7, (B.15)
j€Iy

where .7 = .7 U{0}.

Traffic equations. Let o:= (I—P')~!4, interpreting ¢; as a total arrival rate into class
i, including both external arrivals and internal transitions. Then « uniquely solves the
system of traffic equations (2.36), which we restate here for convenience:

a=A+Pa. (B.16)

Throughout this section we define o := 1 and assume A and P to be such that o > 0.
That is, by assumption and convention,

o >0foric ¥ and ay=1. (B.17)
Let
Sy:={ie S >0}, (B.18)

calling the elements of this set input classes. In words, the following lemma says that
H is not empty and each class i € .# is reachable from an input class iy € .%.

Lemma B.9. For each class i € .J there exist an integer p > 0 and classes i, iy, ... ,ip,
such that

io€ S, Py, >0 fork=0,1,....p—1, and i,=i. (B.19)

kik+1
Proof. From (B.13) and the definition & = (I — P')~'A we have
- v k
k=0 je.s k=0 jeH
Because ¢; > 0 by assumption, there must then exist an iy € ., and p > 0 such that

P’ >0,

iol

which implies (B.19). O
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Let e be the column vector of ones. Then,

Y i=dA=(I-P)a=(I-Pe)a=Y Poa. (B.20)
ics ics

The left-hand side of (B.20) is the total input rate to all classes from the external world,
and the right-hand side is the total outflow rate from all classes to the external world.
The following lemma uses (B.20).

Lemma B.10. Set dy = 1 by convention and let dy,--- ,d; be arbitrary. Then

Yd+Y =Y a ZPUd/Ocj+Zd;L (B.21)

ics i€y i€es  jedy ics Qi

Proof. Recall that oy = 1. The first term on the right side of (B.21) is equal to

Z Z Pljd ‘|‘ Z Pant

zefjef i€y
d.
= Z Z al-+ZPio(x,~: Z—J(aj—lj)JrZPioai
jer %jicy ics jer % ics

=Y q —Zd—+ZPoa,, (B.22)

=24 =24 & ics
where the second equality follows from the traffic equation (B.16). Then the lemma

follows immediately from (B.20). O

Relative entropy. It is convenient to introduce the notion of relative entropy, which is
also called Kullback-Leibler divergence and information divergence. Let 2 be a finite
set, and let (p;) and (g;) be two probability distributions on 2~ with ¢; > 0 for each
i € Z'. We define the relative entropy

D(pllg) : pilog (2 (B.23)
= X niloe (1),

with the convention that p;log (p;/gi) = 0 when p; = 0. The following lemma is stan-
dard; see, for example, Lemma 11.6.1 of Cover and Thomas (2006).

Lemma B.11 (Pinsker’s inequality). Let (p;) and (q;) be as above. Then

D(pllq) > 2( Y. |pi—ail )2- (B.24)

ez

The following easy generalization of Pinsker’s inequality removes the requirement
that (p;) and (g;) be probability distributions.
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Lemma B.12. Let (p;,i € Z°) and (q;,i € Z) be two non-negative functions on a finite
set . Assume that q; > 0 for alli € 2" and

Y ri=Y q. (B.25)

ieZ e

Then the relative entropy function defined by (B.23) satisfies

D(pllg) > (X lpi—al)” (B.26)
22163&” Di l;’% L L
Proof. For each j € 2 define
N pPj A 4qj
pji= and ¢§;:= .
’ Yiex Di ! Yiea 4i

Then (5;) and (§;) satisfy the hypotheses of Lemma B.11, which gives us the following:

D(pllq) = (Zm)pm

ieZ

z%(z m) (X 10r-a)
(Z ’Pj %) .

22165&” Pi jex
O

Lemma B.13. Let A and P be as specified at the beginning of this section. Given d =
(d;) € R!, define

a:=A+Pd and dy=1. (B.27)

Assume that d; > 0 fori € .Z. Then

Z (di—ai) log (d,'/Ol,') (B-28)
ics
21 1 (Z}L,-‘l—d,-/ai]—i—Zoc,-‘d,-/oc,- Z P,]d /OCJ|)

2 Zieﬂ d +Zie] Ai ics i€y JESL

Proof. First,

Y ailog(di/oy) =) (li—i- Y Pjidj) log (di/ o)

ics i€y =4

—Zklog d/ocl —|—Zd Z ilog d/(x,
ies jeSJS eI

=Y Alog(di/oy)+ Y, d; Y, Pjilog(di/ o)
ics jeS eIy
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= Z)L,-log (d,-/ai)+ Zdi Z Pijlog(dj/aj), (B.29)
=54 i€es jedsy

where, in the third equality, we have used the convention that dy = 1 and ap = 1, and in
the last equality we have swapped the dummy variables i and j. Because the function
log(x) is concave for x € (0,0) and (B.15) holds, we have the following for each i € .#:

Y Pjlog(dj/ay) <log( Y Pydj/ay). (B.30)
JjeIL jeI

Therefore, it follows from (B.29) and (B.30) that
Z (d, — Cl,') IOg (d,'/OCl') = Z dl' 10g (dl'/OC,') — Z a; IOg (di/OCl‘)

i€y i€y icd

> Zdi<log(d,-/a,-)—log( Z P,'jdj/OCj)) — Z?Lilog(di/oc,-)
ics JES ics

=) dilog ( d ) + Y Ailog (o4/dy)
ics %) jes. Pjd;/ o ics

d; Ai

=Y d1 ’ + ) Al B.31

iezﬂ Og(aizjeﬂl%jdj/aj) Ezﬂ Og(dl/ ) ( )

where ¢ is defined via (B.18). The right side of (B.31) can be expressed as a relative
entropy D(pl|q), as defined in (B.23), where p = (p;,i € S U %) and g = (¢;,i € S U
H) are defined as follows:

di forie 7, Ot,‘zjej+Pijdj/Otj forie .7,
pi = i and ¢;:= )
A forie %, didi/ o fori € ..

Lemma B.10 implies that condition (B.25) on p and ¢ is satisfied. The latter condition
guarantees that inequality (B.26) holds. It follows from (B.31) that

Z (d; — a;)log (di/ o) = D(p||q)

i€y
1 1 2
> = ( Ai—didi/o;| + di—o; P;d; oc~>
2Yicodi+Yicqhi iez;ﬂo‘ =il iez;ﬁ‘ l lje§+ i/ 2]
1 1
22,-eydi+z,-eﬂi(,-§/ e L edd/on 3, B esl)
proving the lemma. ]

Lemma B.14. Given a constant § > 0 and a vector oo € R! with all components strictly
positive, consider the following optimization problem:

kK(a,6)= min Y a|ldi— Y Pjdj|, (B.32)

deRl :|d— e|>6;c g jes,

where dy = 1 by convention and e is the vector of ones. The optimal objective value
K(et, 8) is strictly positive.
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Proof. Let us denote by f(d) the objective function in (B.32), that is,

fld)y=Y oldi— Y Pjdj|>0 fordeR. (B.33)
ics jeIg,
The following will be proved below: the only d € ]R’+ giving f(d) =0isd = e. Assuming
that claim is valid, we now complete the proof of the lemma. First, the objective function
f(+) in (B.32) is continuous, and f(d) — oo as |d| — oo, from which it follows that the
minimum in (B.32) is achieved at some point d* € R/, with |d* —e| > §. Because d* # e,
the claim establishes that k(, d) = f(d*) > 0, proving the lemma.
To prove the claim, observe that f(d) = 0 if and only if

d;: = ZPfidJ'+P"O foreachie ..
jes

In vector form, that is expressed as
(I —P)d = Py,

where P is the column vector whose ith component is Pjy. Obviously, d = e satisfies
this equation, and it follows from (B.13) that / — P is invertible, so the solution is unique.
This proves the claim. Ul

The following lemma can be proved using elementary calculus. Here we recall the
convention (10.46) that 0log(0) = 0.

Lemma B.15. The function

h:x€R;y — h(x) =xlog(x) € R (B.34)
is right continuous at x = 0, is strictly negative in (0, 1), and satisfies the following:
1
inf x1 =——.
nfloet) ==

Lemma B.16. Forany a,d e Rwith0 <a<dand(0<d < d, the following holds
1
(a—d)log(d) < alog(1Vd)+ —. (B.35)
e
Proof. The left side of (B.35) is equal to

(a—d)log(d) = alog(d) — dlog(d)
< alog(1Vd)—dlog(d)

1

<alog(1Vd)+ -
e
1

<alog(1vd)+—,
e

where the first inequality follows from the monotonicity of the function log(x) and the
nonnegativity of a, the second inequality follows from Lemma B.15, and the last in-
equality follows from the nonnegativity of log(1V d). O]
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Appendix C

Discrete-time Markov chains

In this appendix we review discrete time Markov chains (DTMCs). They play a critical
role in describing continuous time Markov chains (CTMCs), which will be reviewed in
Appendix D. In addition, DTMCs will be used in Chapter 12 to directly model slotted-
time communication systems. Our standard reference is Chapter 1 of Norris (1998),
which contains proofs for most of the results cited in this chapter. The only exceptions
are Sections C.7 and C.8, in which sufficient conditions are established for positive re-
currence of a DTMC. Norris (1998) does not cover this topic, but it is central to our
book. For that reason, proofs are provided in those two sections.

C.1 Definition of a DTMC

Let .7 be a discrete space, either finite or countable. A generic element of . is denoted
by i or j. A sequence of random variables {X;,k € Z. }, defined on some probability
space (,P), is called an .¥-valued stochastic process with index set Z. if Xy(w) € .7
for each k € Z, and each sample path @ € Q. When the context is clear, we denote by
X the complete stochastic process {Xi,k € Z }. An . x . matrix P = (P;) is said to
be a stochastic matrix if P;; > 0 and } ) o Py = 1 foreach i, j € .7

Definition C.1. An .”-valued stochastic process X = {X; : k € Z} is said to be a
discrete time Markov chain (DTMC) with state space .7, transition matrix P = (P;;) and
initial distribution u = (W;) if

U is a distribution on .7, (C.1)

P = (P;) is an . x . stochastic matrix, and (C.2)

P{XO = i07X1 = il PR 7Xk71 = ik*th = lk} = ““l'()Pl'()il o .])ik—lik
foreachk € Z, andeachiy € ., £=0,... k. (C.3)

Because k € Z, and iy € .7 are arbitrary, (C.3) fully specifies the distribution of the
stochastic process X. Setting k = 0 in (C.3), one has P{X, = i} = p; for i € .7, which
justifies calling u the initial distribution of X. We denote by P, the distribution of X
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corresponding to initial distribution y. For a state i € ., we use P; as shorthand for P,
when p concentrates all its mass on state i. Thus one has the identity P;{Xy = i} = 1.
From (C.3), using the definition of conditional probability, one can verify the following.

Proposition C.2. A DTMC X with transition matrix (F;j) satisfies
P{Xir1 =j [ Xo =0, Xem1 = i1, X = i} = P{Xps1 = j| X = i} (C4)

and
P{Xys1=j| Xk =i} =Py (C.5)

foreach k € Zy and each iy, ... ,iy_1,i,] € .&.

Equation (C.4) expresses the Markov property of X: knowing the “current” state X,
the past history Xp,---,X;_; is irrelevant for predicting the future evolution of X. It is
understood that (C.4) holds for each k € Z and each iy, ...,i;_1,i,j € .% such that

]P{X() =00y, Xpo1 = g1, X = l} > 0.

Because iy, . ..,ir_; € . in (C.4) are arbitrary, sometimes (C.4) is written in the follow-
ing alternative form:

P{Xis1=J | Xo,.. . Xe1, X =it =P{Xe 1 = j | Xe = i} (C.6)

Because of equation (C.5), (P;) is called the one-step transition probability matrix.

C.2 Strong Markov property

Let X be a DTMC with a countable state space .”. We assume that X lives on some
probability space (Q,P). A function 7: Q — Z, U{eo} is said to be a stopping time with
respect to X if, for each integer k > 0, the set {® € Q : T(w) < k} can be written as the
union of sets having the form

{@EQZonio,Xl :il,...,Xk:ik},

where iy, i1,...,i € . That is, the occurrence or non-occurrence of the event {7 < k}
is determined by the random variables Xy, Xi, ..., X;. Therefore, to check whether a
stopping time 7 has occurred by time k, one does not need any “future” information
about X1, Xg42, .- -

Theorem C.3. A DTMC X with state space . satisfies the following strong Markov
property: for each stopping time T, each k > 0, and each i, j € .,

lPJ{AX’L'Jrk = j‘X07X1 PR 7X’C—17X’L' = i7T < oo} = ]ID{XT+k = J|X’L' = i7T < oo}
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C.3 Communicating classes and irreducibility

Let X be a DTMC with state space .¥” and transition matrix P.

Definition C.4. (a) A state i € .7 is said to reach state j # i if there exists an integer
k > 0 such that Pl.j’.‘ > 0. (b) States i # j are said to communicate if state i reaches state j
and state j reaches state i. By definition, each state i communicates with itself.

It is easy to check that if state i reaches state j and state j reaches state /, then state
i also reaches state /.

Proposition C.5. The state space . of a DTMC can be uniquely represented in the
form
& =CU---UCk,

where Cy,--- ,Ck are disjoint communicating classes (that is, any two states that belong
to the same class Cy, communicate, and any two states that belong to two different classes
do not communicate).

Definition C.6. A DTMC is said to be irreducible if there is exactly one communicating
class.

Definition C.7. A communicating class C C . of a DTMC with transition matrix P is
said to be closed if P;j = 0 for each i € C and each j & C.

C.4 Recurrence and invariant measure
Let X be a DTMC on state space . with transition matrix P. For a state i € .’ we define
T, = ll’lf{k >1: X = l}

In words, 7; is the first time at which X visits state i. By convention, 7; = oo if X never
visits state i. Define f; = P;{7; < oo}, the probability that X eventually returns to state i
when starting there, and N; = };” | 1x,—;, the rotal number of visits to state i (a random
variable).

Definition C.8 (Recurrence). State i is said to be recurrent if f; = 1. Otherwise, state i
is said to be transient.

Proposition C.9. (a) If state i is recurrent, then P;{{N; = oo} = 1. As a consequence,
E:(N;) = oo. (b) If state i is transient, then

Ei(N;) = —— < o, (C.7)
and as a consequence, Pi{N; < oo} = 1.
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Note that
Ei(N;) = Ei( Y 1{Xk:i}> =Y Ei(ly—y) = Y Pi{Xi=i} = ) A/
k=1 k=1 k=1 k=1

Thus we have the following corollary.

Corollary C.10. (a) State i is recurrent if and only if
Y Pf=co. (C.8)
k=1

(b) When the state space . is finite, there is at least one recurrent state.

Proposition C.11. If state i reaches state j and state i is recurrent, then Pj{7; < oo} = 1.
That is, starting in state j, the probability is 1 that X will eventually visit state i. As a
consequence, states i and j communicate.

Corollary C.12 (Solidarity). Assume two states i,j € S communicate. Then they are
either both recurrent or both transient.

Definition C.13. A nonzero function 1 : . — R, is said to be an invariant measure for
a stochastic matrix (P;;) if, for each state i,

n@) =Y n(i)Pi (C.9)

If the state space . is countably infinite, an invariant measure 7] may have infinite
total mass, meaning that Y ;c > 1(j) = . In that case 1 cannot be normalized to a
probability distribution on .. Assuming that state ¢ € . is recurrent, let us now define

T—1

n“ (i) = Ef( Y 1{xk=i}>- (C.10)
k=0

That is, n“)(i) is the expected number of visits to state i during a “cycle” between two
consecutive visits to the recurrent state ¢.

Lemma C.14. If state { € .7 is recurrent, then N9 (i) < oo for each i € ., and ) is
an invariant measure.

Theorem C.15. Let P be the transition matrix of an irreducible, recurrent DTMC. There

exists an invariant measure 1 for P such that n(i) > 0 for each i € ., and that invariant
measure is unique up to a constant.
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C.5 Positive recurrence and stationary distribution

Definition C.16 (Positive recurrence). For a recurrent state i of a DTMC X, let m; =
E;(7;). State i is said to be positive recurrent if m; < . Otherwise, state i is said to be
null recurrent.

Definition C.17 (Stationary distribution). Let X be a DTMC with state space .¥ and
transition matrix P. A probability distribution (or probability mass function) 7 : . —
[0,1] is said to be a stationary distribution of X if 7 is an invariant measure for P.

Assume state £ € . is positive recurrent. By Theorem C.14, the function n(©) de-
fined via (C.10) is an invariant measure for P. Define

One can verify that ¥, o 719 (i) = E;i(t/)/my = 1. Therefore, we have the following
lemma.

Lemma C.18. Assume state { € .5 is positive recurrent for a DTMC X. Then ©'¥) is a
stationary distribution of X.

Theorem C.19. Assume the DTMC X is irreducible. The following statements are equiv-
alent. (a) There is a state { € . that is positive recurrent. (b) Every state is positive
recurrent. (c) The DTMC has a stationary distribution. When any one of the above
conditions is satisfied, the stationary distribution T is unique and is given by

2(i) =~ forie .. (C.11)

C.6 Convergence to equilibrium and strong law of large numbers

Let X be a DTMC with countable state space. The period of state i, denoted d(i), is the
largest integer d having the following property: P;{X; =i} = 0 for all k > 1 that are not
divisible by d. In words, this means that a return to state i can only occur after a number
of periods that is an integer multiple of d(i). State i is said to be aperiodic if d(i) = 1. If
one state in a communicating class is aperiodic, then all states in that class are aperiodic.
If the states of an irreducible DTMC X are aperiodic, then X itself is said to be aperiodic.

Theorem C.20. Let X = {X,, :n € Z } be a DTMC that is irreducible, positive recurrent,
and aperiodic, with any initial distribution. Then

lim P{X, = j} =m; foreach state j, (C.12)
n—soo
where T = (T;) is the unique stationary distribution of the DTMC.
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In the rest of this section, we assume that the DTMC X is irreducible and positive
recurrent, but aperiodicity is not assumed. By Theorem C.19, there is a unique stationary
distribution 7. For a non-negative function f > 0: . — R, define

n(f) =) f(i)m(i), (C.13)
i€y
which can be infinite. For a general function f : . — R, let (i) = max(f(i),0) and
f~ (i) = max(—f(i),0) for each i € .. If at least one of (") and 7(f~) is finite, then
we define

n(f)=a(f")—xm(f)

Theorem C.21 (SLLN for a DTMC). Let f: . — R be a function. Assume that at
least one of w(f+) and w(f™) is finite. Then for each initial distribution 1L one has the
following:

. 1 N—1
P { lim ¥ £ = w(f)}=1. (C.14)
Corollary C.22. Foreachi,jc . and each initial distribution U,
1 N—1
Puf Jim 5 B Vot = 70Rs | =1 (€.15)

Proof. LetY, = (X,,X,+1). Then, Y ={Y, :n=0,1,...} is a DTMC on the countable
state space . x .. One can verify that Y is irreducible and positive recurrent with sta-
tionary distribution given by 7(i)P;; for each state (i, j) € .# x .. Then (C.15) follows
from (C.14) for the DTMC Y with

f(sag)zl{szi7§:j} for 5,5 € ..

C.7 A preliminary criterion for positive recurrence

When the state space of a DTMC is infinite, there is no guarantee that a stationary dis-
tribution exists, but the following lemma is a starting point for deriving sufficient condi-
tions; see Section C.8.

Lemma C.23. Let X be an irreducible DTMC on a countable state space .. Let C C .
be a finite subset and define T¢ as the first passage time of X into C, that is,

Te :=inf{k > 1:X; € C}. (C.16)

Suppose that
IEX<TC> <o foreachx€C. (C.17)

Then X is positive recurrent. As a consequence, it has a unique stationary distribution.
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Proof. Define T? = 0, and for each k > 1 define

k _ - k—1 . _ k=1 .
Te =inf{n> Tz : X, €C=T¢ ' +inf{n>1:Xp1,, €C}.

Then 0 = TCO < TC1 < ... is a sequence of stopping times for X. Define X; = XTéc for

k € Z . By the strong Markov property of X we have the following: X = {X; : k€ Z }
is a DTMC on the finite state space C. In particular,

B(Xpen = iy = in Xt = i1, Xpgg =) = B(Xpuor = j|Xps =)
for each k > 1 and each iy,...,i;_1,i,j € C.
Because X is irreducible, one can check that X is also irreducible. Therefore, X is
positive recurrent and has a unique stationary distribution. In particular,

E,(oy) <o foreachxeC,

where
oy =inf{k >1:X; € x}.

Fix an x € C. It follows that T, = Tg *. Therefore,

EdT,) = E(T%)= (ZYk)

I
uMg

Ykl{k<GX}

IN

m Z Ex(l{kgox}) = mEx(Gx) < oo,
k=1

where
_ Tk k—1 __ - .
Yo=Tc—Tg  =inf{n>1:Xp,, €C}

and we have used the facts that

{k < Gx} = {XTcl 7éx,. .. ,XTéc—l %X}
and

E(Ykl{kgox} ’XTC! yoe 'XTCI"]) = l{kSGX}E(Yk‘XTC"”‘) <m= I){leag(Ex(Tc) <
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C.8 Foster-Lyapunov criteria

Let X = {Xi,k € Z} be a DTMC on a countable state space . with transition matrix
P. Suppose that X is irreducible. When . is finite, Lemma C.14 and Theorem C.15
imply that X is positive recurrent. When .7 is infinite, positive recurrence can be proved
either by checking condition (C.17), or by finding a stationary distribution 7 satisfying
the balance equations 7P = 7. Both these approaches can be difficult if not impossible.

The Foster-Lyapunov criterion is the most widely used method to prove positive
recurrence of a DTMC. It provides a sufficient condition, involving a so-called Lyapunov
function V, for (C.17) to hold. This section develops two versions: a standard Foster-
Lyapunov criterion (Theorem C.26) and a state-dependent Foster-Lyapunov criterion
(Theorem C.27).

Lemma C.24 (Comparison theorem). Suppose that V,f,g: . — R are three non-
negative functions satisfying

PV(x) <V(x)— f(x)+g(x) xe.7. (C.13)

Then for any stopping time T and any state x € .,

7—1 T—1
Ex(Zf(Xk)> SV(XHEx(Zg(Xk))- (C.19)
k=0 k=0
Proof. For each integer k > 0 define Z; = V (Xy), and for each integer n > 1 define
7" = min {n, T,inf{k > 0:7; > n}}

Then 7" is a stopping time with respect to X, and for k < 7" one has

We first prove that
Tﬂ
Ey(Ze) = Ex(Zo) +Ex( Y. (E[Zi[Xo0, X1, .., Xi 1) —Zk,l)) : (C.20)
k=1

which is known as the Dynkin formula. Note that E,(Z;») can be infinite, in which case
the right side of (C.20) is also infinite. To prove (C.20), we note that
,L.n
Zo = Zo+ Y, (Zk—Ziy)
k=1

n
= Zop+ Z 1{Tn2k}(Zk _Zkfl)-
k=1
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Because 7" is a stopping time, the occurrence or non-occurrence of the event {7" > k}
is determined by the random variables X, ..., X;_1, or equivalently, the complementary
event {7 < k— 1} is determined by those same random variables. Therefore,

n

IEX(ZTn) = Z() +E <Z Zk—Zk 1|X07 Xk*l)l{r”zk}>

"
= Ei«(Z)+Ex (Z (Zi|Xo, - Xk—l)_Zk—l)a

proving (C.20).
We now use (C.20) to prove (C.19). By (C.18),

Ex(Zi|Xo, .., Xk1) Ex(V(Xk)[Xo,- ... Xu—1) = PV (Xi1)

< V(Xiet) = f(Xk—1) +8(Xi—1)
= Zi1— f(Xe—1) +8(Xi—1)
< Zj—1— f(Xi—1) AN +g(Xi—1),

where N > 1 is an integer. Noting that E,(Zy) = V(x) by (C.20), one has

Ex(ZT”) < V(x) +Ex(:zlg(xkl) _f(kal) /\N),

from which

Ex(]if(xk—l) /\N) <V(x) +Ex(§]g(xk—1))-

Taking N — o, by the monotone convergence theorem one has

(Zkal) V(x) 'HE(Zngl)

Letting n — oo on the both sides, again by the monotone convergence theorem, one has

<Zka1) V(x) +E(Zng1>
proving (C.19). O

Throughout the remainder of this section the definition (C.16) remains in force. That
is, we continue to define T¢ as the first passage time of X into C.

Lemma C.25. Suppose there exists a constant b > 0, a set C C ., and two non-negative
Sfunctions V, f : . — R, such that

PV(x) <V(x)— f(x)+blc(x) xe€.7. (C.21)
Then
To—1
(Zka) (R)+b xe.7. (C.22)
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Proof. Applying Theorem C.24 with g(x) = 1¢(x) and T = T¢, one has
To—1

Ex(tgolf(xk)) <V F 1e(x)

Then (C.22) follows from the fact that 1¢(X;) =0 for 1 <k < T¢. O

The following theorem is known as the Foster-Lyapunov criterion for positive recur-
rence of a DTMC. Condition (C.23) is known as the drift condition.

Theorem C.26 (Foster-Lyapunov criterion). Assume that X is irreducible. Suppose
there exist constants b > 0 and ¢ > 0, a finite set C C ., and a non-negative function
V.. — Ry such that

PV(x) <V(x)—c+blc(x) xe€.7. (C.23)
Then X is positive recurrent.

Proof. We prove the theorem by using Lemma C.25. The drift condition (C.23) implies
that (C.21) is satisfied with f(x) = c¢. Thus (C.22) holds. With our choice of f(x), (C.22)
becomes

cEi(Te) <V(x)+b foreachxe.”,

which implies that (C.17) holds. Because the set C is assumed to be finite and X is
assumed to be irreducible, Lemma C.23 implies that X is positive recurrent.
O

A key result in this book’s development of fluid-based stability theory is Lemma 3.7,
and for its proof the standard Foster-Lyapunov criterion is not sufficient. Rather, we
need the following state-dependent Foster-Lyapunov criterion. This version is a special
case of Theorem 1 of Foss and Konstantopoulos (2004), whose proof was attributed to
Tweedie (1976). This version also appeared in Meyn and Tweedie (1994) for general
state space.

Theorem C.27 (State-dependent Foster-Lyapunov criterion). Assume that the DTMC X
is irreducible. Suppose there exists a constant b > 0, a finite set C C ., a function

n:—{1,2,...},
and a non-negative function V : . — R such that
E, (V(X,,(x))> <V(x)—n(x) +ble(x), x€.7. (C.24)
Then X is positive recurrent.
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Proof. Define Xo=x, N(k) =N(k—1)+n(X;_1) and X; = Xy fork> 1. Let P(x,x') =
P{X,(x) = x'|Xo = x}. Then P = (P(x,x’)) is a stochastic matrix. It follows that X =
{Xy : k€ Z,} is a DTMC satisfying (C.21) with f(x) = n(x) and with P replacing P.
Therefore,

Ex< y n(;zk)) <V(x)+b, x€.7, (C.25)
k=0
where
Tc=inf{k>1:X, €C}.
Because

Te—1 ~
TC < Z n(Xk)7
k=0

(C.25) implies that (C.17) holds. Because the set C is assumed to be finite and X is

assumed to be irreducible, by Lemma C.23, (C.17) implies that X is positive recurrent.
O
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Appendix D

Continuous-time Markov chains and phase-type
distributions

In this appendix we review continuous-time Markov chains (CTMCs). Like DTMCs,
which are reviewed in Appendix C, a CTMC lives in a countable state space .#, and
it jumps from one state to another. For a DTMC the time intervals between jumps are
all of unit length, but for a CTMC they are of random length, with the mean time to
jump depending on the state from which the jump occurs. As a result, it is possible for a
CTMC to have infinitely many jumps within a finite time interval. Sufficient conditions
will be specified below to rule out this phenomenon.

The essential data needed to describe a CTMC are contained in its generator matrix,
from which the chain’s time-dependent transition probabilities can be obtained by solv-
ing the Kolmogorov backward or forward equations (see Section D.2). Other concepts
relating to a CTMC, including its stationary distribution and long-run behavior, are anal-
ogous to their DTMC counterparts. Our standard reference is Chapters 2 and 3 of Norris
(1998).

D.1 Generator matrices
Let . be a countable space, and let A = (A;;) be an .¥’ x . matrix.

Definition D.1. A is said to be a generator matrix, or just generator for brevity, if (i)
Aij > 0fori, j €. withi# j, and (ii) for each i € .7,

Aii=—Y Aij. (D.1)
J#

Condition (ii) says that each row of A is summmable, and the row sum is equal to 0.
Thus a generator matrix is completely determined by its off-diagonal elements, which
will be called transition rates (of the corresponding CTMC) in this book; a frequently
encountered alternative term is transition intensities. It will be convenient to define
A(i) = —Aji > 0 for i € .. For reasons explained in the next section, the constant A (i)
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is called the exit rate from state i. Every generator matrix encountered in this book has
the property that
A()>0 forallie.”, (D.2)

which is equivalent to saying that the corresponding CTMC has no absorbing states (see
Section D.2). Property (D.2) is assumed throughout the remainder of this appendix, and
throughout Appendix E and the body of the book as well, whenever reference is made
to a “generator matrix.”
Given a generator matrix A, we define the corresponding jump matrix G = (G;;) as
follows:
6= {A,.,/m for j D3
0 for j=1i.

This is a stochastic matrix, so it can be interpreted as the (one-step) transition matrix of
a DTMC. For example, when

-3 2 1
A=[3 -7 4|, (D.4)
2 0 -2
the corresponding jump matrix is
0 2/3 1/3
G=|3/7 0 4/7
1 0 0

Clearly, one can recover a generator matrix from the corresponding jump matrix and the

rates {A(i),i € S}

D.2 Sample path construction of a CTMC

Given a countable state space .%, an initial distribution p on ., and a generator matrix
A, we now present a sample path construction of a corresponding CTMC X = {X(¢),t >
0}. In the CTMC literature this X is often called the minimal process for the triple
(Z,p,A).

Construction of a CTMC. Let G be the jump matrix corresponding to A. Let ¥ =
{Yy:n € Z,} be a DTMC on some probability space (Q,.7,P) that has state space .7,
initial distribution p, and transition matrix G, and let {7; : k € Z} be a sequence of
i.i.d. exponential random variables with mean 1, defined on the same probability space
and independent of Y. Define

X(t)=Y, for o0,<t<0u, (D.5)
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where
6o=0, and 0y =0,+71,/A(Y,) forn>0. (D.6)

Thus the sample path of X is piecewise constant, the sequence of states visited by X is
the same as the sequence visited by the jump chain Y, and following a transition into
a state i, the occupancy time of X in that state is exponentially distributed with mean
1/A(i), which justifies calling A (i) the “exit rate” from state i.

The construction above defines X (¢) for all 7 € [0, 0. ), where

O, = lim o,,.
n—oo

If 0., = oo, then X (¢) is defined for all 7 € [0, ). Otherwise, define
X(t)=A fort> 0w,

where A is an additional state outside of .. In the latter case X lives in the augmented
state space .’ = .U {A}, and X has infinitely many jumps in the finite interval [0, O).

Definition D.2. The generator matrix A is said to be non-explosive if
Pi{0w =0} =1 (D.7)
for each i € ., where P;(A) =P(A|X(0) =i) forA € Z#.
One can check that the condition
sup A (i) < oo (D.8)
i€y

is sufficient for A to be non-explosive. Another sufficient condition is that the DTMC
Y be recurrent; see Theorem 2.7.1 of Norris (1998). All of the generator matrices en-
countered in this book satisfy (D.8), but there are some commonly encountered CTMC
models, most notably queueing models with customer abandonment, for which (D.8)
fails.

Definition D.3. A generator matrix A will be called regular in this book if it satisfies
(D.2) and is non-explosive.

All generator matrices are assumed to be regular hereafter, so there will be no need
to deal with augmented state spaces. The following theorem is standard. For a proof see,
for example, Theorem 2.8.4 of Norris (1998).

Theorem D.4. The stochastic process X = {X(t),t > 0} constructed in (D.5) satisfies
the following. (i) X has right continuous sample paths. (ii) P{X(0) =i} = p(i) for
i € . (iii) For each integer k > 0, eacht > 0 and h > 0, each iy, ... ,i,i,j € 7, and
each0 <ty <...<t <h,

]P){X(t-l-h) :j|X(l‘()) :i(),...,X(tk) :ik,X(/’l) :i}:P{X(t-i-h) :j‘X(/’l) :i}. (D.9)
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(iv) For each i, j € . and eacht > 0,
Pj(t) =P{X(t+h)=jX(h) =i} (D.10)

is independent of h > 0. Furthermore, the family of matrices {P(t) = (P;(t)),t > 0} is
the unique solution to the Kolmogorov backward equation

P'(t)=AP(t) fort>0, P(0)=I, (D.11)
where P'(t) is the matrix of component-wise derivatives of P(-) at t.

Remark D.5. (a) Property (iii) says that X satisfies the Markov property, analogous to
(C.3) in the DTMC case. (b) From equation (D.11), the matrix-valued function P(r) =
(P;j(t)) defined via (D.10) satisfies

P'(0) = A, (D.12)

where the derivative is interpreted as the right derivative. By the Markov property, one
can check that {P(¢),t > 0} satisfies the Chapman-Kolmogorov equation

P(t+s)=P(t)P(s) fort,s>0. (D.13)

Therefore, {P(t),t > 0} forms a semigroup. For a semigroup {P(¢),t > 0}, conditions
(D.11) and (D.12) are equivalent. Condition (D.12) states that A generates the semigroup
{P(t),t > 0}. (c) Given our non-explosive assumption, the solution {P(¢),z > 0} to
the Kolmogorov backward equation is unique, and P(¢) is a stochastic matrix for each
t > 0. When A is explosive, the matrix-valued function P(¢) defined by (D.10) is sub-
stochastic but not necessarily stochastic. In that case, {P(¢),# > 0} is still a solution to
the Kolmogorov backward equation (more particularly, it is called the minimal solution),
but the solution is no longer unique. (d) When . is finite, (D.8) is satisfied and therefore
A is non-explosive. The unique solution P(¢) to the Kolmogorov equation is given by
IR -ELY
P(t)=e :;)HA, (D.14)

where the right side is well defined; see Section 2.10 of Norris (1998). (e) One can
replace the backward equation (D.11) with the Kolmogorov forward equation

P'(t)=P(t)A fort>0, P0) =1,
which is often more difficult to work with than the backward equation.

Definition D.6. Let .# be a countable space, p a distribution on .#, and A a (regular)
& x . generator matrix. A stochastic process X = {X(¢),# > 0} taking values in .7
is said to be a CTMC with state space ., initial distribution p, and generator A if
conditions (i)-(iv) in Theorem D.4 are satisfied.

Two CTMC:s with the same state space, initial distribution, and generator are equal in
distribution. Whenever a CTMC X is mentioned, without loss of generality we envision
X to be constructed as in (D.5). We call Y = {Y,,n € Z } the corresponding jump chain.
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D.3 Transience, recurrence, invariant measures, and irreducibility

Let X ={X(¢),r >0} be a CTMC with (regular) generator A and jump chain ¥ = {Y¥,,,n €
Z. }, defined on some probability space (Q,.%,P). For a state i € . and each @ € Q,
let T;(w) be the first passage time of X to state i, meaning that

Ti(ow) =inf{t > 0, : X(t,0) = i}, (D.15)
where o7 is the first jump time of X, as defined in (D.6). Also, let
Ni(w) =inf{n >1:Y,(0) =i} (D.16)
be the first passage time of the jump chain to i.

Definition D.7. State i € .7 is said to be recurrent for X if P;i{T; < oo} = 1, and to be
transient for X if it is not recurrent.

Because
{w:Nj(0) <o} ={0: (o) <},

the recurrence or transience of X is the same as that of the jump chain Y. In the following
definition we envision 7 as a row vector, so the product on the left side of (D.17) is well
defined.

Definition D.8. Let 1 = (1(i),i € .) be a measure (that is, a non-negative vector, not

necessarily a probability distribution) on .. The measure 1) is said to be invariant for
Aif

nA=0. D.17)

The following lemma says that there is a one-to-one correspondence between invari-

ant measures of the CTMC and invariant measures of its jump chain. The proof is a
straightforward algebraic verification.

Lemma D.9. Let A be a (regular) generator matrix with jump matrix G, and let 1 be a
measure on .. Define

u(@)y=A@@)nG) fories. (D.18)
Then n is invariant for A if and only if UG = L.

Definition D.10. We say state j is reachable from state i by the CTMC X, written i — j,
if j is reachable from state i by the DTMCY.

Given this definition, the notions of communicating class, closed class, and irre-
ducibility for the CTMC X (or equivalently, for its generator A) are inherited in the obvi-
ous way from the jump chain Y (or equivalently, from the jump matrix G). Lemma D.9
and Theorem C.15 then give the following; see also Theorem 3.5.2 of Norris (1998).

Theorem D.11. Suppose that A is irreducible and recurrent. Then A has an invariant
measure 1) that is unique up to a constant.
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D.4 Strong Markov property

To state the strong Markov property for a continuous-time Markov chain, we first give
the definition of a stopping time. Here X = {X(¢),r > 0} is the regular CTMC con-
structed in (D.5).

Definition D.12. A continuous random variable T : Q — R U {eo} is said to be a stop-
ping time with respect to X if, for each t € R, the occurrence or non-occurrence of the
event {T <t} is completely determined by the random variables {X(s5),0 < s <t}.

The first passage time 7;(®) defined in (D.15) is an example of a stopping time. The
following is proved as Theorem 6.5.4 of Norris (1998).

Theorem D.13 (Strong Markov property). Assume the CTMC X = {X(t),t > 0} is reg-
ular with generator matrix G, state space ., and initial distribution p = (p(i)). Let T
be a stopping time with respect to X. Then, conditional on {T < oo} and X (T) = i, the
process {X (T+1),t> 0} is a CTMC with generator matrix G and initial distribution §;,
where &; is the distribution on the state space . that concentrates all its mass on state
i. Furthermore, conditional on {T < e} and X(T) = i, the processes (X (T +t),t > 0)
and (X (t),t <T) are independent.

Assume that i is a recurrent state for the CTMC X, and that X (0) = i. Define Ti(O) =0,
o\ = inf{r >0:X(tr) #i},and for ¢ =1,2,...

]

T =inf{r > /" X(1) =i},
o) =inf{r > T : X (¢) #i}.

1

(0

In words, T; " is the time of the /-th entry into state i. For each £ =1,2,..., define

c = {x(,1"" <=1}, (D.19)

which we call the ¢-th i-cycle of the CTMC. From Theorem D.13 we have the following
corollary.

Corollary D.14. Assume that i is a recurrent state of a regular CTMC X. Then

(Tw ), c“)),z —1,2,...

l ]

is an i.i.d. sequence.

D.5 Positive recurrence and stationary distributions

Let X = {X(t),r > 0} be a CTMC on state space . with (regular) generator A and jump
chainY = {Y,,n € Z, }.
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Definition D.15. A state i is said to be positive recurrent for X if E;(T;) < oo, where T;
is the first passage time of X to state i, defined via (D.15).

Definition D.16. A probability distribution 7 on . is said to be a stationary distribution
for X if it is invariant for A.

Theorem D.17. If A is irreducible, then the following are equivalent: (i) every state
is positive recurrent; (ii) some state i is positive recurrent; and (iii) there exists a sta-
tionary distribution for X. When these equivalent conditions are satisfied, the stationary
distribution T is unique and is given by

(i) = —r57~ forieZ. (D.20)
U= 20
In the proof of this theorem, the main idea is to relate the following two occupancy
measures on .#: first, N is defined for the CTMC X via

T;
n(J) :Ei/o Lix=pds, j€7, (D.21)

and then u is defined for the jump chain ¥ via

N—1
p()=E Y ly_p, Jje7, (D.22)
n=0

where N; is the first passage time for the jump chain as defined in (D.16), and i is assumed
to be positive recurrent for X.

To express these definitions in words, let us define an i-cycle of X as an interval
between two consecutive times at which X enters state i. Then 1(j) is the expected
amount of time that X spends in state j during an i-cycle. The number of visits made by
X to state j during the cycle is Zﬁ:”;ol lyy,=jy, and the expected duration of each visit is
1/A(j). Thus, one should have

n)=un)/A0), jes. (D.23)

From Lemma C.14, the measure u defined by (D.22) is an invariant measure for Y. By
Lemma D.9 and (D.23), the measure 1) defined by (D.21) is an invariant measure for X.
For the details of the proof of this theorem, see Theorem 3.5.3 of Norris (1998).

Theorem D.18. Suppose that the CTMC X is irreducible and 7 is a stationary distri-
bution of X. If X has initial distribution T, then X (t) has distribution 7 for eacht > 0.
Furthermore, X is a stationary process.

To prove Theorem D.18 it suffices to show that 7P (s) = & for each s > 0. When .
is finite one can use the Kolmogorov backward equation to write

%EP(S) = 7P (s) = nAP(s) = 0. (D.24)
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Thus mP(s) is independent of s and is equal to 7P(0) = 7. When .7 is infinite, however,
the first equality in (D.24) is not justified, and a completely different proof is needed.
Given the assumed irreducibility, one can use the explicit expression in (D.21) to com-
plete the proof, using the strong Markov property of X. See the proof of Theorem 3.5.5
of Norris (1998) for details.

Definition D.19. Fix a step size h > 0. For each n € Z . define
Z, = X (nh). (D.25)
Then Z = {Z,,n € Z. } is a DTMC, which we call a skeleton chain of the CTMC X.

Lemma D.20. Assume the CTMC X is irreducible. Then each skeleton chain Z is irre-
ducible and aperiodic.

Proof. We first prove that i — j implies P;;(¢) > 0 for all t > 0. If A;; > 0, then

Pj(1) > Pi{t/A(Yo) <t,Y1 = j,71/A (Y1) > 1} = (1 —e%(l)t);t(l{)e M0

forall > 0. Assume i — j. There exists an integer k > 0 and states ip =1i,iy,...,ik_1,ix =
Jj such that A >0forf=0,...,k— 1. Therefore,

Py(t) 2 Py (/K)o (1K) > 0

igig+1

for all > 0. Suppose that & > 0 is the step size used to define the skeleton chain Z.
Because F;j(h) > 0 for each pair of i, j € ., the skeleton chain Z is irreducible and
aperiodic. O

Remark D.21. In the first part of the proof of the lemma, the conclusion is much stronger
than P;;(¢) > 0 for some t > 0. The analogous conclusion does not hold in a discrete-time
setting. As a consequence of this lemma, there is no need to introduce the concept of
periodicity in the continuous-time setting, .

Theorem D.22. Assume that the CTMC X is irreducible, and fix a step size h > 0. Then
the following two statements are equivalent.

(i) The CTMC X is positive recurrent.

(ii) The skeleton DTMC Z is positive recurrent.

Proof. (i) to (ii). Assume X is positive recurrent. Then X has a unique stationary distri-
bution 7. By Theorem D.18, 7 is also a stationary distribution of the skeleton chain Z.
Thus Z is positive recurrent.

(ii) to (i). Assume Z is positive recurrent. Fix a state i € .. Let Tl-Z be the first
passage time of Z to i. Then E;(T?) < o. Because T; < hTZ, one has E;(T;) < oo,
proving that X is positive recurrent. Ul

It follows from Lemma D.20 and Theorem D.22 that to prove the positive recurrence
of a CTMG, it is sufficient to prove the positive recurrence of a skeleton DTMC Z, to
which one can apply the Foster-Lyapunov criteria (see Section C.8 of Appendix C).
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D.6 Convergence to equilibrium and strong law of large numbers

The main results of this section are Theorems D.24 and D.25. The former shows that
for an irreducible CTMC, positive recurrence is equivalent to the existence of a limit
distribution. The latter states a strong law of large numbers (SLLN) for an irreducible
and positive recurrent CTMC. The proof of the latter theorem is similar to the one for
a DTMC. The following preliminary result is from Lemma 3.6.1 of Norris (1998). It
establishes the uniform continuity of P;(¢) as a function 7.

Lemma D.23. Let P(t) = (P;j(t)) be the family of time-dependent transition matrices
for a CTMC with generator matrix A. Then for all t,h > 0,

|Pyj(t+h) = Py(0)] < 1—e 00,
Theorem D.24. Let X be an irreducible CTMC on state space . with initial distribution
p.

(i) If X is positive recurrent, then

limP{X(t) = j} =n(j) >0 foreachje.”,

o0

where T = (7t(i)) is the unique stationary distribution of X.
(ii) If X is not positive recurrent, then

}LmP{X(t) =j}=0 foreachje.?.

Proof. (i). By Theorem D.17, X has a unique stationary distribution 7 = (7(i),i € .¥)
with 7(i) > 0 given by (D.20). Because

BUX(0) = J) = T pWRX() =)

it suffices by the dominated convergence theorem (Theorem B.3) to prove that
lim Pi{X (1) = j} = lim P;j(1) = 7(j) (D.26)

for each i € .. We now prove (D.26). Fix an & > 0 and let Z = {Z,,,n € Z.. } be the cor-
responding skeleton chain. By Lemma D.20, the DTMC Z is irreducible and aperiodic,
and by Theorem D.18, 7 is the stationary distribution of Z. Therefore, Theorem C.20
for a DTMC implies that

lim P;j(nh) = m(j) foreach je.”. (D.27)

n—soo
We now complete the proof of (D.26) by using the uniform continuity of P;;(¢), which
was established in Lemma D.23. Fix a state i € .¥. Given an € > 0, one can find an
h > 0 such that .

1—e*D<e/2 for0<s<h.
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Next, by (D.27) there exists an integer N > 0 such that
|Pij(nh) —7m(j)| <€/2 forn>N.
For t > Nh we have nh <t < (n+ 1)h for some n > N. Thus, by Lemma D.23,

|Bj(8) = m()| < |Pyj 1) = Bij(nh)| + [P (nh) — 7(j)] <&,

proving (D.26).
(ii). When X is transient, the proof is immediate. When X is null recurrent, the proof
follows from Step 3 of Theorem 1.8.5 in Norris (1998). O

The proof of the following SLLN follows that of Theorem C.21 for DTMCs.

Theorem D.25. Let X be an irreducible CTMC with (regular) generator matrix A and
initial distribution p. Then

tlljolo /1{X —iyds = BT )l(i) forallzeY}:l

where T; is the first passage time of X to state i. Moreover, when X is positive recurrent
with stationary distribution T = (7(i)), one has the following for any bounded function

f:7 =R
Pllimg [[sxpas=7} -1
where f =Y jc o ©(j) £ (J)-

D.7 Uniformization and the Foster-Lyapunov criterion

Let X be a CTMC with countable state space . and generator matrix A. Assume its
transition rates are bounded, that is,

sup A (i) < eo. (D.28)
i€

Under assumption (D.28), the CTMC X has the following sample path representation
X(t) =Zyy fort >0, (D.29)

where Z = {Z,,n € Z,}isaDTMC on ., N = {N(t),t > 0} is a Poisson process, and
N and Z are independent. The pair (N, Z) is not unique. Indeed, for any

n > sup A(i),
ey
define
Pij _ )'t]/n for i 7& Js (D30)
1—-A(i)/n fori=j.
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Then P = (P;;) is a stochastic matrix on .. Let Z be a DTMC on . with transition
matrix P, and let N be an independent Poisson process with rate 1. One can show
that the continuous-time process {ZN(,),I > 0} is a CTMC with generator matrix A.
Therefore, the representation (D.29) holds.

Recall that the jump chain Y is also a DTMC whose transition matrix is given by
the jump matrix (D.3) with zero diagonal entries. Thus, whenever Y jumps, it lands in a
new state that is different from the current one. In contrast, the transition matrix (D.30)
for the DTMC Z may have positive diagonal elements. Therefore, when Z jumps, it may
land back in the current state with positive probability.

In the sample path construction of the CTMC X in (D.29), we have a sequence of
intervals over which X remains constant, and the value of X at the end of the nth such
interval is set equal to Z,. The salient feature of the construction is that the expected
duration of interval n+ 1, given the observed state Z,, is independent of Z,. That is,
the expected duration of any given transition interval is a single constant, uniformly
across all current states. Therefore, the representation (N,Z) in (D.29) is known as
a uniformization representation of X. From (D.29) we have that, for any + > 0 and
i,je.?,

Py =y I p (D31)

A
i n!

which provides a stable numerical algorithm to compute transient probabilities of the
CTMC. From (D.31) one can verify that any stationary distribution of Z is a stationary
distribution of X.

Theorem D.26. Let X be a CTMC on a countable state space .. Assume that X is
irreducible and positive recurrent with unique stationary distribution . For each i, j €
L with i # J, let J(i, j,t) be the number of jumps from state i to state j in (0,t]. Then,

N ST .
PH{EEEEJ(LJJ)::nO)AU}:zl (D.32)

for each initial distribution L.

Proof. From (D.29) one has that

N(t)
1, j,t) = Y Vzmizi =iy (D.33)
k=0
By Corollary C.22,
1 n
P“{y}g{}on;}l{z"_i’zﬂl_ﬁ = ﬂ(l)PU} =1. (D34)
Now the SLLN for a Poisson process gives
.1
P{EE;N@y_n}_l. (D.35)

The SLLN (D.32) follows from (D.33), (D.34), (D.35) and the fact that nP;; = A;;. [
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Theorem D.27 (Foster-Lyapunov criterion for CTMC). Let X be an irreducible CTMC
that has countable state space . and satisfies (D.28). Assume there exist constants
b > 0and c >0, a finite set C C ., and a non-negative function V : . — R such that

AV (i) < —c+Dblc(i), ie.”. (D.36)
Then X is positive recurrent with a unique stationary distribution.

Proof. Let (N,Z) be a uniformization representation of X, where Z has transition prob-
ability matrix P of the form (D.30). Then Z is also irreducible. Spelling out condition
(D.36) gives

Y 2V () AV () < —e+blcli), i€,
J#i
which is equivalent to

PV(i) V(i) —c/n+b/nlcli), ic.7.

Therefore, given that the CTMC X satisfies (D.36), the DTMC Z satisfies the drift con-
dition in Corollary C.23 with the same finite set C, the same function V, and constants
b/n >0and ¢/ > 0. By Corollary C.23 and Theorem C.23, Z is positive recurrent and
has a unique stationary distribution. Therefore, X has a unique stationary distribution
and is positive recurrent, proving the theorem. Ul

D.8 Phase-type distributions

This section introduces the important family of phase-type distributions, which are used
in this book to model the service time distributions of a stochastic processing network
(SPN), enabling a discrete-state Markov representation of the SPN (see Chapter 3). An
important modeling consideration is that any distribution on the positive half-line can be
approximated to an arbitrary degree of accuracy, in a certain standard sense, by a phase-
type distribution; see Section II1.4 of Asmussen (2003) for a proof and discussion of this
phase-type approximation theorem. We begin with a few simple examples of phase-type
distributions, followed by Definition D.28.

Let v be a positive random variable representing a service time. When v has an
exponential distribution with rate parameter r > 0, denoted exp(r), it has density function

fx)y=re™™, x>0,

and mean 1/r. When v has an Erlang distribution with shape parameter 2 and rate
parameter r, denoted Erlang(2,r), it has density function

flx)=r’xe™™, x>0,
and mean 2/r. In this latter case v can be represented as

V=V +W,
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where v; and v, are independent random variables, each distributed exp(r).
The following is an alternative construction of an Erlang(2,r) random variable. Let
Y ={Y(¢),r > 0} be a Markov chain with state space {1,2,3} and jump matrix

010
0 01
0 01

From the structure of this jump matrix one sees that states 1 and 2 are transient, while
state 3 is absorbing. Let the exit rate in each transient state i be r (i = 1,2), meaning that
each excursion in a transient state is distributed exp(r). Finally, assume that ¥ (0) = 1
with probability 1. Combining all this information, one sees that the random variable

v=inf{r >0:Y(¢) =3} (D.37)

is the sum of two i.i.d. random variables, each distributed exp(r), and hence it has the
desired Erlang (2, r) distribution. Because v represents a service time in the applications
covered by this book, we call the process Y that generates v a service regulating Markov
chain (SRMC).

This representation of the random variable v can be generalized to the following
scenario. (a) The state space of the service regulating Markov chain Y is . U{d}, where
< is a finite set of d “service phases” and § is a “terminal phase.” (b) The structure of the
SRMC jump matrix is such that phases in .# are transient and 0 is absorbing. Hereafter
we denote by P the d X d jump matrix for transitions within .%, so P is substochastic
and transient. (c) Exit rates for the transient states, denoted {y(s),s € .7}, are strictly
positive but otherwise arbitrary. (d) The initial state Y (0) is random, with a distribution
{p(s),s € L} concentrated on the transient states. With this more general scenario, let

y=inf{r >0:Y(r) =6} (D.38)

Definition D.28. The random variable v defined by (D.38) is said to have a phase-type
distribution with phase space . and parameters (p, 7, P).

It is well known that the cumulative distribution function of v is given by
P{v<x}=1—¢€exp(—Rx)p forx>0, (D.39)
where e denotes a vector of ones and
R = (I - P)diag(y),

and the matrix exponential is defined as usual via

oo

1
exp(—Rx) =} ;(—Rx)". (D.40)
n=0"""

See, for example, Section 2.4 of Latouche and Ramaswami (1999). From (D.39) it
follows that

E[v] =R 'p. (D.41)
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Definition D.29. A d-phase hyperexponential distribution with parameters (p,7), de-
noted Hy,(p,7), is a phase-type distribution with phase space . = {1,---,d} and pa-
rameters (p, Y, P), where P(i,0) =1 foralli=1,--- ,d.

That is, if v is distributed H;(p,y), then with probability p(1) it is distributed exp(y(1)),
.-+, and with probability p(d) it is distributed exp(y(d)). For example, if d =2,p =
(0.2,0.8) and y = (1,0.1), then with 20% probability the service time v is exponentially
distributed with mean 1, and with 80% probability it is exponentially distributed with
mean 10.

D.9 Joint phase-type distributions

The previous section has described a mechanism for generating a non-negative random
variable v as the absorbtion time of a CTMC. That mechanism can be generalized in the
following way to generate a jointly distributed pair of random variables (v, ¢), where v
is non-negative and ¢ takes values in a finite space A = {8!,--- 8"}. The application
we have in mind is that where v is a service time and ¢ is the associated output vector
(see Section 2.1).

In the generalized setting, the service regulating Markov chain ¥ = {¥ (¢),# > 0} has
state space . UA, where .7 is a finite set of “service phases.” Phases in .7 are transient
and those in A are absorbing. Again the data of Y include an initial distribution p over
the transient service phases, and a vector Y of exit rates from the transient service phases.
Thus each excursion in a transient state s is distributed exp(y(s)). Again we denote by P
the jump matrix of Y. Generalizing (D.37), let

v=inf{r >0:Y(r) €A} and @=Y(v). (D.42)

That is, we set v equal to the time at which Y reaches an absorbing phase, and select
a value for ¢ according to which absorbing phase is reached. Use of the term “output
space” in the following definition reflects our intended application to SPN modeling.

Definition D.30. The random variables (v, ¢) defined by (D.42) are said to have a joint
phase-type distribution with phase space ., output space A, and parameters (p, ¥, P).

Given the phase-type approximation theorem mentioned in the first paragraph of the
previous section, it is a straight-forward exercise to show that any joint distribution on
R4 X A can be approximated to any desired degree of accuracy (again in a standard
sense) by a joint phase-type distribution.

For all the SPN models considered in this book, service times and their associated
output vectors are assumed to have a joint phase type distribution (see Section 2.2). To
achieve a Markov representation of the SPN, one can imagine each service as being
generated by its own separate service regulating Markov chain (SRMC), with possibly
random initial state, random transition times, etc. The evolution of that SRMC begins at
the moment when the service is initiated, and ends at the moment of absorbtion. Its phase
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at times between initiation and termination can be incorporated in the state description
for the system as a whole. Typically, however, we do not imagine such detailed phase
information to be observable by the system manager, and hence we consider only control
policies based on higher-level system state characteristics, such as buffer contents and
service counts.

Definition D.30 identifies the parameters of a joint phase type distribution as (p, ¥, P),
but for SPN modeling it is often convenient to replace y and P with the following pair of
transition rate functions F and f: let

F(s,5) =v(s)P(s,5) for s,5§€.7, (D.43)

and
f(s,8)=7v(s)P(s,0) for se&.”,0€A. (D.44)

Thus F(s,$) is the rate at which the service regulating Markov chain makes “silent”
transitions (so called because they are not observed by the system manager) from s to §,
and f(s,0) is the rate at which it makes transitions from service phase s that terminate
the service and trigger output vector 0.
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Appendix E

Markovian arrival processes

Consider a system with external arrivals of I different classes. The multiple arrival
streams can be modeled by a sequence of random pairs {(7(n),6(n)),n = 1,2,...},
where 7(1),7(2),... are inter-arrival times taking values in (0,c0), and 6(1),6(2),...
are arrival batches taking values in a finite space A C Zﬂr. The corresponding /-dimen-
sional external arrival process E = {E(t),t > 0} is defined as follows for r > 0:

t)
E(r)= TIX: O0(n) where n(t)=max{n>1:7(1)+...+1(n) <t}.

n=1

We interpret 7(1) + ...+ 7(n) as the time of the nth arrival event, §;(n) as the number
of class i arrivals occurring at that time, 1(¢) as the number of arrival events that occur
during the time interval [0,¢], and E;(¢) as the number of class i arrivals during [0,z].

Except for the very mild requirement that A be a finite set, the arrival process de-
scribed in the previous paragraph is perfectly general. In the language of stochastic
process theory, it is a marked point process (MPP) with mark space A. A familiar spe-
cial case is that where A consists simply of the unit vectors e!,...,e!, meaning that all
arrival batches are singletons, and a still more special case is that where components
of E are independent Poisson processes. In general, however, MPP models may incor-
porate clustered arrivals, correlations between arrivals of different classes, and serially

correlated arrivals.

This appendix introduces the notion of a Markovian arrival process (MArP), for
which Asmussen (2003), Chapter XI, is our standard reference. When a MATrP is used
to model external arrivals to a processing network, Markov representation of the net-
work is facilitated (see Section 4.1), but such arrival processes are still very general:
Asmussen and Koole (1993) have shown that any marked point process can be approx-
imated to an arbitrary degree of accuracy, in a certain standard sense, by a MATrP; this
MArP approximation theorem is a process-level analog of the phase-type approximation
theorem cited in Section D.8.
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E.1 General definition and examples

The central element of a MArP model is a continuous-time Markov chain Y = {Y(¢),7 >
0} with state space .’ = {1,2,...,d}, hereafter called the arrivals-regulating Markov
chain (ARMC). To avoid potential confusion with the notation for arrival classes, states
of Y will be denoted by s and § in this appendix, rather than i and j. We denote by p =
(p(s) : s € %) the initial distribution of ¥, and by A = (A(s,$) : 5,5 € .¥) its generator
matrix (see Section D.1). To avoid trivial complications, the jump matrix P derived from
A is assumed to be irreducible. The triple (-, p, A) will be referred to later as ARMC
data.

We take as given a finite batch space A as above, the elements of which will be
denoted 8',...,8". Foreachs € . and k = 1,...,r there is given an arrival rate f;(s) >
0, and for each pair of states s,§ € ./, s # §, there is given a sub-probability distribution
q1(s,5),...,4,(s,5), meaning that gx(s,§) > 0 forall k and };_; gx(s,5) < 1. As a matter
of convention let gi(s,s) =0 fork=1,...,rand s € .. The pair (,q) will be referred
to later as arrivals data.

With these data in hand, one can describe the MArP verbally as follows. First, when-
ever Y is in state s, batches of composition §!,...,8" arrive according to independent
Poisson processes at rates 3 (s),.. ., B(s), respectively, independent of all previous his-
tory (s € .%). Second, each time Y makes a transition from state s to state § # s, there
is a probability g (s, §) that the transition triggers an arrival batch of composition §',.. .,
and a probability ¢, (s, §) that it triggers an arrival batch of composition &”, independent
of all previous history (s,§ € .%). Thus one can identify three distinct types of events
in the evolution of a MArP: spontaneous batch arrivals of various compositions, which
occur without a transition of the underlying ARMC; triggered batch arrivals of various
compositions, which are accompanied by a simultaneous transition of the underlying
ARMC; and silent transitions of the underlying ARMC, which are not accompanied by
any arrivals.

To write out the MATrP in explicit mathematical terms, we take as given a probability
space on which are defined the following primitive stochastic elements: the ARMC
Y; a family of independent Poisson processes &!,... E", each with unit arrival rate,
also independent of Y; and a family of i.i.d. discrete random variables {{(n,s,$),n =
1,2,...}, indexed by s,§ € ., taking values in the set {0, 1,...,r}, independent of one
another and of Y and of the Poisson processes £!,...,E”. More specifically, the random
variables {(n,s,$) are distributed as follows: forn =1,2,... and s,§ € .¥ we have

P{{(n,s,5) =k} = qi(s,5) fork=1,...,r

and

P{{(n,s,5) =0} =1 —;qk(s,f).

Our goal now is to express the external arrival process E in terms of these probabilis-
tic primitives, not only in the interest of mathematical precision, but also to facilitate the
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proof of certain key MArP properties (see Section E.2). Toward that end, let J(s,5,7) be
the number of jumps that ¥ makes during the time interval [0,¢] from state s to state §,
with the convention that J(s,s,#) = 0 for all s € .. Now for s,§ € .¥ and t > 0, let

t
T(S7t):/0 l{Y(u):s}du

and
(8,8,

J(5,8:8)
Jk(s,f,t) = Z 1{@(,,7575):1{} fork=1,...,r.
n=1
In words, T (s,t) is the amount of time that Y spends in state s up to time ¢, and Ji(s, §,7)
is the number of batch arrivals with configuration 5¥ that are triggered by ARMC transi-
tions from s to § up to time ¢. We can now represent as follows the fotal number of batch
arrivals with configuration 8* that occur up to time ¢:

Ak(t>: Z gk(ﬁk(s)T(sJ))_" Z Jk(sagat)’ (E.I)

se.s s,5€.

with the first term on the right representing spontaneous arrivals and the second one
representing triggered arrivals. (With our conventions, the second sum on the right side
of (E.1) is effectively over s # §.) Finally, one has the obvious relationship

E(t) = Z kAL (t), t>0. (E.2)
k=1

Definition E.1. The /-dimensional stochastic process E defined by (E.2) is a Markov
arrival process (MArP) with batch space A, with ARMC data (.7, p, A), and with arrivals

data (B, q).

Example E.2. Consider a renewal arrival process whose inter-arrival times are dis-
tributed Erlang(2,7). This can be represented as a MArP with 7 = 1 and A = {1},
meaning that all arrivals are singletons and they are of just one class. The ARMC has
state space . = {1,2}, initial distribution p = (1,0), and generator matrix

- v
A= : E.3
(7 ) ©3)

That is, the ARMC Y = {Y(¢),r > 0} occupies states 1,2, 1,2, ... deterministically in
that order, and the occupancy time of each state is distributed exp(y). The arrivals data
are (1) =0,8(2) =0,¢9(1,2) =0, and ¢g(2,1) = 1. (Because we have r = 1 in this
example, subscripts are omitted in specifying the arrivals data 8 and ¢.) That is, there
are no spontaneous arrivals, a transition of the ARMC from state 1 to state 2 never
triggers an arrival, and a transition from state 2 to state 1 always triggers an arrival.
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Example E.3. Generalizing Example E.2, consider a MArP with / = 1 and A = {1},
allowing the generator matrix of the underlying ARMC to be arbitrary except for the
irreducibility constraint imposed above. Suppose there is one distinguished state § € .
such that g(s,§) =1 for all s € .7, 5 # §, and ¢(s,5) = 0 for 5,5 € . and § # §; that
is, an arrival is triggered each time the ARMC enters the distinguished state, and there
are no other triggered arrivals. Also, assume that 3(-) = 0, so there are no spontaneous
arrivals, and p(§) = 1, meaning that the ARMC begins in the distinguished state §. The
corresponding one-dimensional arrival process E is a renewal process whose inter-arrival
times have a phase-type distribution.

Remark E.4. If the description of Example E.3 is modified to allow a general initial
distribution p, then the arrival process E is a delayed renewal process, meaning that the
initial arrival time may have a distribution different from that of the i.i.d. inter-arrival
times that follow.

Example E.5. Again we consider a MArP with / = 1 and A = {1}. The generator
matrix of the ARMC is arbitrary except for irreducibility. If g(-,-) = 0, then the one-
dimensional arrival process E is called a Markov-modulated Poisson process (MMPP).
In words, an MMPP is a Poisson process whose arrival rate is determined by the state of
an underlying CTMC.

Remark E.6. Many realistic phenomena, such as bursty arrivals or non-stationary Pois-
son arrivals with a cyclic or periodic arrival rate, can be represented or closely approx-
imated by an MMPP, but in the last section of their paper, Asmussen and Koole (1993)
provide an example that proves the following, stated for simplicity in the standard set-
ting with / = 1 and A = {1}: the approximation theorem cited at the beginning of this
appendix no longer holds if one replaces the class of MArPs with the smaller class of
MMPPs.

E.2 SLLN and uniform integrability

The following proposition documents the two facts about MArPs that one needs for
purposes of fluid-based analysis. The strong law of large numbers established in part (a)
is cited at virtually every point in this book where a MArP is mentioned. The uniform
integrability established in part (b) is needed to prove Theorem 11.5, which extends
Theorem 6.2 (fluid limit stability implies SPN stability) to a family of network models
in which external inputs follow a MATrP.

Proposition E.7. Let E = {E(t),t > 0} be a MArP and fix a constant h > 0. (a) The
following SLLN holds:

IP’{ lim ~E(t) = Mz} =1, (B.4)

t—oo f
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where
A= 25 Ok, (E.5)
Z T()Be(s)+ Y, 7(s)Awq(s.5), (E.6)
seS s,§€.S

and T is the unique stationary distribution of the arrivals-regulating Markov chain Y.
(b) The family of random variables

1
{;E(th), t> 1} is uniformly integrable. (E.7)
Proof. (a). In light of (E.2) it suffices to prove that foreachk=1,...,r,

IP{ lim LA, (ht) = Gkh} =1, (E.8)

t—oo t

where 6 is defined via (E.6). The SLLN (E.8) follows immediately from (E.9) through
(E.12) below, the justification for which will be explained shortly:

pllim gk =1} =1, (E.9)
1
P{}L%;T(s,t)—ﬂ(s)}—l for each s € .7, (E.10)
Puﬂmem k}—qk(ss)}zl for each 5,5 € ., (E.11)
1 - -
P{}Lm —J(s,§ ):n(s)A(s,s)}:l for each 5,5 € .7. (E.12)

Here (E.9) is the SLLN for a Poisson process, (E.10) follows from Theorem D.25, (E.11)
is the SLLN for i.i.d. random variables, and (E.12) follows from Theorem D.26.
(b) By (E.2) it suffices to prove that foreach k= 1,...,r,

1
{;Ak(th), > 1} is uniformly integrable. (E.13)
Using the representation (D.33) for J(s, §,7), one has
J(s,5,t) <N(r) (E.14)

for each r > 0, where N is the Poisson process appearing in the representation (D.29) of
the CTMC Y. From (E.1) and (E.14) one has

Aw(r) < |18 (Br) + |7 PN (1),

where B = maxc » (s). Now (E.13) follows from Proposition B.5.
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Corollary E.8. For each h > 0,

lim L& [E(m)} — Ah,

t—oo f

where A is given by formula (E.5).

Proof. This follows from (E.4), (E.7), and Theorem 4.5.4 of Chung (2001).
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Appendix F

Convergent square matrices

Let O be a d x d real matrix. We denote by p(Q) the spectral radius of Q, that is,
p(Q) = max;<;<4|Ai|, where Ay, ..., A are the eigenvalues of Q. Also, Q is said to be
convergent if Q¥ — 0 as k — oo. The following standard result is subsumed in Theorems
4 and 5 of Isaacson and Keller (2012), which are stated and proved on pages 14 and 15
of that book. It is true without any further restrictions, but in this book it will be applied
only in contexts where Q is non-negative, such as Section 9.1.

Theorem F.1. The following three statements are equivalent:
(a) Q is convergent;

(b) p(Q) < 1; and
(¢) (I — Q) is non-singular with

oo

-0 '=Y 0" (E.1)

k=0

The sum on the right side of (F.1) is sometimes called a Neumann series, or the
Neumann expansion of (I —Q)~'. If Q is substochastic and transient (those terms are
defined in the Guide to notation and terminology, page xv), then Q can be interpreted as
the transition probability matrix of a transient discrete-time Markov chain X with state
space . ={1,...,d}. In that case the Neumann expansion can be interpreted as follows.
First, denoting by Qf-‘j the (i, j)th element of QF, we interpret Qf-‘j as the probability that
X occupies state j in period k, given that X = i initially. Equivalently stated, Qf?j is the
expected number of visits to state j occurring in period k, and thus the (i, j)th element of
the sum on the right side of (F.1) is the expected fotal number of visits to state j, given

that X = i initially.
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input-output model, 2, 3
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instability examples
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item availability constraints, 30

job, 1,3

job size, 7
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parallel-server system, 83, 167, 212
partial expectation, xiii
path space, 258
PF allocation function, 189
aggregation property, 191
applied to unitary network, 193
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processing time, 4

processing variables, 27
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feedforward, 6, 144
global stability, 151
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queueing theory, 2
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maximal stability, 255

rate stability, 12
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regular point
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resource, 2, 25
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round-robin processing, 38, 88
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routing algorithm, 210
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sequential decomposition, X
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service type, 25, 26, 42, 225 for service effort process, 98
silent transition, 301 for uncommitted arrivals, 69
simply structured control policy, 20, 25,32, strong Markov property, 276, 292
35,45 subcritical case, 93
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standard load condition, 92
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stationary distribution, 47, 287
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stochastic matrix, xiii, 275

stochastic processing network (SPN), 2, 25
basic model, 32

relaxed model, 34 u.0.c. convergence, 258
stopping time uncommitted arrivals, 69
with respect to a CTMC, 292 uniform integrability, 265
with respect to a DTMC, 276 uniformization, 297
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for a standard renewal process, 118 units of flow, 2, 25
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for Markovian arrival process, 68 updated buffer contents vector, 33, 55
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